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1 Introduction

This technical report addresses the research works conducted in relation with the opti-
mization of I/O accesses for data-intensive applications. This report is an extension of the
Technical Report E5.1 where different I/O-bounded applications are introduced detailing
their I/O requirements and how future I/O solutions should tackle the limitations related
with input and output. Three different applications where introduced in the previous
report: an Iterative Simulation Framework, a Railway Power Consumption Simulator,
and the Epigraph simulator.
Sections 2 and 3 present the the advances in the Iterative Simulation Framework.

Section 2 is focused on the partitioning of the data, addressing two main challenges:

• The dataset is too big to be stored in the memory of the GPU devices. Scaling the
problem size of the simulation results in an explosion of the data size, leading to
problems to store the whole dataset in-memory.

• Multi-device approach. In order to fully utilize the performance gains offered by the
use of more than one GPU device it is necessary to partition the data and distribute
it to the available devices.

The solution to both problems is focused on partitioning the output data (simulation
results) instead of the input data. In order to minimize the communications appearing in
the frontiers of the input data partitions, every device available receives the whole input
dataset and the partition optimizations are performed on the dataset resulting from the
simulation. The results of this study are published on [23].

Section 3 presents a new architecture for executing the reconstruction algorithm using
the Apache Spark platform running on heterogeneous nodes. The objective of this research
is the study of the adaptation of data-intensive and GPU-intensive applications to be
executed following new approaches extensively used in the Big Data world. The results of
this study are published on [24].

In this scenario, following the Spark paradigm, each process should wait for the input
data in order to compute the projection. The problem with this approach is that each
projection generates the whole volume, and this volume increases in data size with the
size of the problem, leading to memory space problems. The proposed solution, in a
similar fashion than the previous section, is to transfer every input data to every process
and then partition only the resulting dataset.
Sections 4 and 5 present the new I/O approaches introduced in the Railway Power

Consumption Simulator. Both sections cover the I/O-related challenges of executing the
simulator over cloud infrastructures. The simulation is divided in a kernel and the dataset.
Section 4 studies how the domain should be organized for the partition and distribution
of the dataset. This study especially important for leveraging the data locality techniques
available in the underlying storage infrastructure (HDFS). The key aspect is to carefully
study the design of the wrappers for providing data locality though the data flow. In
addition to the exploitation of the data locality in the simulation domain, this section
also explores the possibilities of executing multiple times the same kernel with slightly
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different configurations. This repetitions can also be positively affected by data locality.
The study of this scenario leads to multi-dimensional analysis aproaches. The results of
this study are published on [7].

Section 5 presents a use case of the cloudification methodology of the previous section.
It uses the case study, the railway power simulation, but focusing on these specific problem
with a deep study of the specific domain and how to optimize the application. The results
of this study are published on [8].
Finally, Section 6 presents how the EpiGraph simulator has been adapted to elastic

requirements. EpiGraph is based on a SPMD data approach, where data communication
and synchronization are critical factors for performance. It is especially important the
Section 6.1 where we tackle data distribution for minimizing data communication and
synchronization. The results of this study are published on [19].

2 A comparative study of an X-Ray tomography
reconstruction algorithm in accelerated and cloud

computing systems

2.1 Execution environments: Overview

In this section we present the different execution environments that we have evaluated to
execute our application, including also the programming frameworks present for some of
those environments.

2.1.1 Multi-core implementations in clouds

Nowadays, execution of large computational tasks with big data sizes in multi-core
processors can be seen as little attractive given the different existing high-performance
alternatives more suitable to these type of tasks. However, multi-core processors are
present in most computers, making applications optimized for this platform practically
portable to every place. Moreover, although the performance obtained with this type
of architecture is limited, applications correctly optimized to take advantage of the
parallelism, not only at core level but also at instruction level (vectorization), can be
competent enough for some purposes. In case of large scientific applications, the standard
approach was to adapt the application to a cluster of nodes, exploiting the parallelism
in the top level. The main inconvenience of this approach was to create, maintain and
configure your own cluster, which implied an additional cost to the development of
the application. Nowadays, with the proliferation of hypervisors, such as Xen, Azure,
and ESX, and platform virtualization software, new cloud platforms have been created.
Along the last years, hypervisors have been optimized to avoid performance looses, novel
middlewares have been included to easily deploy both virtual machines and applications,
and new tools have been developed to cope with the cloud increasing complexity [5, 22].
Cloud computing is also a very attractive solution because, somehow, it allows to

transfer the risk from the private installations or smaller Software as a Service providers,
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to the major cloud service providers, who theoretically are better equipped to mitigate the
risks by providing fault-tolerance and unlimited resources in clouds [6]. A good example is
Amazon S3 storage service, which is being used by many large enterprises for archiving all
their historic data to avoid loosing it and because of its unlimited capacity. Another Cloud
service provided by Amazon is Amazon Elastic Compute Cloud (Amazon EC2), which
is a platform that allows launching virtual computing environments on demand. This
cloud computing platform provides some interesting features such as elasticity, scalability,
transparent maintenance, and reliability. The elasticity provided by these type of services
is highly appreciated in a memory bound application as Mangoose++. When more
memory is necessary because the size of the problem has increased new machines can be
requested and therefore obtain similar performance as the one obtained with a smaller
problem. The decision to be made in that situation is if the gain in performance is enough
to pay more for a higher quantity of machines. This is a topic that will be studied in
the Evaluation section of this work and that depends on the needs of the user and the
platform used.

2.1.2 Computing Accelerators

Hardware accelerators have been used to increase the performance in different application
types. They normally offer specific architectures that permit to take advantage of the
parallelism present in many codes without requiring a bigger infrastructure. Also, they
come in a range of prices and characteristics, giving the possibility to choose depending
on the economic and performance requirements. An example of them are the GPGPUs,
DSPs, and FPGAs. Another example are co-processors, such as he Intel Xeon Phi, which
can be used as accelerators.

Despite of the many advantages of employing accelerate-based systems in the execution
of computational intensive applications, several well-known challenges have to be overcome.
In the case of a single accelerator, the most prominent challenges are programmability
and performance efficiency. For multiple accelerators the additional challenges over the
single unit case are load-balancing and efficient I/O management, which can be addressed
by efficiently exploiting the various available types of parallelism: internal accelerator
parallelism, overlapping data transfers between CPU and accelerator with the accelerator
and CPU computation, and external parallelism between heterogeneous accelerator types
(GPU, Intel Xeon Phi, ...).

Porting parallel applications to accelerators, such as GPUs, often requires an extra effort
for rewriting the application kernels in specialized programming paradigms (e.g. CUDA
or OpenCL). A common solution to increase productivity of accelerator programming is
the use of programming frameworks, which hide the device complexity to developers. This
is the case of Intel Xeon Phi accelerator environments [10], OpenMP 4.0, and OpenACC,
which offer more standard programming models. These programming frameworks usually
offer the option of creating a CPU-only version of the code, avoiding the complexity of
managing different version for different environments. They also provide optimizations,
usually specified through compile directives, that can be applied to the host to achieve
higher performance increases. Part of this work, consists on the evaluation of this kind of
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compiler directives compared to the use of specialized programming paradigms.

Listing 1: Offloaded code block example for Intel’s LEO.
int main ( ){

f loat a [N] , b [N] , c [N ] ;
#pragma o f f l o a d ta r g e t (mic : 0 ) in ( a , b ) out ( c )
{

#pragma p a r a l l e l for
for ( i =0; i<N; i++){

a [ i ]= s i n (b [ i ])+ cos ( c [ i ] ) ;
}

}
}

Listing 2: Offloaded code block example for OpenMP 4.0.
int main ( ){

f loat a [N] , b [N] , c [N ] ;
#pragma omp ta rg e t dev i ce ( acc0 ) in ( a , b) out ( c )
for ( i =0; i<N; i++){

a [ i ]= s i n (b [ i ])+ cos ( c [ i ] ) ;
}

}

The compatibility of these programming frameworks with the different types of acceler-
ators is a feature that must be taken into account, as it may be a major drawback. For
example, Intel Language Extensions for Offloading (LEO) are only compatible with Intel
Xeon Phi accelerators, but they include the ability of offloading complex pieces of code
that GPUs are not capable of executing [21]. On the other hand, OpenMP 4.0 offers
the possibility of using different types of GPUs by including support for OpenCL and
CUDA compatible GPGPUs. However, as they are meant to be an easier way to port and
program for accelerators, the manual optimizations that can be made are less powerful,
and in some cases difficult, because of the need of adapting the code to something that can
be optimized by the framework. Comparative examples of the Intel’s LEO extension and
OpenMP are shown in Listings 1 and 2, respectively. As shown, both language extensions
present similarities in terms of data management and explicit parallelism.

2.2 Mangoose++ application

Mangoose++ is an application that implements the FDK reconstruction algorithm for
CT scanners. As opposite to Mangoose [4], which only run on multi-core architectures,
Mangoose++ is compatible with multiple types of accelerators (such as GPGPUs and
Intel Xeon Phi) and can be also executed on CPU platforms thanks to the internal
parallelization obtained with OpenMP. This parallelization is focused on the two main
stages of the algorithm implementation. In the following subsections, we present the
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Figure 2.1: Input projection (a), axial view (b), and volume slice (c) of a pen in a standard
resolution study.

FDK algorithm as a backprojection method, the detailed design of Mangoose++, and its
deployment solution for clouds and accelerators.

2.2.1 FDK fundamentals

Mangoose++ relays on the algorithm proposed by Feldkamp, Davis, and Kress, commonly
referred to it as the FDK algorithm. It is a well-known 3D reconstruction approach based
on an approximation of the 2D filtered back-projection algorithm, in which 3D data are
acquired with a cone beam geometry (e.g. flat-panel detectors) and circular trajectory.
The highest computation load of this algorithm is inside the backprojection operator,
whose formula is described after in (2.1), (2.2), and (2.3) equations. The formula is
derived by introducing a third (axial) coordinate in the FDK equation, in such a way
that all the rays can be considered [16].

f(u, v, z) =
1

2

2π∫
θ=0

W2(v)

 ∞∫
w=−∞

 ∞∫
s=−∞

[pθ(s, z) ·W1(z, u)] · e−j2πswds

 · |w| · ej2πws · dw
·dθ

(2.1)

W1 =
SO√

SO2 + z2 + u2
(2.2)

W2 =
SO

(SO − v)2
(2.3)
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Figure 2.2: Volumes layout. The volume is divided into smaller sub-volumes which are
assigned to different instances in the cloud.

In Equation 2.1, f(u, v, z) is the pixel value in the reconstructed image at coordinates
(u, v, z), pθ(s, z) the projection data for angle θ and position (s, z) in the detector, and
W1 and W2 are the weighting factors introduced to compensate for the different ray
lengths. The formula involves a Fourier Transform and an Inverse Fourier Transform step
(in case of GPGPUs) or a pixel interpolation (in case of x86 based computation). SO
is the distance from the source to the detector, z is the axial coordinate, common for
both detector and reconstructed volume reference frames, s is the radial coordinate in
the detector, and u, v are the Cartesian coordinates in the reconstructed volume. The
weighting factors W1 and W2 are introduced to compensate for the different ray lengths.

2.2.2 Mangoose++ application design

In order to get a final volume of a CT scanner, the reconstruction process has been
designed as a pipeline consisting of four main phases that are executed in sequence loop:

1. Read I/O (R), that brings 2D projections, as shown in Figure 2.1 in the left image,
from a file into the host main memory.

2. Filtering (F) each 2D projection, by iteratively process a number of 2D projections.

3. Backprojection (B) each projection in order to reconstruct a partial 3D volumes.

4. Write I/O (W) stores the volume, as shown in Figure 2.1 in the centered image,
in the host memory to a persistent storage such as SSDs or conventional magnetic
disks.

2.2.3 Parallelization strategies

In order to obtain a better performance, the most computational intensive tasks of the
application are parallelized. Our solution employs a combination of OpenMP paralleliza-
tion and the specific programming tools obtained from the type of environment in which
the application is executed.
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OpenMP is mainly applied in external loops to distribute the computational load
between, devices, cores, or machines. A pseudocode version of the core of the application
is shown in Listing 3 in which the different loops in which parallelization can be applied are
shown. Parallelized kernels are shown there as the methods rampfilter and backprojection.
In general, a main thread is in charge of processing each projection of the experiment.
In order to increase the data locality, one projection is processed in each iteration. This
solution optimizes the locality at the L3 cache level of current processors. Second, each
kernel (represented as K in Figure 2.2) is parallelized in a fine-grain way. This approach
reduces the memory usage, which is specially important for high-resolution studies.

Listing 3: Pseudocode of Mangoose++
V = cr ea t e r o i ( )
/∗ Externa l p a r a l l e l i sm ∗/
for a l l p r o j e c t i o n s in ang l e s do

p r o j e c t i o n= read p r o j e c t i o n ( )
for a l l s do

for a l l z do
p r o j e c t i o n ( s , z ) = r amp f i l t e r ( p r o j e c t i o n )
}

}
for a l l u do

for a l l v do
/∗ I n t e rna l p a r a l l e l i sm ∗/

for a l l z do
V(u , v , z ) = backpro j e c t i on ( p r o j e c t i o n ( s , z ) )
}

}
}

}
wr i t e r o i (V )

Since each type of accelerator has different properties and characteristics, the level and
granularity of the parallelization applied and the partition of the problem diverge. These
strategies are presented in the following subsections.

2.2.4 Acceleration strategies

Depending on the accelerator family employed, different strategies can be tackled. In the
case of Mangoose++, which is compatible with GPGPUs and Intel Xeon Phi co-processors,
we can adopt two execution models:

1. Native mode: Only possible with the Intel Xeon Phi. It implies to transfer all the
code to the accelerator before the execution of the application and perform all the
operations inside the accelerator.
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K

RampfilterK

BackprojectionK

Device memory
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Device memory

Rampfilter

Backprojection

K

K

Device memory

Rampfilter

Backprojection

K

K

Device memory

Rampfilter

Backprojection

K

K

Device memory

Figure 2.3: Example of the flow of the program when the volume is partitioned due to
the lack of memory (left) or to divide the work between multiple devices
(right). The GPU processing kernels (K) filter and back-project each of the
projections.

2. Offloading mode: It can be used with both GPGPU and Intel Xeon Phi. This is
the classical approach normally taken with accelerators. The tasks computationally
more expensive are moved away, creating kernels, and programmed to be executed
in the accelerator. The rest of the code is executed by the host which is also in
charge of transferring the data from main memory to the accelerator memory.

In Figure 2.3 we show the execution timeline for the application in the case of the
offloading mode. The accelerator device only executes the two main phases: rampfilter
and backprojection. Between filter and backprojection kernels, no memory transfers are
needed, given that current offloading programming models support reusing previously
allocated memory on the accelerator. Therefore, the accelerator memory must hold
both the initial projections and the partial reconstructed volume that, at the end of the
computation will be sent to the host main memory. Since the input data obtained from
the CT scanner and the volume to be reconstructed can be of a bigger size than the
available memory in the device or the main memory, it is necessary to define a strategy to
execute these works. The solution provided in Mangoose++ is the division of the input
and output data in chunks of different sizes that can fit the size of the memory . The
division is done over the z dimension, obtaining complete reconstructed slices. Therefore,
the final union between the sub-volumes can be minimized to a concatenation of the
different volumes. This strategy is similar to the one proposed for Cloud environments
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dividing the volume into sub-volumes that can be processed independently. Regarding its
execution on accelerators, each sub-volume will be reconstructed sequentially to prevent
the lack of memory as shown in Figure 2.3. This strategy differs from the one used to
divide the work between multiple accelerators. As we can see in Figure 2.3, the division is
applied only to the input data. Different input data are sent to the different accelerators,
which reconstruct the same part of the volume. The join between these partial volumes is
a reduction of all of them.

Finally, there are certain points that are exclusive for the Intel Xeon Phi implementation.
The optimizations done to Intel Xeon Phi version of Mangoose++ are based in two main
concepts:

1. Internal parallelization: to exploit the full capabilities of the hardware parallelization
of main stages is required. This is done through the use of OpenMP which makes it
compatible with host code also.

2. Auto-vectorization: inside the kernel main stages, auto-vectorization is performed
over the z dimension to take advantage of the access to the data made in the internal
loop. This optimization is also done in CPU, although the possibilities of speed
up are much bigger for the Intel Xeon Phi architecture which has a better vector
processing unit (VPU).

This optimization is applied for both version of the Intel Xeon Phi code: native and
offloaded. Given that both, filter and backprojection kernels, part from a CPU-based
version, these kernels lack of algorithm-based optimizations, such FFT or hardware-based
interpolation. That causes a performance reduction, but it increases code portability
by contrast. As we show in our experimental evaluation, Intel Xeon Phi obtains similar
results compared with a GPGPU accelerator.

2.2.5 Cloud deployment and strategies

The cloud computing paradigm is based on the execution of user-developed applications in
a certain number of virtual machines, which function as a real computer. The scalability
and elasticity provided by the cloud allow to adjust the necessary resources to the size
of the problem, which in the case of Mangoose++ and other volumetric reconstruction
problems consists basically in obtaining the necessary resources bases on the volume size
[15]. The strategy is then similar to the one designed for multiple accelerators, to apply
the divide-and-conquer paradigm to the volume for getting a subset of 2D projections that
will allow to reconstruct a partial 3D volume. Each subset will be sent to a virtual machine
obtaining a number of machines inversely proportional to the slab size. We illustrate the
slab subdivision in Figure 2.4. The output volume is divided into sub-volumes given the
slab size parameter and each one is reconstructed by a different virtual machine providing
good scalability since the resources may grow with the number of sub-volumes. With this
layout it is possible to convert the sequential workflow used in the low memory GPUs in
a parallel one, as seen in Figure 2.3.
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Figure 2.4: Volumes layout. The volume is divided into smaller sub-volumes which are
assigned to different instances in the cloud.

A compute-centric problem is then converted into a data-centric one via cloudification.
The problem is no longer memory or computing bound in a single machine, as the sub-
volume size can be adapted dynamically, varying the slab, to the resources existing in
the cloud. The different types of instances that can be obtained also contribute being
possible to obtain several VM intances with several cores and big memories which can
hold also bigger slab sizes (like in Amazon EC2 xlarge instances). The criteria to make a
good slab election is very important, as shown in the following section.

3 Architecture for the execution of tasks in Apache
Spark in heterogeneous environments

3.1 Background

3.1.1 Apache Spark

Apache Spark [27] is a general purpose distributed computing framework. It is employed
in several fields although, it is mainly used in data analysis and Big Data applications.
Spark exposes a portable APIs and supports well-known languages such as Scala, Java,
Python, R, and specific libraries focused on machine learning. Spark is based on both
an extended MapReduce paradigm and a task-based execution model. This solution is
compatible with several resource managers and has connectors for different file systems
and distributed databases. One of the main differences with previous frameworks such as
Hadoop [1] is the optimization in memory management.
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The Spark’s architecture has two main actors: the driver and workers. The driver is in
charge of deploying the application and its management inside the cluster, communicating
with the chosen resource manager. Workers run inside the different nodes of the cluster
and launch the isolated containers in which tasks are executed (executors).

3.1.2 Python and PyCUDA

The selection of Python as programming language is motivated by the facts that it is
used as a prototyping language and the quantity of existing scientific modules. These
modules provide several mathematical functions, highly optimized thanks to their inner
development in the C language. However, the process described in this work could have
been done with any other compatible language as long as they have bindings for the
GPUs (either CUDA or OpenCL compatible). In Python there are many alternatives for
developing accelerators-based applications. We highlight PyCUDA [18] due to its flexible
support of NVidia GPUs and its compatibility with existing kernels.

Executor

Tas
k

Obtain input data from partition and send to GPU
Execute map function in GPU
Obtain Result from GPU and return

Execute map function in CPU

Driver
Input Data reading

Repartition or Parallelizing

Number of partitions computation

Map operation over the partitions

Sorting and reduction

Scheduler

Obtain GPU Profile
Policy selection
GPU selection

Output data saving

Tas
k Sorting and reduction

Tas
k Data saving 

Check GPU compatibility

Figure 3.1: Architecture of a GPU processing application in Apache Spark.

3.2 GPU support for heterogeneous platforms in Spark

As it can be seen in Figures 3.1 and 3.2, from the application execution point of view,
there are three main components: the driver, the executor allocated in the worker nodes,
and the proposed GPU scheduler. This architecture is tightly tied with the Apache Spark
architecture and execution model previously presented.

The driver is in charge of the execution of the main code of the application, stating the
required transformations and actions. In case of using a local file system, it will be also
responsible of reading and writing the input and output data. However, if we use HDFS
file system, each of the worker nodes will be in charge of acquiring the nearest data if it
is not already available. The driver is independent from the task execution (except when
executing in one node), which makes unnecessary the presence of installed GPUs.

In the executor, tasks are finally computed. These tasks can invoke CUDA-based kernels
through the PyCUDA interface. As stated in Figure 3.1, first we need to check out if
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Driver Program

Spark Context Cluster Manager
Worker Node

Executor Cache

Task

Scheduler

GPU 0 GPU 1 GPU n

Task Task Task

Worker Node

Executor Cache

Task

Scheduler

GPU 0 GPU 1 GPU n

Task Task Task

Figure 3.2: Spark architecture supporting multiple GPU devices.

the node counts with the required accelerators, in our case NVidia GPUs. This check
also includes the presence of the auxiliary tools for GPU programming, either CUDA or
OpenCL libraries. After that, it will request a device to the scheduler. In case of not
counting enough resources the scheduler will block the assignment process. Then the
task will proceed to the online compilation and preparation of the arguments that will
be passed to the GPU kernel. Finally, output data from the GPU will be transferred to
main memory and returned as the result of the mapping task. An example of a mapping
task is presented in Section 3.3.

The GPU scheduler consists in an independent service implemented by a Python RPC
(RPyC [2]), which is responsible of scheduling and selecting the most suitable GPUs in
which the kernels will be deployed. In this way, the corresponding tasks that are executed
in the same node obtain an available GPU. Due to its characteristic of independent service,
the scheduler is capable of scheduling the GPUs even between independent applications
that are executing inside the same node. This component has different policies that can
be applied to the scheduling decisions, depending on factors such as available resources
in the device, offered performance, number of tasks in execution, etc. There are already
three policies implemented: Round Robin, in which the GPUs are assigned following their
order in the node; Random, the GPU is chosen randomly between those available; and
Least processes, in which the GPU with less executing kernels is chosen. However, and
due to the memory limitations of these devices, if the device chosen by the policy does
not have enough memory to execute the kernel of the task, the next GPU (in order) will
be chosen. If there is no GPU with enough memory, then the scheduler will wait until
one is available. Using this mechanism we assure that all kernels from all tasks can be
executed without memory problems in the devices.
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read_projections = read_binary_image()

read_projections_sc = sc.broadcast(read_projections)

size_volume_rdd = sc.parallelize([1..1..z_size_volume])

volume_result = size_volume_rdd.mapPartitions(lambda iterator: 

backproject(iterator, read_projections_sc))

volume_iterator = volume_result.toLocalIterator()

for i in volume_iterator:

write_binary_image(i)

...

Figure 3.3: Pseudocode of the backprojection application in Spark.

3.3 Medical Image Processing Use Case

In this Section we present the medical image processing use case that will be used as
a proof of concept. Due to the increasing resolutions of the current scanning devices
and the new techniques of image analysis, the volume of the data produced by this type
of applications has been also increased notably. The majority of the algorithms have
been optimized to be adapted to accelerators such as Intel Xeon Phi or GPUs. However,
these devices do not possess the memory capacity necessary to generate images in high
resolution 3D, which can occupy more than 10 GB.

An example of this kind of problems is the simulation and reconstruction in the field of
medical imaging, which uses even more complex algorithms as the time passes to obtain a
better quality in the image and a reduction of the doses applied to the patient. They also
accept input data of higher sizes, which tests the scalability of the current approaches.
This is the case of the simulator Fux-Sim that employs several Computed Tomography
(CT) reconstruction methods and simulates several acquisition geometries.

In this work we have taken one part of the simulator (the backprojection phase) and we
have adapted it to the architecture exposed in the previous section. The backprojection
is the essential part of the reconstruction, since it is in charge of computing the values
of each of the voxels that construct the final 3D image.In our case, the reconstruction
algorithm chosen is the analytical backprojection, which is part of the FDK algorithm
[12]. Equations 3.1 and 3.2 show the mathematical implementation of the algorithm:

f(u, v, z) =
∑
θ

(Mag · [ucosθ − usinθ], vsinθ + vcosθ,Mag · z) (3.1)
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Mag =
DSO + v

DSO +DDO
(3.2)

where f(u, v, z) is the voxel value in the back-projected image at coordinates (u, v, z),
p(s, z) the projection data for angle Îÿ and position (s, z) in the detector. DSO and DDO
are the distance from the center of the FOV to the source and the detector respectively, z
is the axial coordinate, common for both detector and reconstructed volumes reference
frames, s is the radial coordinate in the detector, and u, v are the Cartesian coordinates
in the reconstructed volume.
Applying the architectures explained, we can reuse the already programmed kernels

obtaining automatic distribution over different threads, devices, and nodes thanks to
Spark and the GPU scheduler without sacrificing the acceleration provided by the GPU.
A general description of the operation of the application on Spark is given in Figure 3.3.

Listing 4: Pseudocode of non-parallelized backprojection.
V = cr ea t e r o i ( )
for a l l p r o j e c t i o n s in ang l e s do

p r o j e c t i o n = read p r o j e c t i o n ( )
for a l l u do

for a l l v do
for a l l z do
V(u , v , z ) = backpro j e c t i on ( p r o j e c t i o n ( s , z ) )

wr i t e r o i (V )

The flow of the application can be divided in the following phases:

• Read phase: the input data are read in the driver from a local file system and
broadcasted to each of the executors for their processing. This way, Spark can
divide the output data (the 3D volume), which is the most memory consuming data.

• Map phase: to convert the projections to the final volume. Each partition is in
charge of creating part of the volume which is assigned by Spark. During this phase
the GPU kernels are launched. Taking into account the general algorithm shown in
Listing 4, each of the tasks would divide the fourth loop (the z axis), the kernel
would parallelize the second and third loop, and the upper level loop, the projection
one, would be taken care inside the task on the CPU.

• Write phase: the output of each task is concatenated in the resulting RDD. This
RDD is later written either in a local file system, which implies the recollection of
the data on the driver, or in HDFS in a distributed and concurrent manner.

4 A cloudification methodology for multidimensional
analysis: implementation and application to a railway

power simulator
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4.1 Methodology Description

The MapReduce paradigm consists of two user-defined operations: map and reduce. The
former takes the input and produces a set of intermediate (key, value) pairs that will
be organized by key by the framework, so that every reducer gets a set of values that
correspond to a particular key [11].

As a data-centric paradigm, in which large amounts of information can be potentially
processed, these operations run independently and only rely upon the input data they are
fed with. Thus, several instances can run simultaneously with no further interdependence.
Moreover, data can be spread across as many nodes as needed to deal with scalability
issues.

Simulations, however, are usually resource-intensive in terms of CPU or memory usage,
so their scalability is limited to hardware restrictions, even in large clusters. Our goal
is to exploit the data-centric paradigm to achieve a virtually infinite scalability. This
would permit the execution of large numeric simulations independently of the underlying
hardware resources, with minimal effects to the original simulation code. From this
point of view, numeric simulations would become more sustainable, allowing us to spread
simulation scenarios of different sizes in a more flexible way, using heterogeneous hardware,
and taking advantage of shared inter-domain infrastructures.
To achieve this, we will take advantage of MapReduce’s lack of task interdependence

and data-centric design. This will allow to disseminate the simulation’s original input to
distribute its load among the available nodes, which will yield the scalability we aim for.
The steps involved in our proposed methodology are described in the following sections.

4.1.1 Application Analysis

Our purpose is to divide the application into smaller simulations that can run with the
same simulation kernel, but on a fragment of the full partitioned data set, so that we can
parallelise the executions and lower the hardware requirements for each.

Hence, we must analyse the original simulation domain in order to find an independent
variable –Tx in Fig. 4.1– that can act as index for the partitioned input data and the
following procedures. This independent variable would be present either in the input
data or the simulation parameters and it could represent, for example, independent
time-domain steps, spatial divisions or a range of simulation parameters.

At the moment, the analysis and selection of such variable is done by direct examination
of the original application. As this process is critical, and it is intimately related with
the application’s structure, procedures and input, it should be performed by an expert
in the simulator to be cloudified. Future work could simplify this stage by mean of
automatic analysis and variable proposal, yet an expert would still be needed to assess
the correctness of the suggestion.

4.1.2 Cloudification Process Design

Once verified that the application is suitable for the process, it can be transformed by
matching the input data and independent variables with the elements in Fig. 4.1. This
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Figure 4.1: Methodology overview.

results in the two MapReduce jobs described below:

• Adaptation stage: reads the input files in the map phase and indexes all the
necessary parameters by Tx for every execution as intermediate output. The original
data must be partitioned so that subsequent simulations can run autonomously
with all the necessary data centralized in a unique (Tx, parameters) entry.

• Simulation stage: runs the simulation kernel for each value of the independent
variable along with the necessary data that was mapped to them in the previous
stage, plus the required simulation parameters that are shared by every partition.
Since simulations might generate several output files, mappers would organize the
output by means of file identifier numbers as keys, so as reducers could be able to
gather all the output and provide final results as the original application.

4.1.3 Virtual Cluster Planning

The former stages would most likely require different amounts of CPU and memory
resources, depending on the application to be cloudified. In this section, we provide an
heuristic to detect the slaves’ instance requirements to maximise resource utilisation.
First of all, we define the concept of an entry. An entry is a piece of data processed by
the mappers on any of the methodology stages. There will be different entries for the
adaptation and simulation phases:

• For the adaptation phase, an entry is one of the registers by which the input files
are arranged according to. Mappers in adaptation phase process these registers
indexing them according the independent variable Tx.
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• For the simulation phase, an entry is one of the (Tx, parameters) pair. This is the
autonomous piece of data which is going to be simulated by the mappers of the
simulation phase.

Next, we consider the following assumptions:

• All the slaves must be equal in terms of memory and number of cores.

• The execution time required to process an entry, te ∈ R+, is known and homogeneous
for all the entries. For the adaptation phase, this is the time required to parse an
index the parameters according to the independent variable. For the simulation
phase, this is the time required to execute the simulation kernel over a single
autonomous piece of the input data.

• The amount of memory required to process an entry, me ∈ R+, is known and
homogeneous for all the entries. For the adaptation phase, this is the memory
needed to perform the grouping of input parameters according to the independent
variable. For the simulation phase, this is the memory needed to allocate and
simulate one single simulation kernel and merge the results.

• The number of entries, ne ∈ N, is known.

Of course, te and me may vary, depending on the problem domain. In that case
the expert should either estimate an accurate value, or consider inserting probabilistic
distributions in formulae. In this first approach, we assume te and me constant along all
entries, in order to simplify the heuristic. Given these parameters and assumptions, the
objective is to minimise the total execution time of the cloudified application, T ∈ R+.
The minimisation problem is defined as follows:

min
nI ,cI

T =
tene
nIcI

+ α (4.1)

Where cI ∈ N represents the number of cores per instance, nI ∈ N is the number of
instances in the targeted cluster, and α ∈ R+ is a parameter that represents the compute
overhead factor of the underlying platform (spawning the tasks, etc.), which is considered
constant.
Subject to the following constraint:

mecI + β ≤ mI (4.2)

Where mI ∈ R+ represents the amount of memory per instance and β represents the
memory overhead added by the platform on each instance. Equation 4.2 indicates that
the aggregated memory required by the entries that can be concurrently processed by
each node must not exceed the total memory of it.
Once nI , cI and mI are found, one can select the instances that have greater or equal

resources for both metrics, simultaneously.
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This minimisation problem can be modified by letting T be a fixed value, in order to find
suitable instances to meet a specific deadline. This deadline-oriented planning can be very
beneficial to minimise costs in pay-as-you-go infrastructures, as deadlines can be multiples
of the time slices covered by successive charges. For instance, Amazon charges the user
for slices of one hour (even if the user only allocates VMs for 15 minutes). Therefore, this
heuristic can be used for: a) providing a VM configuration and calculate the expected
execution time using that configuration, or b) choosing the best VM configuration in
order to meet a given deadline.

As an example of the former formulation, let E be the set of ne = 105 entries the user
wants to process, each one requiring me = 1GB of memory and te = 1s for its execution.
Assuming the user wants to process E within one hour, using instances with cI = 2 and
mI = 17GB, the execution time, T , becomes a deadline of 3600s. Let assume α = 30s and
β = 1GB. Solving the resulting equation, the number of instances necessary to process all
entries within one hour is 15.

4.2 Case Study

To illustrate how this methodology works on a real-world use case, we applied it to
transform a memory-bound railway electric power consumption simulation. We selected
this tool due several facts. First of all, it is a real tool currently used by ADIF, the
Spanish railway company, to test and verify different scenarios (e.g. developing new
routes, increasing train traffic across the tracks, or testing failure situations where services
have to be operated on degraded mode), so it portraits a general sort of engineering
simulators commonly used which would be desirable to move to the cloud. Secondly, the
tool requires a high amount of computing power, performing multiple matrix operations
for each simulated instant (and a typical train traffic scenario has to be simulated during
the whole day), so it is worthwhile improving the application scalability in order to reduce
simulation times. Thirdly, the application is memory-bound, as will be explained in
Section 4.3, so it is a perfect test case for our methodology.

4.2.1 Application Description

The aim of this simulator is, provided a number of trains circulating across the lines,
calculate if the amount of power supplied by the electrical substations is enough or
not. Starting from a description of the railway infrastructure (i.e. tracks, catenaries
deployed over the tracks, electric substations placed along the tracks, as well as additional
elements like feeders and switches, the simulator reads the position of the trains and its
instantaneous power demand. Then, the electric circuit formed by the trains and the
infrastructure is composed and solved using modified nodal analysis (MNA). Useful mean
voltages, voltage drops, and temperatures of the wires are examples of results provided
by the tool. The structure of the selected application is shown in Fig. 4.2. It consists of
a preparation phase in which all the required input data is read and fragmented to be
executed in a predefined number of threads. Two classes of input files are handled:

• A common infrastructure specification file containing the initial and final time of
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the simulation, besides a wide range of domain-specific simulation parameters such
as station and railway specifications and power supply definition.

• A set of train movement parameters files, structured in a time-based manner, in
which each line contains the calculation of speed and distance profiles for a particular
train at a specific instant regarding the infrastructure constraints, with a one second
interval.

Each of the resulting threads then performs the actual simulation by means of an
electric iterative algorithm, storing in shared memory the results that will be merged
in the main thread to constitute the final output files. Simulator internals consist on
composing the electric circuit on each instant, and solving that circuit using modified
nodal analysis performing the following steps:

1. Given infrastructure data, and train positions at current instant, the matrices
representing the electric circuit are composed following the MNA technique.

2. The main matrix is inverted using LU decomposition.

3. Given train consumption at present instant, the aim is to obtain the corresponding
values of current and voltage (both unknown). An iterative process is conducted,
performing the following substeps:

a) A value for train voltage is proposed (e.g. 3000 V).

b) The circuit is solved using that proposed value. The current is obtained.

c) The new consumption is calculated as the product of proposed voltage and
current obtained. This new value is compared against the original one provided
as input data.

d) If the error is less than certain percentage (e.g. 0.5 %), current and voltage
values for each train have been found, so the algorithm ends. If not, another
iteration is conducted, proposing a different voltage.

4. Finally, results are written to the disk.

The application is multi-threaded, so simulation workload is split among the available
cores in the computer. Each thread simulates a different subset of the total simulated
time (see Fig. 4.2). This split is performed as follows: let tini and tfin the initial and
final simulated times defined in the input files, and let th0, th1, ...thn−1 the n threads of
the application, the thread thj simulates all ti ∈ [tinij , tendj) following the equations:

tinij = (j · (tend− tini)/n) + tini

tfinj = ((j + 1) · (tend− tini)/n) + tini
(4.3)
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Figure 4.2: Case study original simulation structure.

4.3 Resource Analysis

As we said before, the application is compute and memory-bound, because its memory
usage pattern leads to a lack of scalability if we want to simulate bigger and bigger
problems. There are two independent factors that have influence on application memory
usage, and should be analyzed independently:

• Problem size. The number of simulated elements on the same instant (e.g. trains,
tracks, catenaries, etc.) is proportional to the size of the circuit to be calculated
(problem size). Actually, for each new element, a minimum of two nodes and one
branch are added to the circuit (the twice as much for certain elements such as
trains). Following the MNA technique, this means two more rows and one more
column in the problem matrix.

• Number of simulated instants. The circuit must be solved for each instant of the
simulation. As said before, a typical train traffic scenario has to be simulated during
the whole day, leading to 86400 instants with the duration of one second. While we
can split this workload across the node cores using threads, for each thread solving
an instant the matrices must be allocated in memory. This increases the memory
usage linearly to the number of threads. There is a trade-off between execution
time and memory usage. The more threads we add to shorten the simulation time,
the more memory we consume.

The application is also very demanding in terms of processing power, since it deals
with several matrix operations per simulated instant: LU decomposition, inversion,
multiplication, etc. which traditionally require a great amount of floating point operations.
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Table 4.1: Test cases definition

Experiment Avg elements Simulated Input

per instant time (hours) size (MB)

I 77 1 1.7

II 179 33 170

III 525 177 1228.8

IV 755 224 5324.8

But unlike the memory, this limitation can be addressed either by adding more cores to a
compute node, or extending the execution time of the simulation.
In order to illustrate this analysis, we conducted a study of the application memory

consumption given different problem and simulation sizes. Four test cases were considered
with variations on the circuit size, simulation’s initial and final time and, consequently,
input data volume, execution time, and memory consumption. A description of these
simulations is provided in Tab. 4.1. Cases I and II should not yield any significant load, yet
simulation III is expected to reflect the system’s behaviour under average problems. The
biggest experiment, case IV, should reveal the platforms’ actual limitations as simulations
become larger, if any. These tests are meant to indicate the performance of the cloudified
adaptation versus the original application under an increasing amount of input data and
simulation time. All test cases are based on the same real case, a particular railway line
at Madrid surroundings, with increasingly levels of detail and simulation periods. This
line has been used before in other works [9] because it is a good example in size and
complexity of a real railway project.

Fig. 4.3 displays the memory consumption of the application as we increase the number
of concurrent threads. Measurements have been taken by means of the Linux proc. OS
policies about memory pages assignment introduce a slight randomness, so we have
repeated each measurement 10 times. As we can see in the figure, this application does
not scale well for large test cases in terms of memory usage in a standalone environment
(memory tests were conducted on a single node with 48 cores and 110 GB of RAM).The
most determining factor is the number of simultaneous threads, which increases the
memory consumption linearly. As we said before, each thread operates a different matrix
which can reach a size of thousands of elements. On the other hand, using more threads
is the best option to shorten the simulation time. We believe we can achieve greater
scalability by cloudifying the application, since we can distribute the simulation load
across several nodes. It would also disperse memory usage so that we could always add
a new node in case we need to tackle a larger case. To show its feasibility, next we will
apply the method described in Section 4.1.
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Figure 4.3: Original simulation kernel memory consumption.

4.4 Cloudification

The key to adapt such algorithm to a cloud environment resides its input files, for they
hold an indexed structure that stores in each line an (instant, parameters) pair. As we
said before, each simulated instant (ti in Fig. 4.2) is independent from the others, because
for each instant the circuit has to be composed, solved, and the results obtained, so we
can divide the whole simulation period (e.g. from 06:00:00 to 22:00:00) in multiple smaller
simulations, each one of length 1 second. Therefore, we can consider the temporal key as
the independent variable required for the theoretical model. But in order to do that, first
we have to adapt the input data, rearranging that data from the initial set to multiple
smaller subsets, each one containing those information necessary to simulate one single
instant. Following the cloudification schema, the application was transformed into two
independent MapReduce jobs executed sequentially.
In the first job, which matches the first MapReduce in Fig. 4.1, the movement input

files, Ik, are divided into input splits by the framework according to its configuration.
Each split is then assigned to a mapper, which reads each line and emits (key, value)
pairs where the key is the instant, ti, and the value is the corresponding set of parameters
for such instant. The intention behind this is to provide reducers with a list of movement
parameters per instant In, . . . , Im –each element representing the movement of one of the
trains involved in the overall system for a particular ti– to concatenate and write to the
output files, so that the simulation kernel can be executed once per instant with all the
required data.
As described in Fig. 4.1, the output of the previous job is used as input to the

mapper tasks by parsing each line. Then, the resulting data –which corresponds to the
instant being processed– is passed to the electric algorithm itself along with the scenario
information obtained from the infrastructure file that is also read by the mapper. The
mappers’ output is compound by an output file identifier Fj as key and the actual content
as value.

Reducers simply act as mergers gathering and concatenating mappers’ output organized
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by file identifier and instant as a secondary key injected in the value content. This
arranges the algorithm’s output so that the full simulation results are shown as in the
original application, in which each output file contains the results for the whole temporal
interval of the simulation.

4.5 Implementation and Platform Configuration

The previous design could be implemented in any of the available MapReduce frameworks.
Among them, we selected Apache Hadoop platform [25] given its popularity and community
support. Its distributed file system is a great addition to the framework, since it allows
automatic load balance. Moreover, it includes a distributed cache that supports auxiliary
read-only file storage for tasks among all nodes, which suits neatly the shared infrastructure
parameter file’s needs.
Besides the former technical features, Hadoop has been adopted into many Cloud

environments, along with other MapReduce frameworks, resulting in reduced costs given
its parallelism exploitation capabilities [17].

We implemented this design via Hadoop Pipes API, since the original code was written
in C++ and we wanted to maximize code re-use. Despite Pipes does not allow to take
full advantage of Hadoop’s potential given its limited functionality, it provided all the
necessary tools to execute our framework, including map and reduce interfaces, basic data
type support, and Distributed Cache access on job submission.

As a constantly changing technology, Hadoop evolved fast into more sophisticated and
flexible versions. We started our implementation and tests with the stable version 1.1.2
and moved to Hadoop 2.2.0 in order to evaluate the effect of next generation MapReduce
over YARN (MRv2) in terms of resource management and overall performance. The
following paragraphs give an overview of both platforms configuration settings.
Hadoop 1.1.2 (MRV1) MapReduce’s architecture is based on a fixed number of slots

that can be assigned to mappers and reducers. These are fully managed across the
nodes by a unique JobTracker, which also assigns TaskTrackers, coordinates mappers and
reducers and provides progress information to the client. This constitutes a single-point
of failure and may become a bottleneck in very large clusters [26].
Hadoop’s Distributed File System (HDFS) replication was disabled in order to make

HDFS interactions less time-consuming. The parameters shown in Tab. 4.2 permitted to
achieve a significant balance between memory consumption –especially in the second job–
and the required time to finish the job in the worst case tested. Besides the former, we
forced reducers to wait for at least the 85% of the mappers to finish before start processing
their output. This was considered to minimize the shuffle overload and maximize the
available resources at the map phase, which is especially relevant in the second job.
Hadoop 2.2.0 (MRv2 on YARN), Next Generation MapReduce, encapsulates cluster

resource management capabilities into YARN (Yet Another Resource Negotiator), leaving
MapReduce-specific functionalities and configuration in an independent module. This
avoids some scalability issues originated in the JobTracker by dividing its functionality
and providing a general-purpose platform for other paradigms [13]. The MapReduce func-
tionalities handled by the previous JobTracker were moved to the new ApplicationMaster.
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Table 4.2: Job-specific configurations on MRv1

Job 1 Job 2

Maximum no. of map slots (GB) 16 6

Number of reducers 2 4

JVM memory (GB) 4 8

A ResourceManager is in charge of the cluster’s resource management and a HistoryServer
provides clients with information on completed jobs. TaskTrackers were replaced with
NodeManagers that are responsible for the resources and container management on each
node. Each container can hold a map or reduce task and can be configured regarding the
available computational power, memory and input/ouput capabilities of the node, which
yields an increased flexibility.

Given the eager algorithm in terms of memory we are working with, our container
configuration, shown in Tab. 4.4, aimed to provide enough memory for the second job in
the worst case tested. With similar purposes, we implemented the configuration for node
resource dedication that can be seen in Tab. 4.3. We did also maintain the slow-start
configuration in both phases and the HDFS parameters mentioned previously.

Table 4.3: Platform configuration parameters for MRv2

Single-node cluster Virtual cluster on EC2

Node memory (GB) 92 16

Virtual cores 16 4

Minimum allocation (GB) 1 0.5

Virtual memory ratio 4 8

Table 4.4: Job-specific configurations on MRv2

Single-node cluster Virtual cluster on EC2

Job 1 Job 2 Job 1 Job 2

Container memory (GB) 1.5 7 1 6

Number of reducers 2 13 5 10
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Figure 4.4: Methodology enhancement including many-task deployment and optimum
search for multidimensional analysis.

4.6 Empowering the Methodology: Multidimensional Analysis

Most simulators rely on several parameters to configure a specific experiment. For
instance, the railway simulator presented in Sec. 4.2 requires an infrastructure definition
to determine the number and position of power stations, the association between trains
and tracks, the catenary sections and the number of trains in operation, among others.
All of these variables can be changed independently, yielding an exponential number of
possible experiments. This complexity is further problematic if one decides to combine
more than one variable at a time in a multidimensional experiment analysis. Therefore,
it is meaningful to consider multidimensional analysis within our methodology, thus
providing a mechanism to execute concurrently a large number of simulations in the same
infrastructure.
Since the methodology we described in Sec. 4.1 aims to provide task independence

between concurrent simulation partitions, we can perform a multidimensional analysis by
spawning several simulations in a many-task manner.

Many-task computing (MTC) is a new computing paradigm that mixes high throughput
computing (HTC) and high performance computing (HPC). Its main goal is to make an
efficient use of a large number of computing resources over short periods of time to execute
many computational tasks [20]. The main difference with HTC is that the throughput is
measured as tasks over very short periods of time –such as FLOPS, tasks/s, etc.– instead
of jobs per month, for instance.

The kinds of applications that benefit the most of this paradigm are the ones with many
loosely coupled tasks, including heterogeneous tasks with some interdependences. Most of
these applications are focused on big data analysis on clusters, grids and supercomputers.
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For instance, scientific simulations such as DNA database analysis, data processing in the
Large Hadron Collider (LHC) and climate modelling constitute examples of applications
that make use of many-tasks to analyse their huge amount of data. These applications
rely on large quantities of data, therefore data locality seems critical for large scale MTC.
In fact, [20] states that data-aware scheduling minimises data movement across nodes and
benefits performance. Given this context, it seems natural to enhance out data-centric
methodology with a many-task deployment to support multidimensional analysis, while
enforcing efficient resource utilisation and balance.
Finally, in previous works [14], the authors expose the advantages of developing

simulators with an increased set of capabilities: not only simulating and testing scenarios
provided by the user, but also generating a new set of scenarios by its own, thus exploring
the solution search space. A simulator should also implement the evaluation function
necessary to score the simulated scenario, off-loading this task from the user. Combining
these two properties, a third one arises, since with a little additional development the
simulator should be capable of conducting a guided search for optimal solutions across
the problem’s domain space.
Given this context, it seems natural to enhance out data-centric methodology with

a many-task deployment to support multidimensional analysis, while enforcing efficient
resource utilisation and balance. The following sections describe, implement and evaluate
a multidimensional analysis tool, implemented as a many-task deployment based on our
cloudification methodology.

4.6.1 Description

In order to enhance our methodology implementing the many-task programming paradigm,
we added some elements to the methodology structure proposed in Fig. 4.1. This
enhancement is represented in Fig. 4.4. The idea behind the figure is to wrap the
adaptation and simulation phases described in Sec. 4.1 with an scenario generator, an
evaluator and a search engine that performs an iterative loop. In [14], a general structure
which includes all these components is introduced, as well as a proposal to translate this
structure into a cloud-based architecture. Therefore we use this architecture as a starting
point for implementing our many-task enhancement.
There are two major goals to be accomplished. The first is to increase the number

of scenarios simulated concurrently to support multidimensional analysis, instead of
simulating just one case like in the aforementioned evaluation. By dispatching several
concurrent simulations we follow a many-task paradigm and take further advantage of
the Hadoop cluster resources. The second goal is to provide further functionality for the
end user by permitting the exploration of the solution space generated by introducing
variations of the initial scenario, and simulating each of them. Through the proposed
approach we can iteratively evolve the initial scenario in order to find better solutions
according to an user-defined evaluation function and a search engine.
The elements included in the deployment’s architecture are the following:

Adaptation and simulation stages These phases correspond to the ones belonging to
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the methodology described in Sec. 4.1, with a few considerations.

First, we could make use of different adaptation procedures, each tailored for a
subset of the generated experiments datasets. However, the simulation kernel would
remain the same for every experiment, allowing to execute the same simulator while
varying several parameters at the same time.

Second, we remark every task is independent between experiments. This means we
can execute the adaptation stage of one experiment at the same time we run the
simulation stage of a different one. Therefore, we can interleave many heterogeneous
tasks as in MTC paradigms.

This approach allows us to perform a better usage of the cluster resources, since
a double-grained workload is distributed across the nodes. First, we run multiple
simulation kernels (maps) which correspond to the same simulation scenario (i.e.
the same map-reduce task). Second, we run multiple map-reduce jobs, since we are
simulating several scenarios concurrently. Note that, since multiple map-reduce jobs
can be on execution at the same time, the Hadoop task scheduler has a potential
impact on performance across the global workload.

Scenario generator and evaluator We propose that an efficient simulator should evaluate
and simulate a set of solutions with a minimal user involvement. New generation
simulators should be capable of proposing and evaluating new designs based on
a range of possible parameters. Besides, generating new scenarios to be tested
allows us to deploy the many-task paradigm in an easy way, with minimal user
involvement. The proposed methodology aims these objectives through introducing
two new components: a scenario generator and an evaluator. We define scenarios as
independent simulations, each one of them with a different input data set (though
parts, or even almost of the data can be similar), that have to be evaluated separately.
Varying the input data leads to a different scenario (e.g. a different infrastructure
to be tested, or different environmental conditions the current infrastructure have
to be checked with).

The scenario generator and the evaluator wrap the simulation model (i.e. the
adaptation and simulation phases) generating different solutions to be evaluated.
The scenario generator creates new scenarios through variations in the input data,
thus allowing experimentation with different simulation parameters, components or
domain restrictions. Those scenarios are provided to the map-reduce cluster, which
performs the simulation as described in the Section 4.1. The evaluator analyses the
output from that simulations and scores the generated solutions, stating whether
they are acceptable or providing a measure of their quality.

Generating and evaluating multiple scenarios automatically allows a simulator
to test different solutions, thus providing a faster way of exploring the solution
space. Rather than obtaining a single solution, this method obtains a set of feasible
solutions from which the user can select the best one. Moreover, advanced search
algorithms may be implemented. For instance, the generator and the evaluator could
implement a guided search using heuristics in order to find an optimal solution.
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4.6.2 Case Study

The cloudified application selected to perform the multidimensional analysis was the
railway electric power consumption simulator presented in Section 4.2. The implementation
proceeded as follows: starting from an initial test case, the scenario generator introduced
variations in some key parameters of the railway infrastructure simulation. Specifically,
the position of the power supply stations that feed the railway infrastructure was modified,
thus generating a series of child test cases to be scored by the evaluator. Hence, the
simulation dimensions are time, number of power stations and their position.

The simulation result which we aimed to optimize was the mean useful voltage, described
in European normative UNE-EN-50388 [3]. This measure is defined as the mean of all
voltages at the pantograph of each train in the geographic zone, at each simulation time
step. Let t = {t1, t2, ..., tp} be the simulation steps, and let ni = {ni1, ti2, ..., tiq} be the
number of trains in the scenario operating at step ti. Thus, the mean useful voltage Umu
is calculated following the Equation 4.4, where Uij is the voltage at pantograph calculated
at step ti for train tij . This measure indicates the quality of the power supply. The
lower the mean useful voltage is, the less energy is transferred from the supply stations
to the trains, on average. The many-task workload consisted of finding a solution which
maximizes this value.

Umu =

‖t‖∑
i=1

(∑‖ni‖
j=1 Uij

‖ni‖

)
· 1

‖t‖
(4.4)

In order to find that solution, we conducted a breath-first search. Starting from the an
initial test case, the position of the first electrical substation is modified by displacing its
position 1 km., then 2 km, etc. Once all possible positions of this first electrical substation
have been tested, we start to modify the position of the second electrical substation
as well. We established a maximum number of generated scenarios, in order to reduce
the solution search space. Improved search algorithms may be implemented in order to
reach an optimum more efficiently. In this case, implementing an easy algorithm is more
appropriate since now we are evaluating the scalability and performance of the solution.
The initial test case from which we modify the power stations position is none of the

described in Tab. 4.1. Instead, we use a standard railway scenario described in the
proposed draft of the European normative UNE-EN-50641 1. This proposal of normative
establishes the requirements for the validation of simulation tools used for the design of
traction power supply systems. Therefore, it is meaningful to apply such normative to
our cloudified railway simulator. Composing elements of this case are described in Tab.
4.5, and an schema describing the railway elements of the test case is shown in Fig. 4.5.
Notice that not all the branches of the electric circuit are shown in this schema. The
arrows in the diagram indicate the displacement direction of the electrical substations as
more cases are generated and evaluated.

1This normative is still a proposal under vote by the CENELEC committee until 30th of January, 2015,
when it will be finally either approved or discarded.
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Table 4.5: CENELEC test case definition
Trains Tracks Electrical Circuit Simulated Input

substations branches (mean) time size (MB)
6 2 3 150 1 h 20 min. 4.2

Track	1

Track 2

Electrical	
Substation	1

Electrical	
Substation	2

Electrical	
Substation	3

Train	1 Train	2 Train	3 Train	4

Train 5 Train 6

Figure 4.5: Schema of the main railway elements in the CENELEC test case. Parallel
connections between catenaries or tracks are not shown

5 Efficient design assessment in the railway electric
infrastructure domain using cloud computing

The Cloud Computing paradigm brings us several features that can be useful in the
context of a simulation framework that tackles such a large amount of experiments:

• Virtual unlimited scalability. Execution is not tied to the local infrastructure, and
more computing power may be allocated on-demand.

• Flexibility in the available computing resources. We can allocate more or less
computing power depending on the size of the simulation, the deadline for obtaining
the results, and the available budget to conduct the experimentation.

Nevertheless, in order to take advantage of the Cloud Computing paradigm, it is
essential to propose an efficient way to distribute the workload among multiple nodes.
Otherwise, as the simulation problem increases in size, we would not be able to scale up
the infrastructure by adding more nodes. Therefore, the problem has been decomposed
at two levels of abstraction to overcome this issue:

• Simulation concurrency. The way some search problems are performed yields an
implicit opportunity for parallelization, provided that some of the simulations can
be conducted independently, with no dependencies between them.

• Domain decomposition. RPCS target simulations consist of a period of simulated
time. Within this period, each instant must be represented as an electric circuit to
be solved. Because the train positions and their consumption are known all along
the simulated time, there is no dependency between one instant and the following,
so multiple instants can be solved in parallel.
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In our approach, both levels of concurrency are exploited to maximize scalability, per-
formance and efficiency. The simulation domain -i.e. the simulated timeâĂŞ is distributed
between the Cloud nodes. This distribution is conducted by dividing the simulated period
in a number of independent instants, simulating each instant autonomously through the
simulation kernel, and finally merging the results. Furthermore, multiple simulations are
conducted in parallel. All concurrent simulations are distributed in the same way, thus
in the virtual cluster instants from different simulations are scheduled together, leading
to an efficient resource usage. From this perspective, we can consider that the whole
simulation set -which we will refer to as experiment pool in the next paragraphsâĂŞ can
be partitioned into smaller subsets (experiment partitions) that can be distributed in the
infrastructure. Regarding the domain decomposition, each experiment is composed of
a series of independent jobs, which are composed of tasks that handle specific simula-
tion instants. The methodology used to perform this transformation, as well as all the
evaluation performed in order to assure scalability when dealing with a large number of
experiments, are described by Caino-Lores et al. in [7].

5.1 Architecture definition

The high-level design of the architecture to adapt the model to the cloud environment is
shown in Figure 5.1. There are two main master-worker schemes within this architecture:
one in charge of interacting with the search engine and managing the experiment pool
resulting from the generation process; and another that is responsible for the execution
of the tasks associated with each experiment. The former, which we will refer to as the
experiment orchestration subsystem, is composed of the following elements:

• The coordinator is an entity that distributes the experiment pool generated by the
experiment generator of the search engine. This large set is divided into smaller
subsets, resulting in several experiment partitions that will be delegated to other
nodes. Besides experiment distribution, the coordinator receives the results of every
experiment, so it is able to execute the evaluation and search stages of the search
engine.

• There are one or more client nodes, each of them being assigned with one or more
experiment partitions, so that they can concurrently request the execution of every
element in this subset simultaneously.

Once the experiment pool is properly distributed, each client requests the execution
of its experiments to the execution infrastructure, which is constituted by the following
entities:

• A master node entitled to the orchestration of the set of simulated instants that
compound the execution of a distributed experiment.

• One or more slaves that run the simulations assigned by the master, reporting to it
both their progress and the resulting data.
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Figure 5.1: Cloud deployment architecture for the RPCS model.

Figure 5.2 shows the hierarchy of the former entities and their relation to the experiments
within the RPCS model. The experiment generator holds the ontology instantiations
needed to generate the experiment pool, which is partitioned and distributed by the
coordinator according to its knowledge of the underlying infrastructure. Afterwards,
each client manages its experiment subset by requesting it to be run in the execution
infrastructure. Therefore, the management infrastructure acts as a link between the
search engine and the execution infrastructure, in which the clients link the scheduled
experiments to the nodes that perform the executions.

5.2 Cloud infrastructure dimensioning model

Once we have clearly described the cloud-based RPCS architecture design, we need to
consider the amount of resources that are necessary to accomplish a successful execution.
Having an accurate estimation of the kind and number of nodes that we need to meet
a deadline, or to minimize the total execution time, is very interesting to estimate the
amount of resources and their cost. We provide guidelines that could help to dimension
the size of the infrastructure -i.e. the number and type of cloud instances- that is required
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Figure 5.2: Summary of infrastructure entities and their assigned role.

for a particular use case, starting from a profile of a sample experiment. This model
permits the optimization of the performance, the operational cost of the whole process,
or a trade-off between them. This estimation is performed for the two sub-infrastructures
described in the previous section: coordinator-clients and master-slaves.

5.2.1 Definitions and assumptions

First, we define the concept of a task. A task is a single instant of simulated time belonging
to one of the experiments in the experiment pool. The input data associated to a task is
the smallest autonomous piece of data, which can be processed by an execution of the
simulation kernel. Next, we consider the following assumptions:

1. For the sake of simplicity, all the execution nodes shall be equal in terms of memory
and number of cores. The same occurs with the clients. Management of virtual
machines is easy if they are copies of a predefined instance of the cloud provider.
This way we can choose a model of instance that fits well the problem in each case,
so that memory and number of cores can be optimized.

2. The sets of instance types for the slaves, I, and the clients, C, are finite, and may
overlap. These constitute subsets of the instances offered by the CSP.

3. The execution time required to process a task, te ∈ R+, is known and homogeneous
for all the tasks. This is the time required to execute the simulation kernel for a
single instant of an experiment. It is assumed constant for simplicity.

4. The amount of memory required to process a task, me ∈ R+, is known and
homogeneous for all the tasks. This is the memory needed to allocate and simulate
a single simulation kernel and merge the results. Homogeneity is assumed.
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5. The amount of memory required to submit and manage the jobs of an experiment,
ms ∈ R+, is known and homogeneous. This value is a platform-dependent overhead,
thus similar for all experiments.

6. The total number of experiments (i.e. submissions), ns ∈ N, is known. This number
is derived from the experiment generation rules, which define how many experiments
are going to be simulated.

7. The number of tasks that need to be executed per submission, n(e, s) ∈ N, is known
and homogeneous for every experiment. This is the number of time steps within a
single experiment.

Regarding the instance types, both sets are defined by the CSP. An instance in the set
of slave types, I, is defined by its price per unit of time, pI , its amount of memory, mI ,
and its number of cores, cI . An instance in the set of client types, C, is also defined by
its price, pC , and its amount of memory, mC .

5.2.2 Balancing the infrastructure

The first consideration that must be reflected in the model is the need for balance among
the different elements of the architecture. We first need to define a series of key concepts:

1. Let Ne ∈ N be the number of schedulable tasks within the whole cluster. This is the
number of tasks we can concurrently execute in an infrastructure. A formalization
of the concept is introduced in Eq. 5.1, where ni ∈ N is the number of slaves in the
targeted cluster.

Ne = nimin

{⌊
ΣiδimI

me

⌋
,ΣiδicI

}
(5.1)

Additionally, in Eq. 5.2 we introduce an auxiliary variable, δi ∈ {0, 1}, which
indicates whether the instance type i ∈ I is selected or not. Since we are considering
that all the slaves belong to the same instance type, we force δi to be one only once
by introducing the restriction in Eq. 5.2.

Σiδi = 1 (5.2)

2. Let Ns ∈ N be the number of schedulable submitters within the whole cluster,
this is, the amount of experiments we can spawn among all the client machines
simultaneously. Eq. 5.3 represents this idea, in which nc ∈ N is the number of
clients in the management infrastructure.

Ns = nc

⌊
ΣjγjmC

ms

⌋
(5.3)
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Here we also need an auxiliary variable, γj ∈ {0, 1}, to control the selection of each
client type j ∈ C. Eq. 5.4 also restricts gammaj to select only one instance type.

Σjγj = 1 (5.4)

3. Let ne ∈ N be the total number of tasks to be executed for the whole experiment
set, which is computed as follows:

ne = ne,sns (5.5)

Notice that ne ≥ Ne and ns ≥ Ns, hence Ne might not equal ne,sNs. In particular, we
can derive three different cases according to the relation between Ne and Ns:

1. If Ne > ne,sNs, we are in a situation in which we can execute more tasks than the
ones we are able to submit, hence the execution infrastructure is underutilized and
we are incurring in unnecessary costs for the slaves.

2. If Ne = ne,sNs, the resources of the selected clients and slaves instances match
perfectly the amount of submittable and executable tasks, leading to an optimal
infrastructure in terms of balance.

3. If Ne < ne,sNs, the clients are in the position of submitting too many tasks to the
execution infrastructure because we can schedule too many experiments at once. In
this circumstance, the execution infrastructure becomes overloaded, while we have
too many resources in the management infrastructure.

As we have seen, the optimal balance between both infrastructures is attained when we
can schedule as many tasks as we can submit. Despite this situation is not easy to reach,
it is highly desirable to waste as little resources as possible in one of the subsystems.
Therefore, we need to balance the resources of both subsystems. This leads to the
constraint represented in Eq. 5.6, which states that we shall minimize the difference
between the available execution slots and the schedulable tasks. In Eq. 5.6, N̂e is the
number of tasks that we can execute taking into consideration the resource limitation in
the submitter side.

N̂e = min{Ne, ne,s, Ns} (5.6)

Analogously, we can define Eq. 5.7, which computes N̂s, the actual number of submitters
we can schedule considering the resources in the execution infrastructure.

N̂s =

⌈
N̂e

ne,s

⌉
(5.7)
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5.2.3 Balancing the infrastructure

One of the primary objectives of dimensioning the infrastructure is to select the proper
resources to reduce the execution time. In order to understand the aspects that affect
performance in this architecture we need to consider the platform overhead. Let α, β inR+

be two parameters that represent the compute overhead factor of the underlying platform
for spawning processes, assigning resources and other managerial tasks, for the slaves and
clients, respectively. Both parameters are considered constant, but could be refined to
reflect platform-specific features. Given the former, we can define the total execution time
of an experiment set running on the cloud architecture as indicated by Eq. 5.8. Naturally,
the execution time is desired to be as low as possible.

min
N̂eN̂s

T =
ne

N̂e

(te + α) +
ns

N̂s

β (5.8)

This minimization problem could be modified by letting T be a fixed value, in order to
find suitable instances to meet a specific deadline. This deadline-oriented planning can be
very beneficial to minimize costs in pay-as-you-go infrastructures. Therefore, this heuristic
can be used to (a) provide a VM configuration and calculate the expected execution time
using that configuration, or (b) select the best VM configuration in order to meet a given
deadline.

5.2.4 Minimizing the operational costs

In order to provide a way to control economical costs and to keep an execution on
budget, we include an additional objective in the cluster planning: monetary costs must
be minimized. Assuming the prices for the slave and client instances types are known
-pI , pC ∈ R+, respectively-, we can compute the final cost of an execution as shown in
Eq. 5.9, where u ∈ R+ constitutes the time unit in which the provider charges for the
resources.

min
ni,nc,δi,γj

C =

⌈
T

u

⌉
(niΣiδipI + ncΣjγjpC) (5.9)

6 Enhancing EpiGraph’s performance

This section describes the parallel implementation of EpiGraph, including different
optimization techniques applied for exploiting locality, improving communications and
load balancing, and reducing the execution time by an efficient process placement.

6.1 Data partitioning

We implemented EpiGraph as a parallel application based on the Single Program Multiple
Data (SPMD) paradigm. Communication and synchronization operations are carried
out using MPI, which enables an efficient execution both on shared memory, as well
as on distributed memory architectures. SPMD-based applications require a workload
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Figure 6.1: Example of data partitioning strategy in EpiGraph for Madrid, Barcelona,
and Valencia.

partitioning strategy to distribute the data that will be used by the processes that execute
in parallel. In our case, this data is of the order of millions of individuals and interactions.

The social graph of each urban region in the simulation is stored internally as a sparse
matrix called interconnection matrix. To make better use of the memory, data structures
are distributed among processes rather than replicated on each of them. We use the
one-dimensional data decomposition strategy with block partitioning to assign different
subsets of the data structures to the processes. The social graph is partitioned by dividing
the population in equal-size blocks which are assigned to the subset of processes involved
in the simulation of a specific urban region. Other data structures such as individuals’
status—health status, age, or race—are partitioned using the same methodology. As
a result, each process is only responsible for performing the simulation for the local
individuals assigned to it.
Figure 6.1 illustrates an example of data partitioning that EpiGraph performs for a

simulation of three urban regions: Madrid, Barcelona, and Valencia. Each of the urban
regions is simulated by a different subset of processes: 8 processes for Madrid, 4 processes
for Barcelona, and 2 processes for Valencia. Note that the interconnection matrices are
sparse structures. ComputeSpread analyzes the contacts of infected individuals, which
are stored as consecutive entries in the sparse matrix. An individual will more probably
infect another individual of the same group, which is stored in a close memory location.
This fact allows us to exploit data locality by using a block partition of the graph and
assigning consecutive blocks of the sparse matrix to the same process.
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Algorithm 1 Spatial transmission algorithm.
Require: (regions, social, status, distance, parameters) where regions are the urban regions

considered in the simulation, social is the set of graphs describing the social network of each
urban region; status contains characteristics and health status of each individual for each
urban region; distance stores the distance for every pair of urban regions; and parameters
are parameters of the epidemic model for each individual)

Ensure: (status) where status is the updated status of individuals.
1: for timestep = 1→ simulation_time do
2: for all region n ∈ regions do
3: for all individual l ∈ socialn do
4: UpdateStatus(l, statusn(l), parameters(l))
5: if statusn(l) is infectious then
6: ComputeSpread(l, socialn, statusn, parameters(l))
7: end if
8: end for
9: Interventions(statusn)

10: for all region m ∈ urban_regions, (m 6= n) do
11: Transportation(socialm, socialn, distancem,n)
12: end for
13: end for
14: end for

6.2 Communications

EpiGraph distinguishes between the propagation within each urban region and among
different regions. ComputeSpread and Transportation in Figure 1 are the functions
responsible for implementing these behaviors. If during the execution of ComputeSpread
a local individual is infected by another one belonging to the same process, his state is
locally updated. However, if this individual is not local it is necessary to communicate
his new state to the remote process responsible for it. We will call these intra-region
communications because they are performed within a region that is distributed. Intra-
region communications are designed to overlap in time to minimize the communication
overhead. Each process uses MPI point-to-point operations (MPI_Send and MPI_Recv) to
communicate those newly infected individuals who are local to each remote process within
the same urban region. In addition, the Interventions function (Figure 1) performs
a collective MPI operation (MPI_Allgather) to collect statistics about the number of
infected individuals in each urban region. These statistics are used to adopt intervention
policies at region-level.
Inter-region communications are performed via the Transportation function to prop-

agate the infection between individuals belonging to different regions. Each process
from an urban region communicates with every remote region according to the flow of
individuals which move between them. We use MPI point-to-point operations to transfer
these individuals between processes.

EpiGraph is a communication-intensive application in which most of the execution time
is spent in performing intra- and inter-region communications. As a result, our focus is
on optimizing the communication between processes to reduce its overhead. All processes
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Figure 6.2: Two-level schema of MPI communicators.

executing an MPI application are by default grouped into the global communicator
MPI_COMM_WORLD. A collective operation that uses this global communicator—such as
those performed by the Interventions function—blocks until all processes complete. To
reduce the communication overhead of collective operations and improve the performance
of the simulations we use a communicator model based on a two-level schema: on the
first level we have the default communicator—called global communicator, and on the
second level we have ad-hoc communicators—called local communicators—that work at
the granularity of each urban region.
The global communicator is used for communication operations between all of the

running processes in behalf of the transportation model. Each process is identified by
the communicator by a global_rank. Intra-region communications involve both point-to-
point messages to transmit new infections and collective operations to gather the number
of infected individuals. We introduce ad-hoc local communicators (MPI_COMM_[REGION])
to enable the decoupled execution between those subsets of processes that are associated
with each urban region. Figure 6.2 shows the two-level schema for a sample scenario
consisting of the urban regions of Madrid, Barcelona, and Valencia. Once the algorithm
has divided urban regions into groups of processes, the local communicators group to-
gether the subsets of processes involved in the computation of each specific urban region.
Processes are identified in the MPI_COMM_[REGION] communicator by a local_rank. This
approach allows each region-specific subset of processes to perform the local collective op-
erations independently of each other, improving the performance of intra-region collective
operations and reducing the synchronization overhead.

6.3 Load balancing and process mapping

The goal of the mapping task is to balance the workload of the application between the
MPI processes. We consider computing platforms consisting of nn compute nodes, each
one with nc cores. We consider each of the cores as independent processing elements (PE)
with the same performance. We balance the workload both at the internal level of each
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Figure 6.3: Simulation results: (a) infection spread for 92 regions when the disseminations
starts in Malaga; (b) normalized values of infected individuals, FLOP, and
number of communications for Barcelona.

urban region (intra-region level), as well as at the top level of the simulation (inter-region
level).
To balance the workload at intra-region level we take into account the workload

of each region and the available computing power of the platform. We calculate the
relative computing power (in FLOPS) of the PEs and the load (in FLOP ) associated
to each region. The relative computing power of the PEs is evaluated by running an
offline microbenchmark. The load associated with each city is estimated using PAPI
performance counters and taking into account the population size and the number of
contacts within each region. Using these values, we assign a given number of FLOP to
each PE. As a result, large regions are divided over several processes while small regions
can be fully executed by a single process.

At the inter-region level we balance the computation by mapping the processes involved
in the execution to the available PEs. Due to the irregular characteristics of EpiGraph,
finding an efficient mapping for a multicore cluster is not trivial. The key factor for
propagating the infection beyond city boundaries is the transportation model. In this
example the cities with higher mobility in the number of individuals have bigger chances
of being infected. This probability is higher for cities located at less than 120Km from
infected cities (short-distance transport) or large populated areas (long-distance transport).
Figure 6.3(a) shows the number of infected individuals for a selection of four processes
related to the regions of Malaga, Barcelona, Seville, and Gijon for a simulation of 92
regions when the dissemination starts in Malaga. Barcelona runs on 8 processes but we
are only showing one which is a fraction of the whole populated area. We observe that
Barcelona is infected 10 weeks after the beginning of the simulation. Shortly after the
infection starts in Seville. In contrast Gijon, a small area located in the north, starts the
infection 17 weeks later.
Figure 6.3(b) shows the normalized computational load (in FLOP) and the number
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Algorithm 2 Load-aware process mapping algorithm.
Require: (np, nn, nc, adja) where np is the number of processes, nn and nc the number of nodes

and cores of the platform, and adja the weighted adjacency matrix.
Ensure: (map) is the core and core mapping assigned to each process.
1: for process p = 1, np do
2: for node n = 1, nn do
3: {procs} = take_processes(PE{n,∗},map)
4: Loadn = take_load(adja, {procs}, p)
5: end for
6: nmin = take_minimum_load(Load1:nn

)
7: for core c = 1, nc do
8: {procs} = take_processes(PE{nmin,c},map)
9: Loadc = take_load(adja, {procs}, p)
10: end for
11: cmin = take_minimum_load(Load1:nc

)
12: map(p) = {nmin, cmin}
13: end for

of communications of the process that runs the simulation for Barcelona. We can see
that there is a direct correlation between the number of infected individuals and both
the computation intensity (defined as number of FLOP per iteration) and the number
of communications. Given that the distribution of infected individuals is different for
each city both in terms of number of infections and temporal distribution of the infection
spread, we conclude that EpiGraph’s computational load is also different for each process
both in computation intensity and temporal distribution.

The mapping algorithm presented in this paper follows some guiding principles such as
assigning processes that do not exhibit high computational load at the same time (like
Malaga and Gijon) to the same processor while avoiding resource-competing processes
(like Barcelona and Seville). This strategy prevents access conflicts to shared resources
(e.g. shared cache levels, memory channels, and I/O buses) that occur for processes that
have high loads at the same time.
The basic idea of the mapping algorithm is to construct a weighted adjacency matrix

adja for all the processes. For a given pair of processes i and j, adja(i, j) contains the
combined number of FLOP for the iterations when their loads are simultaneously greater
than a given threshold. We call this interval of iterations the overlap between processes i
and j. In the previous example Malaga’s process does not overlap in time with Gijon’s,
and the associated entry in adja is therefore zero. On the other hand, the computational
load of Barcelona and Seville overlaps during 5 weeks, which means that the value stored
in adja is the sum of the load in FLOP of the two cities during this interval. adja allows
us to identify which processes do not overlap during the program execution, and therefore
can be potentially executed on the same compute node without competing for resources.
In addition, this matrix also quantifies the amount of combined load, which is proportional
to the aggregated computation intensity of both processes during the overlap.

Figure 2 shows the load-aware process mapping algorithm. It receives the total number
of processes, the number of processing elements (nodes and cores), and the weighted
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adjacency matrix. It returns map, a structure which specifies the PE assigned to each
process p. We identify each PE as PE{n,c}, where c is the core belonging to the compute
node n. In the first step of the algorithm the overlap of each process with all the processes
assigned to each compute node is computed. In line (L3), function take_processes
obtains the list of processes that are already mapped to n node. The function receives as
an argument the list of cores associated to the node and the mapping of the previously
assigned processes. Function take_load (L4) subsequently computes the accumulated
load for the overlap between the process p and all the processes running on node n
using the adjacency matrix. In line L6 the algorithm selects the node with minimum
accumulated load.

The second step is to find the core which is best suited to host the considered process.
Lines L7-L11 of the algorithm repeat the same procedure considering individually each
core of the node already selected nmin. Using the adjacency matrix we analyze the load
during the overlap between the process p and the processes assigned to each core (line
L8). Then, in line L11 we select the core with the smallest overlap in load. Finally, the
algorithm updates map with the new mapping. The next section presents a detailed
evaluation of the performance improvement achieved with this technique.

7 Conclusions

This technical report presents novel I/O approaches for leading with data-intensive I/O-
bounded applications. Through the application of methodologies and techniques inherited
from the popular Big Data paradigm, the applications presented in the Technical Report
E5.1 can improve their performance.
The two main approaches followed are cloudification and application of Big Data

tools and paradigms. On the one hand, through the cloudification and deployment of
data-intensive solutions over cloud platforms, the user can flexibly adapt the expected
performance of the application to the available budget. The deployment in cloud platforms
have specific challenges that have been covered through this report.

On the other hand, we have studied the application of MapReduce and Spark paradigms
in data-intensive applications. As in the cloudification approach, these techniques arise
new challenges. This technical report covers these new challenges and how to cope with
them.
In conclusion, this report covers how running data-intensive applications over HEC

systems can be benefited by existing approaches (cloud and Big Data) and how to deal
with the challenges arisen from the application of these approaches. In the technical
Report E5.3 can be found performance evaluations of the approaches, methodologies, and
techniques presented in this report.
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