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1 Introduction

High-End Computing Systems (HECS) at extreme scale will be available in the near
future in the form of large-scale complex systems comprising both parallel and distributed
components. There will also be an additional complexity at the micro level in the form of
heterogeneous (GPU-enhanced) processors. These systems will provide a huge amount of
potential computing power, which has to be made accessible to the applications. However,
due to the complexity of such HECS, their usage is not as straightforward as for HPC
systems available now. Consequently, adequate and timely software support for I/O is
needed to make HECS possible and to make the hardware performance of these systems
available at the application level.
This report investigates HECS I/O requirements from the application programmer’s

point of view. The goal is to identify the requirements that need to be fulfilled in order
to make HECS possible for real-world applications areas. This report is split into seven
sections. Section 1 contains a short introduction. Section 2 discusses specific requirements
and their significance for HECS. Sections 3, 5, and 4 present specific applications and
focusing on their specific I/O requirements with respect to HECS. Section 6 discusses
common application I/O requirements targeting them as challenges for future I/O solutions
for HECS. Finally, Section 7 shows major conclusions from the report, and things to be
done.

2 Cross-cutting requirements

Besides the functional correctness, applications always have other non-functional re-
quirements to be fulfilled by the software and hardware system they are running on.
Examples are time constraints for the parallel runtime or storage size to be provided.
In the case of future extreme scale computing, such requirements are expected to be
more dominant. An example is the energy consumption. In addition, new features may
be necessary, e.g., productivity concerning the application development time of human
resources. Other aspects might become more important, such as resilience or the impact
of the interconnection network because of the size of the system. In this section, we
reflect on a collection of such requirements with respect to extreme scale computing. This
collection can also be seen as a collection of challenges to be solved for extreme scale
computing.

Data storage and data management

All applications have data that must be stored and managed, but the requirements for
infrastructure and services have a wide variability. However, scientific applications can
be divided into computationally-intensive and data-intensive. For the latter, application
performance is dominated by the performance of data access operations. Traditionally,
high performance computing applications have been computationally-intensive, but data-
intensive applications have become essential in fields such as genomics, astronomy, and
high-energy physics.
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High performance computing systems typically use a centralized network-attached high
capacity storage system. Applications therefore transfer data from the storage system
to the compute nodes, run the computation, and write the results back to the storage
system (this may be transparent to the applications). This works well for computationally-
intensive applications. But for data-intensive applications there is a need for a higher I/O
bandwidth. This can be achieved by distributing the storage on the compute nodes. The
Hadoop Distributed File System (an implementation of the Google File System design)
provides such a storage system.
Additional systems are built on a distributed file system. These provide services

required by different applications such as fault-tolerance, random data access patterns,
low-latency operations, iterative computations, incremental computations, transaction
support, secure data storage, and so on. In addition there are many frameworks that makes
developing applications for a particular domain easier, including high-level languages,
declarative queries, and interactive data analysis frameworks. Some applications will
be both computationally-intensive and data-intensive. A possible example from the
life sciences domain are machine learning techniques that take, among other inputs,
high-resolution images as input. Further information can be found in [7, 22].

Continuous and data stream execution

Performing operations on continuous or streaming data sets on ultrascale platforms poses
additional challenges. The usual setting is that a set of tasks is performed periodically
on large and continuously changing data sets. Examples of such changing data set are
social media data, communication networks logs, and financial modelling. The goal
for the execution time of the set of tasks is to be smaller than the execution period.
We can have hard or soft deadlines. With hard deadlines results are only valid if they
are obtained before the next execution period. With soft deadlines results may still be
valid even after the next execution period, depending on the chosen soft constraints.
If this happens persistently the application lag can become unbounded. The second
part of this requirement is the data stream processing of the changing data set. Data
stream processing means that the processing of each data set is not independent of the
previous data set and online learning from the data is possible. One implication for HECS
computing from the first part is on scheduling and resource allocation to make sure the
hard or soft deadlines are met; one implication from the second part is that temporary
data structures must be maintained between executions.

Scalability

Scalability is an important requirement to ensure that adding more resources to a system
results in solving a given problem in the limits of potential achievable speedup, in allowing
to increase the problem size in terms of increased output under increased load, and in
maintaining system properties when the system size increases. A scalable system should
allow to upscale from few variable smaller data sets on current parallel systems to many
variable large data sets on future high-end computing systems maintaining the efficiency.
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One may distinguish two principal types of scalability : scale-out, where more nodes
are added to a system; and scale-up, where more resources are added to a node (where
previously mentioned heterogeneity at micro-level can play a role). Scale-out often means
adding CPUs to a node which offers opportunities for virtualization. Scalability raises
difficult challenges as well in the case of substantial increase of the size of databases where
strong consistency might be needed to be replaced by the weaker eventual consistency.
Another aspect is software scalability, capturing the behavior of an application on a
hardware system with a larger number of resources [1]. On a larger hardware system, the
application should exhibit satisfactory efficiency. For HPC systems, software scalability
is typically related to the execution time and the resulting speedup when running the
application. It is often distinguished between strong scaling, capturing the scaling
behavior on a larger system for the same input size, and weak scaling where the input
size is increased corresponding to the number of resources used for the execution. Weak
scaling is much more relevant for HECS execution. Many applications mentioned later in
this document would struggle to achieve very good strong scaling beyond hundreds of
processors, but with a suitable load per processor may weakly scale way beyond that.

For ultrascale systems, software scalability is especially important, since the resources
of the ultrascale systems should be used efficiently without a significant re-writing of the
application code when using a different hardware system. Because different heterogeneous
architectures can be expected, for HECS systems software adaptivity also plays an
important role here. Ideally the application software should be able to automatically
adapt to a new execution situation on a new architecture. Scalability for HECS systems
requires new approaches such as task-based approaches as they are discussed in the next
subsections.

Productivity

Productivity refers to the efficiency of implementing applications on specific architectures.
The resulting application should be functional and reasonably efficient. Productivity
is especially important for HECS and also includes the effort that must be invested to
extend existing (parallel) applications to the new HECS such that the available resources
of the systems are sufficiently well exploited. It is clear that a complete re-implementation
of the application with a new programming model should be avoided in most situations.
However, it would be unreasonable to expect that no change in the software is required
in order to use it efficiently on an ultrascale system. A preferred scenario would be if the
application can be adapted with minor changes to the new platforms. Another aspect
of productivity is the extensibility of the application code to include new features and
functionalities without negative effect on its scalability and efficiency.
The re-implementation effort needs to be sustainable in the sense of making an appli-

cation reasonably efficient on different HECS architectures. The use of new task-based
runtime systems which decouple the concerns of the computation specification and its
mapping to computational resources can be an important step towards an increase in
software development productivity for HECS. In this context, an interaction with runtimes
systems techniques would be useful. Productivity is inherently intertwined with other
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requirements discussed in other subsections. In particular, a good portability as well as a
good scalability of an application I/O leads to a higher productivity.

Programmability

Programmability of large scale computing systems is a major concern for potential
applications. It expresses the ability to implement an application in such a way that
HECS can be exploited and the application’s execution leads to high performance. The
term programmability includes the requirement portability, since parts of or the entire
application have to be ported to newer and larger hardware platforms and well-established
programming models, such as MPI or OpenMP, as well as portable libraries or simulation
tools. However, porting is usually not enough to achieve high performance and a redesign
or sometimes even a re-implementation of an application might be required. The complex
task of redesigning an application has to be supported by a programming environment and
a concise programming model for HECS applications. Such a programming model should
provide an abstract view of the coarse (top-down) structure of an application. The specific
way to support programmability is still to be investigated and proposed solutions may be
application-specific. The implementations based on the abstract view may include many
well-known subsolutions and the inclusion of standards, such as MPI, seems reasonable
[19]. The requirement for the support of programmability will be investigated for specific
applications in Sections 3, 5, 4. Also, programmability is strongly related to productivity
in code design for HECS.
Task-based programming approaches in combination with suitable runtime systems

can support the software adaptivity of applications, since the task-based approach allows
a hardware independent formulation of the application and the mapping of tasks to
hardware resources can be performed by the runtime system such that the resources are
efficiently used. This decouples the specification of the application’s computations from
the actual mapping to the computing resources. The runtime system can dynamically
map tasks that are ready for execution to the computing resources, thus providing a
dynamic load balancing that can adapt to the current execution situation of the hardware
platform. This enables an efficient use of the computing resources and a good overall
scalability of the application, provided that enough tasks are available for execution at
each point in time during the execution of the application. Task-based approaches can be
used with single-processor tasks [13], where each task is executed by a single execution
unit, or multiprocessor tasks, where each task can be executed by multiple execution
units in parallel [23]. In the latter case, the actual number of execution units can be
adapted to the execution situation at the time of task execution. Task-based approaches
can also be used for balancing load between CPU and GPU by providing tasks in different
versions for different platforms such as CPU or GPU and assign the right version to
the platforms with free resources [14]. The task-based programming paradigm is also a
promising approach in order to develop scalable solvers for ultra-scale computers. But
here we should take into account that most real world large applications are dealing with
parallel algorithms for PDE based models. Parallelization of such algorithms is based on
another paradigm (data parallel algorithms).
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Resilience

Efficient utilization of HECS architectures in scientific computing is restricted by possible
availability deficiencies or by data errors. To handle hardware failures, the software needs
some special features such as checkpointing and rollback facilities. In particular, the
possibility of availability deficiencies requires that an application has frequent checkpoints
for synchronization and correctness verification. Runtime system configuration changes
caused by failing processing and storage elements are usually difficult to handle by the
applications and require a complete restart of the application (this can be alleviated to
some extent by checkpointing). Efficient mapping of numerical algorithms to high-end
architectures should allow for robust execution in the presence of hardware failures, either
by the ability to take preemptive actions before a failure affects a running application,
or, by creating a (hardware/software) fault-tolerant version of the algorithm, capable of
recovering the solution within a timescale that is much shorter than that of re-running
the entire application. In addition, the computational error introduced by this process
should be mathematically bounded (easy to measure and control).
Storage system reliability has been provided in HECS by using sophisticated storage

systems as Storage Area networks including RAID disks. This is a typical hardware
approach that has been complemented in the last years with software paradigms, like
Triple Modular Redundancy (TMR), that are now usual in high-performance file systems
as HDFS.

Self-configurability

Today’s computer systems performance is steadily improving, based on two major ar-
chitecture approaches: multicore and multiprocessor architecture, and heterogeneous
architecture with the use of hardware acceleration. The last approach is often based on
the application of FPGA-based hardware accelerators, also called reconfigurable, and
is characterized by a better performance / power consumption ratio and lower cost as
compared to general-purpose computers of equivalent performance. The combination of a
general-purpose processor and application-specific processors synthesized in reconfigurable
logic, the structure of which considers executed algorithms features, allows to increase its
overall performance by orders of magnitude.
However, FPGA-based accelerators and reconfigurable computer systems (that use

FPGAs as a processing unit) have typical problems: 1) the process of writing applications
requires a special program to perform computing tasks balancing between the general-
purpose computer and the FPGAs; 2) require designing the application-specific processor
soft-cores; and 3) are effective for certain classes of problems only, for which application-
specific processor soft-cores were originally developed. The problems related to designing
the heterogeneous computer systems with the use of the hardware accelerators, primarily
the reconfigurable ones, are considered together with a solution of the mentioned problems
for reconfigurable computer systems as proposed in [18], using the concept of the self-
configurable FPGA-based computer systems design, the method of information processing
in them, and their structure.
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A self-configurable computer system is a computer system with reconfigurable logic,
where a program compilation includes automatically performed actions to create the
particular configuration and which acquires that configuration automatically during
the program loading for execution. In a self-configurable computer system, 1) the
execution of the computational load balancing between the general-purpose computer
and the reconfigurable logic and 2) the creation of the ASP’s programming model are
automated, and loading the configuration files obtained after the logical synthesis into
reconfigurable logic is carried out not by the user but by the operating system in parallel
with loading the computer subprogram executable file into its main memory after the
program initialization. This ensures an effective use of the reconfigurable logic to perform
arbitrary tasks, shortens information processing time, and reduces information processing
complexity, since requirements to the user experience are simply reduced to knowing the
high level programming language.

Security, integrity and privacy of data

The security, integrity and privacy of data is of paramount importance in the development
of the state-of-the-art HECS computing systems, in particular if these are cloud-based.
The intrinsic heterogeneity of such systems induces flexible and ever-changing structure,
in the sense of the geographical and logical distribution of the hardware resources, thus
allowing scalability of the system to a very large size. Unfortunately, this architectural
concept requires numerous remote data transfers. This problem is aggravated when
we take into account that nodes distributed on different geographical points, could be
instructed to execute a parallel code on a given data set simultaneously.
The transfer and storage of data poses security threats, which could be perceived as

risks involved in the transfer itself and security risks connected with the enormous scaling
of the system. Each time a new node is connected to the system it could increase the
security risks, as the new node could be infected by ill-intended code or it could be a
Trojan node. Moreover, the frequent data transfer could be intercepted and the data
could be stolen and used for unwanted purposes. The security of the data, especially in
today’s “Big Data” world, still remains an unsolved problem.
On the other hand, it is also important to address the integrity of the data and to

new ways to provide high data redundancy with a minimal number of involved hardware
resources. The HADOOP framework addresses this problem, but it is unknown if it could
be scaled up to a HECS size. Furthermore, HADOOP lacks some security protocols and
it requires a huge amount of hardware resources.

Quality of Service (QoS)

.
So far, the main focus of data-analytics frameworks, such as MapReduce, has been the

high-throughput, batch-job execution without consideration of QoS aspects. Typically,
both data analysis and data processing have been carried out in a batch fashion. Thus, the
different computing iterations were applied over a set of stored data, but without having
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concurrent and independent workloads running on the same infrastructure. In recent
years, domains that need a set of constantly refreshed information have gained greater
importance: scientific computing research [21], environmental research by means of sensor
networks [15], social network analytics [12], and many others. In addition, scaling data
access and processing over shared resources makes it necessary to minimize the interference
across system layers and tasks, which has a detrimental effect on user-perceived QoS [20].
Finally, the infrastructure should encompass different generations of technologies, such
as different types of processors, storage devices, and network components, because the
required scale cannot be achieved and maintained using a single generation of all system
components. Nowadays there is a lack of solutions that adequately support heterogeneous
infrastructures for data storage in the commercial or scientific worlds.

3 Iterative Simulation Framework

The Medical Imaging field, and more concretely the field of image reconstruction in
Computed Tomography (CT), is a multidisciplinary topic that draws on knowledge
from medicine, physics, and computer science. From the construction of the scanner to
the creation and optimization of reconstruction algorithms, the completion of an study
involves all types of specialists.

The purpose of a CT scanner is the generation of the images of the interior of a body
after the application of X-Ray radiation over the patient. These rays are sent out from
different angles to create the scanner images. The repeated application of the X-Ray
radiation can be harmful to the patients and it may have secondary effects and ulterior
consequences, as X-Rays are considered harmful and carcinogenic in high and repeated
doses [8].
These scanner images, also called radiographies or, most commonly projections, once

taken are stored for their posterior post-processing. Once images are processed, a final
3D image of the interior of the patient is produced and to the correspondent doctor for
the diagnosis of the patient. This process is called “reconstruction” and it consists on the
application of a reconstruction algorithm to the initial images. The algorithm selected
depends on the scanner, the geometry of the radiographies, and the processing time
imposed. Almost, every reconstruction method includes that is called “backprojection
algorithm”, which is in charge of relating the data from the radiographies to each part
of the 3D image. One of the most popular reconstruction approaches is the Filtered
Backprojection (FBP) method, more specifically using the Feldkamp, Davis and Kress
(FDK) algorithm. Nowadays, this method has evolved into the “iterative Reconstruction
methods”, which makes the usage of these basic algorithms in an iterative way to refine
the final result.

To test the reconstruction algorithms, it is necessary to count with input images (from
a scanner) from different position, with different sizes, obtained for different energy levels,
etc. Although this is a task that can be done with current machines, to test the precision
of new geometries, simulators have been developed to obtain artificial projections that
can be used for reconstruction.
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3.1 Kernel modules

Our frameworks consists of several modules which allows a fast construction of new
reconstruction and simulation methods based on them. At the kernel module level we
have the two main operators: backprojection (inside the reconstruction module) and
projection. The filter module (that can also be included inside the reconstruction module)
and the platform management module represent the operations that permit the user the
customization of the functionalities although most of them will still be based on the core
operators.

3.1.1 Reconstruction

The reconstruction module includes the Backprojection and the Filter modules, making
possible to implement a Filtered Backprojection reconstruction method. The backprojec-
tion module is based on the FDK algorithm for cone-beam geometry in flat panel detectors
[6]. The source and the detector are aligned with the center of the volume. From each cell
of the detector a projection line to the source can be drawn. Correlating the coordinates
of the detector with the values in the projections used as input, the initial contribution to
the projection line can be computed. For a faster computation and, although it implies a
relaxation of the model, the object is divided in voxels (3 dimensional units of volume)
which are the ones that will be quantified.

Therefore, for each line the voxel passes, the contribution of the detector to this voxel
must be computed. Depending on the parameters passed this basic situation can be
changed: the source can be not aligned with the volume, the detector can be moved also,
the source can rotate without displacement... infinite possibilities that can be implemented
using the same module. The basic configuration of a standard reconstruction is shown in
Figure 3.1. Some of the parameters that are included in the figure are: so (distance from
source to object), ddo(distance from detector to the center of the object), dimy or dimz
(dimensions of the object in each of the axis) or dimproyz (dimension of the detector in
the z axis). Another important parameter is α which is the rotation angle of the source
and detector with respect to the static object. Other parameters that are not shown in
the figure are the voxel and pixel size, offsets for each of the axis for moving the detector
or the source...etc. Most of these arguments are stated by the user at the beginning of the
execution and some others are computed inside the user modules. To obtain the whole set
of projections necessary for a standard study of the patient, the source (black triangle)
and the detector (white rectangle) must rotate at the same time making a whole circle
as shown in Figure 3.2. The degrees in which each projection is taken depends on the
number of projections determined by the user.
Also, this basic scenario implies an innocent assumption, that both pixels (of the

detector) and voxels (of the volume) can be reduced to points in space and that a
simple linear interpolation can weight the contribution of each pixel to each voxel. This
assumption is made by the voxel driven algorithm, which creates a line that passes
through the center of each voxel (a point in the space) and executes a 2D interpolation
in the coordinates of the crossed projection. The other algorithm offered is the distance
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Figure 3.1: Basic schema of a backprojection/projection operator.

Figure 3.2: Rotation schema of a classical reconstruction.
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driven algorithm [5] which, considers the boundaries in a plane of the correspondent voxel,
obtaining at the end four crossings in the detector that clarifies the area of impact. This
gives the result a more realistic approach considering the two dimensions of the detector
and projections. Both algorithms can then be used for the user available modules making
it possible to compare and simulate through the different methods and geometries. The
mathematical formulation of the basic backprojection kernel will then be:

f(u, v, z) =
1

2

2π∫
θ=0

W2(v)

 ∞∫
w=−∞

 ∞∫
s=−∞

[pθ(s, z) ·W1(z, u)] · e−j2πswds

 · |w| · ej2πws · dw
·dθ

(3.1)

W1 =
DSO√

DSO2 + z2 + u2
(3.2)

W2 =
DSO

(DSO − v)2
(3.3)

In Equation 3.1, f(u, v, z) is the pixel value in the reconstructed image at coordinates,
(u, v, z), pθ(s, z) the projection data for angle θ and position (s, z) in the detector, and W1

and W2 are the weighting factors introduced to compensate for the different ray lengths.
SO is the distance from the source to the detector, z is the axial coordinate, common for
both detector and reconstructed volume reference frames,s is the radial coordinate in the
detector, and u, v are the Cartesian coordinates in the reconstructed volume.
The other part included in the Reconstruction is the filter module. The filter module

implements a weighted rampfilter that can be applied to the initial projections. This
rampfilter is optional in the standard reconstruction method and it is not used inside the
iterative reconstruction method. This filter is implemented through a discrete Fourier
transform. Due to the performance requirements the optimization of this part has also
been taken into account and native libraries for each programming model have been
included.

3.1.2 Projection

The projection module contains the opposite operation to the backprojection explained in
the previous section. The projection operator is the basic module that allows to simulate
the behavior of an X-Ray scanner. In this module the initial data is the reconstruction of
an object, thus is, a 3D volume that will act as the patient or object to be scanned. As a
result, we will obtain the projection or radiographies of that object.

For simulating different geometries and modes several parameters can be personalized.
Some of them are the position of the source, the object, offsets, sizes and distances. The
basic geometry is the same one presented in Figure 3.1. The only change is from where
we are trying to obtain the data. This time we are obtaining the data of the detector
instead of the data of the studied object. The projection lines go from the source to the
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Table 3.1: Description of the studies employed in the execution mode evaluation.

Study name Projection size Reconstruction/Backprojection size Memory requirements (GB) Original data
Scapula 512x512 512x512x512 0.8515625 Figure 3.3

Twisted Mouse 520x568 520x520x568 0.968265533 Figure 3.5
Digital Mouse 380x208 380x208x992 0.389809227 Figure 3.4

Stair 4320x3556 300x300x3700 1.64111495 Figure 3.6
Processed 2004x1968 2004x2004x2004 30.08433867 Figure 3.7

center of each detector cell, and, as done with the backprojector module, contribution
values from each voxel crossed by the line are computed. These contribution values
are calculated using also different interpolation modes analogous to the ones already
explained. The distance driven interpolation mode, considers the cells as a 2D entity
creating four projection lines for each of the borders and, therefore areas are computed
for each of the planes in which the volume can be divided (XZ planes in the figure). Due
to the significant amount of computation that this requires some simplifications can be
applied to this approach and consider the detector as a set of points. Instead of having to
compute the are of impact in each plane of the volume, now it is only necessary to apply
a linear interpolation to the object, an operation that, in GPGPUs for example is highly
optimizable.
The operator is created from the formal interpretation of the Radon transform as

described in [2] and exposed in Equations 3.4 and 3.5.

p(s, z, θ) =

∞∫
v=−∞

f (s · cosθ − v · sinθ, s · sinθ + v · cosθ,W · z) dv (3.4)

W =
DSO − v

DSO +DDO
(3.5)

f(u, v, z) represents the volume acting as input data in the projector operator. p(s, zθ)
represents the point of the projection in coordinates s, z and in angle θ. DSO as explained
in previous sections, is the distance between the source and the object and DDO being
the distance between the object and the detector.

3.2 Theoretical I/O Application Requirements

One of the requirements of the algorithm implies that the input data necessary for the
reconstruction or the simulation and the output data, to be present on main memory of
the computing device (being CPU node or GPU device). In Table 3.1 we have several
examples of studies that have been reconstructed or simulated using the framework. Due
to the flexibility of the tool there are infinite configurations that go from the small studies
that do not require more that 1 GB to big studies which require more than 20 GB.

This variety leads to different problems related to the I/O and memory managements.
The limitations of current GPUs in terms of device memory make impossible to complete
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Figure 3.3: Original scapula acquisition.

Figure 3.4: Digital Mouse original volume.

Figure 3.5: Twisted mouse study. Original projections.

Figure 3.6: Stair study, original volume.

Figure 3.7: Stair study, processed volume.
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Table 3.2: I/O times using a hard disk for each of the studies for the two main types of
algorithms: reconstruction and simulation.

Reconstruction times (s) Simulation(projection or tomo)
times (s)

Study Name Read Kernel Write Read Kernel Write
Scapula 0.473 12.7 0.27 0.81 2.283 0.626
Twisted Mouse 0.85 14.473 0.373 1.426 4.266 0.72
Digital Mouse 0.486 7.066 0.193 0.906 0.73 0.633
Stair 0.266 0.61 5.03 30.783 2.856 6.546
Processed 0.863 16.86 415.723 1,838.123 104.336 2.123

Table 3.3: I/O times using a SSD for for the biggest study for the two main types of
algorithms: reconstruction and simulation.

Reconstruction times (s) Simulation(projection or tomo)
times (s)

Study Name Read Kernel Write Read Kernel Write
Processed 0,623 16,786 209,893 1138,59 104,113 1,163

the reconstruction or simulation in one execution. The application then, divides the
problem into chunks which implies several constant I/O operations (partial readings from
input and partial writes of the output) as well as several memory transfers between main
memory and device memory.

3.2.1 Problem description

Taking into account the studies presented before, a characterization of the application in
terms of I/O time was done. This can be seen in Table 3.2. We can see that, in the case
of small studies the I/O does not take that much time. However, when it is necessary to
divide the volume (either for input or output), the I/O time becomes the main bottleneck
in terms of time. The results were taken using a hard-drive as unit of persistence with a
desktop Intel Core i5 for execution. The I/O is nowadays not parallelized and the writing
and reading patterns are not straightforward.

Changing the hardware for obtaining a better result is not a solution. In Table 3.3 we
show the results for the same algorithms on the processed study (the biggest one) using a
SSD as unit of persistence. It is true that the time is reduced (reading time is 1.6 times
faster and writing time is 1.98 times faster), however the percentage of time spent in I/O
with respect to computation time is still significant.

In the case of the reading of a big volume, for example, instead of being read directly
using big chunks, the images are read by lines which impacts severely on performance.
The pattern is conceived for the effective reading of partial volumes saving memory space
in case of low resolution simulations. Regarding the writing pattern, there are two main
issues identified: the chunk writing which makes us obtain a lower I/O bandwidth; and
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Figure 3.8: Workflow of the IST when executing an iterative reconstruction. Left: basic
algorithm. Right: advanced algorithm

the writing order. Due to the requirements of the applications, the volume that persist in
disk must be written in the z opposite order from the one maintained in memory.

3.2.2 Iterative algorithms requirements

The iterative reconstruction module has as main objective the reconstruction of volumes
with higher quality than normal reconstruction methods. This user module is composed
by several kernel modules and, in fact, several types of iterative reconstructions are being
constructed. The common kernels to all the iterative reconstruction methods are the
backprojection and projection kernel modules. The basic iterative algorithm consists on
the continuous backprojection and projection of the data comparing it to a model or
the original input of the application. This way, the error of the backprojection method
decreases in each iteration. This backprojected volume is combined with the former one
to get the entry volume for the new iteration. If the error is lower than a threshold the
algorithm stops.

In Figure 3.8 we show the two main iterative algorithms already implemented with the
simulation tool.

The first one, on the left is a basic iterative algorithm consisting on the comparison of
the projected result with the initial projections. From this difference a new volume can be
generated and applied to the previous one, constantly refining the data. Nonetheless, this
method is naive and does not take into account the errors in the consecutive projections
and backprojections.
The second one, displayed on the right of the figure includes a more sophisticated
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method. In this case, the difference between original and created projections is not
computed directly but with the use of a linear system. The complexity of this method
comes from the resolution of the system which, taking into account the size of the data,
can be high and therefore imply a lot of computing operations. For the resolution of this
system, a Krylov solver module will be added in the framework, which will add more
possibilities for the general simulation capabilities of the framework.

The inclusion of this type of module increases the I/O requirements of our application.
The progressive increase in quality and reffination of the image implies the maintaining in
memory of a higher number of data structures. These data structures, because of its size
will have to be swapped to persistent storage and recovered for computation increasing the
I/O time. Another point to be taken into account when talking about iterative algorithms
is the need of checkpointing. Not in all cases, but sometimes, it will be necessary to store
partial results of the algorithm for fault tolerance and supervision of the working of the
algorithm.

4 Railway Power Consumption Simulator

In collaboration with 1ADIF, the Spanish railway company, the Computer Architecture
Group at University Carlos III of Madrid developed during the last years a railway electric
power consumption simulator (RPCS) with the aim of testing and verifying different
scenarios: developing new routes, increasing train traffic across the tracks, or testing
failure situations where services have to be operated on degraded mode.
The initial specification and requirements of the simulator specified that the software

should be used on desktop PCs and laptops (for usability and productivity reasons).
Therefore, a shared-memory simulator based on threads was developed. Nevertheless,
the potential of the tool goes beyond simulating those cases that can be allocated on a
laptop, being capable of simulating larger and larger cases, provided there are sufficient
computing resources available. Hence, the tool is suitable to be used as a case study
due to several facts, being especially interesting the to migrate the simulator to parallel
infrastructures such as clusters or clouds.
First of all, the tool requires a high amount of computing power, performing multiple

matrix operations for each simulated instant (and a typical train traffic scenario has to
be simulated during the whole day), so it represents a typical application which should
be executed in high-end computing systems. Secondly, the application performs I/O
in parallel, and the amount of data transferred is directly correlated to the simulation
and problem sizes, so it is a perfect test case for exploring data management techniques
on different platforms and infrastructures. Thirdly, it is a real tool currently used by
ADIF, the Spanish railway company, to test and verify different scenarios, so it portraits
a general sort of engineering simulators commonly used in real world problems.

1http://www.adif.es
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4.1 Application Description

The aim of this simulator is, provided a number of trains circulating across the lines,
to calculate if the amount of power supplied by the electrical substations is enough or
not. Starting from a description of the railway infrastructure (i.e. tracks, catenaries
deployed over the tracks, electric substations placed along the tracks, as well as additional
elements like feeders and switches), the simulator reads the position of the trains and
their instantaneous power demand. Then, the electric circuit formed by the trains and
the infrastructure is composed and solved using modified nodal analysis (MNA). The
MNA general formulation is:[

A1Y1A
T
1 A2

M2A
T
2 N2

]
·
[
un

ir2

]
=

[
−As · is
ws2

]
(4.1)

In this problem, branches are considered resistors, and there are only independent
voltage sources, so the previous equation can be simplified as:[

G B
C 0

]
·
[
un

ir

]
=

[
i
e

]
(4.2)

where G, B, and C are matrices of known values obtained from the circuit elements
(connection, conductances, etc.), un and ir are the unknown voltages and and currents,
and finally i and e contain the sum of the currents through the passive elements, and the
values of the independent voltage sources respectively. More details about MNA can be
found on [10].
Useful mean voltages, voltage drops, and temperatures of the wires are examples of

results provided by the tool. The structure of the selected application has a preparation
phase in which all the required input data is read. Once all data has been read, the
simulator executes the simulation kernel for each instant to be simulated. This simulator
kernel translates the infrastructure and train positions on the current instant into an
electric circuit, and solves that circuit using an iterative algorithm (see Section 4.2).
Electric results are calculated by the kernel on every instant. Input data can be fragmented
to be executed in a predefined number of parallel partitions, each one simulating different
sub-intervals of the total simulated period, and finally merging the results to constitute
the final output files.
The simulator outputs electric data indicative of the state of the circuit, and all its

components. This includes voltages and currents in all trains, voltages and currents in the
converter-rectifier groups, and currents in all branches. Additional data is post-processed
calculating useful mean voltages on trains and zones of the circuit.
With all these data, several conclusions can be drawn from the simulation:

• If the power supplied to the trains is enough of not. Particularly:

– If the power stations are powerful enough.

– If the power stations are placed properly along the tracks.

– If the train traffic is excessive, given a particular configuration of the power
stations.
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(a) Voltage drops (b) Average electrical power

(c) Current through feeders (d) Train traffic along the tracks

Figure 4.1: Different graphs outputted by RPCS

• If the current through catenaries and feeders are excessive, overheating the wires.
Particularly:

– If there is a design fault in the circuit that provokes too much current through
a wire.

– If the wires deployed are too thin.

Figure 4.1 illustrates an example of the graphs outputted by the simulator, displaying
voltage drops, currents, average electrical power, and train routes along the tracks.

4.2 Algorithm

Simulator internals consist on composing the electric circuit on each instant, and solving
that circuit using modified nodal analysis. Algorithm 1 summarizes the process. Let
T = [tini, tfin] the interval of simulated time, let C = {C1, C2, ...Cc} the trains in the
simulation. For each train there is a collection of input registers with a time stamp, its
position, and power consumption at that precise instant.

Ci = {(ti0, si0, pi0), (ti1, si1, pi1), ...(tin, sin, pin)} (4.3)

For each train, the voltages and the currents at each instant must be calculated. Let
Cx = {Cx1, Cx2, ...Cxc} the output data of the trains in the simulation. For each train
there is a collection of output registers with a time stamp, its voltage, and current at that
precise instant.
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Cxi = {(ti0, vi0, ii0), (ti1, vi1, ii1), ...(tin, vin, iin)} (4.4)

Let R = {R1, R2, ...Rr} be the infrastructure that includes all rail tracks, centenaries,
feeders and converter-rectifier groups inside the electrical substation. For each component
of the infrastructure Ri there is a registry of its position, electrical resistance, and voltage
generated (only for the converter-rectifier groups, otherwise 0).

Ri = {(si, ri, vi)} (4.5)

For each element of the infrastructure, the voltage and current at each instant must
also be calculated. Let Rx = {Rx1, Rx2, ...Rxc} the output data of the infrastructure
in the simulation. For each element of the infrastructure there is a collection of output
registers with a time stamp, its voltage, and current at that precise instant.

Rxi = {(ti0, vi0, ii0), (ti1, vi1, ii1), ...(tin, vin, iin)} (4.6)

The algorithm performs the steps detailed as follows:

1. Given infrastructure data, and train positions at current instant, the matrices
representing the electric circuit are composed following the MNA technique (see
lines 3 to 11 in Algorithm 1).

2. The main matrix is inverted using LU decomposition (see line 12).

3. Given train consumption at present instant, the aim is to obtain the corresponding
values of current and voltage (both unknown). An iterative process is conducted,
performing the following substeps:

a) A value for train voltage is proposed (e.g. the system nominal voltage V) (see
line 13).

b) The current is obtained as the quotient of power (provided as input data)
between the voltage proposed (see lines 16 and 17).

c) The circuit is solved using that tentative values. New voltages are obtained.
These new values are compared against the previous ones (see lines 18 and 19).

d) If the error is less than certain percentage (e.g. 0.5 %), the algorithm converges,
so current and voltage values for each train have been found, and the algorithm
ends. If not, another iteration is conducted, proposing as voltages those values
calculated in this iteration (see line 20).

4. Finally, results are written to the disk.

The application can be executed in parallel, so simulation workload is split among
the available cores in the system. Each partition simulates a different subset of the
total simulated time. This split is performed as follows: let tini and tfin the initial and
final simulated times established, and let th0, th1, ...thp−1 the p parallel partitions of the
application, the partition thj simulates all ti ∈ [tjini, t

j
end) following the equations:
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Algorithm 1 SimulateScenario
Input: T,C,R
Output: Cx,Rx
1: ElectricBranches← Translate(R)
2: for each (ti ∈ T ) do
3: ElectricBranchesi ← AllocateTrains(ElectricBranches, C)
4: NodeMatrixi ← CreateNodeMatrix(ElectricBranchesi)
5: BranchMatrixi ← CreateBranchMatrix(ElectricBranchesi)
6: Ai ← CreateA(BranchMatrixi)
7: Mi ← CreateM(BranchMatrixi)
8: Ni ← CreateN(BranchMatrixi)
9: Wsi ← CreateWs(BranchMatrixi)

10: Ati ← Transpose(Ai)
11: NodalMatrixi ← CreateNodal(Ai,Mi, A

t
i, Ni)

12: NodalMatrix−1i ← Invert(NodalMatrixi)
13: Vi = {v0i , ..., vni } ← Unom∀n
14: error ← Unom
15: while error > (0.005 · Unom) do
16: Pi = {p0i , ..., pni } ← GetMaxPowerAvailable(C)
17: Ii = {i0i , ..., ini } ← GetCurrent(Pi, Vi)
18: V ri = {vr0i , ..., vrni } ← Solve(NodalMatrix−1i , Ii)
19: error ← CheckError(Vi, V ri)
20: Vi = Update(V ri)

21: WriteResults(Vi, Ii)
22: i = i+ 1

tjini = (j · (tend − tini)/p) + tini

tjfin = ((j + 1) · (tend − tini)/p) + tini
(4.7)

4.3 I/O requirements

In order to describe the I/O requirements of the application, it is convenient to analyze
separately input and output. Regarding the input, all data is read during a preparation
phase, before the actual simulation kernel starts executing. Two classes of input files are
handled:

• A shared infrastructure specification file containing the initial and final time of the
simulation, besides a wide range of domain-specific simulated elements such as station
and railway specifications and power supply definitions. Each element can be defined
in a text line of 128 B. Assuming R the set of simulated infrastructure elements,
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the size of the file containing the infrastructure data Dinf can be determined as:

Dinf = 128 · |R| (4.8)

• A set of train movement data files, structured in a time-based manner, in which
each line contains the values of power and situation profiles for a particular train at
a specific instant regarding the infrastructure constraints, with a one second interval.
Therefore, the number of files is equal to the number of simulated trains, and the
file attached to each train is directly related to the interval in which that train
is circulating. Assuming a text line of 128 B per instant-location-power registry
(ti, si, pi), the size of the file attached to the train i is:

Di
tr = 128 · |Ci| (4.9)

where |Ci| is the number of instants the train i is circulating (i.e. the amount
of registers (ti, si, pi). The total amount of data which corresponds to the train
movement data files is the aggregated of all trains:

Dtr =

n∑
i=0

128 · |Ci| (4.10)

where n is the number of trains in the simulated scenario.

There are two independent issues that have influence on application output, and should
be analyzed independently:

• Number of simulated elements per instant (e.g. trains, tracks, catenaries, etc.). The
simulator outputs data for each simulated element of the circuit on every instant,
indicating currents and voltages, as well as certain parameters related to the railway
domain. More specifically, data registers are created for each train, group, feeder,
and periodic control points along the track.

Oinfi = 128 · |R| (4.11)

• Number of simulated instants. The circuit must be solved for each instant of the
simulation. As said before, a typical train traffic scenario has to be simulated during
the whole day, leading to 86400 instants with the duration of one second. For each
instant, the data associated to the simulated elements (described in the previous
issue) must be stored. The simulation workload can be split across the system cores
in partitions, so that each partition solves an instant concurrently, but that requires
to store also in parallel the output of each partitions.

Oinf = 128 · |R| · |T | (4.12)
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In order to illustrate this analysis, a study of the application I/O given different problem
and simulation sizes is conducted. Four test cases are considered with variations on the
circuit size, simulation’s initial and final time and, consequently, input and output data
volume. A description of these simulations is provided in Table 4.1. Cases I and II
should not yield any significant load, yet simulation III is expected to reflect the system’s
behaviour under average problems. The biggest experiment, case IV, should reveal the
platforms’ actual limitations as simulations become larger. All test cases are based on
the same real case, a particular railway line at Madrid surroundings, with increasingly
levels of detail and simulation periods. This line has been used before in other works [3]
because it is a good example in size and complexity of a real railway project.
In addition to the four test cases previously described, a fifth test case is considered.

We selected as benchmark a standard railway scenario described in the proposed draft
of the European normative prEN-50641 2 [4]. This proposal of normative, drawn by the
CENELEC committee 3, establishes the requirements for the validation of simulation
tools used for the design of traction power supply systems. Therefore, it is meaningful to
apply such normative when conducting a research based on that kind of application. Key
parameters of all test cases are also indicated in Table 4.1.

Exp. Train Infr. Sim. Input Output Total

elements time per inst. output

I 3 77 ≈ 1 hour 1.7 MB 10 KB 33 MB

II 207 179 ≈ 1 day 170 MB 23 KB 1.85 GB

III 1449 525 ≈ 1 week 1.2 GB 65 KB 37.85 GB

IV 6417 755 ≈ 1 mo. 5.2 GB 94 KB 233 GB

CEN 6 564 1 h 20 m 4.2 MB 70.5 KB 330.47 MB

Table 4.1: Test cases definition

5 EpiGraph simulator

EpiGraph is designed as a scalable tool fully distributed application based on MPI that
simulates the propagation of influenza in scenarios that cover extended geographic areas.
EpiGraph consists of three main components: the social model –based on the contact
network of the individuals in a population, the epidemic model, and the transportation
model– which captures the movement of individuals between different regions.
The social interconnection model is represented via an undirected connection graph

that captures heterogeneity features at the level of both the individual and each of his

2This normative has been accepted and is now on public comment phase, but has not been approved
yet. See https://standardsdevelopment.bsigroup.com/Home/Page/StageCodes

3See http://www.cenelec.eu/
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interactions. Each individual is represented as a node and has specific characteristics such
as age, gender, race, and occupation. We represent the interactions with edges which
capture a time-dependent interaction between two individuals. Social interaction patterns
are modeled using real information extracted from on-line social networks. We use real
demographic information obtained from the National Institute of Statistics of Spain [9]
to represent the characteristics of the individuals and communities. The graph extracted
from the Enron database consists of 70,578 nodes and 312,620 edges and is used to model
worker and retired groups. Facebook has 250,000 nodes and 3,239,137 edges and is used
for school and stay-home groups.
The epidemic model is specific to the infectious agent under study, in our case, the

Influenza virus. We extended the classic SIR epidemic model [11] to include additional
states such as latent, asymptomatic, dead, and hospitalized. The hospitalized state
is important when simulating realistic cases where this may be needed and the cost
associated with this measure must be predicted. We consider that the infective period
consists of three phases with different characteristics: (1) pre-symptomatic infection
where individuals are infectious but symptoms are not yet present; (2) primary stage
of symptomatic infection where symptoms are present and it is possible to initiate an
antiviral therapy; (3) second stage of symptomatic infection where symptoms are present
but viral therapy is no longer effective. A more detailed description of this model can be
found in [16]. A useful feature of EpiGraph is that it is possible to evaluate the effect of
intervention strategies—such as vaccination, school closing, and social distancing—on the
propagation. Social distancing restricts the interaction of individuals by retaining them
at home and reflects closures of public facilities to mitigate the spreading of the disease.
The transportation model reflects the movement of people between cities for work,

study, or vacation, and it is based on the gravity model proposed by Viboud et al. [24].
The number of individuals ∆Pi,j who move between locations i and j depends on the
population size at both locations (Pi and Pj), as well as the distance between them (di,j).
Additionally, we consider people from any group type that move at any distance for
several days for vacation purposes. Once the inter-city movement of people is calculated,
we randomly select individuals from specific group types within the populations and move
them for a specific period of time to the other location.
The geographical information that we integrate into EpiGraph includes latitude, lon-

gitude, and distance between urban regions, and was extracted from the Google Maps
web service using the Google Distance Matrix API. Although this work simulates urban
regions that are spatially co-located within the same country, EpiGraph can be used to
simulate very large-scale scenarios in which regions spawn different countries or continents.

5.1 The EpiGraph algorithm

Algorithm 2 shows the pseudocode of EpiGraph’s simulation algorithm. The iterative
algorithm has four phases which execute every time step and for each one of the simulated
urban regions. The first phase (L4) consists in updating the status of every local individual
l based on the epidemic model. The second phase (L6) consists in computing the
dissemination of the infectious agent using the social model. The third phase (L9) consists
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Algorithm 2 Spatial transmission algorithm.

Input: (regions, social, status, distance, parameters) where regions are the urban regions con-
sidered in the simulation, social is the set of graphs describing the social network of each
urban region; status contains characteristics and health status of each individual for each
urban region; distance stores the distance for every pair of urban regions; and parameters
are parameters of the epidemic model for each individual)

Output: (status) where status is the updated status of individuals.
1: for timestep = 1→ simulation_time do
2: for each region n ∈ regions do
3: for each individual l ∈ socialn do
4: UpdateStatus(l, statusn(l), parameters(l))
5: if statusn(l) is infectious then
6: ComputeSpread(l, socialn, statusn, parameters(l))

7: Interventions(statusn)
8: for each region m ∈ urban_regions, (m 6= n) do
9: Transportation(socialm, socialn, distancem,n)

in evaluating both pharmaceutical and non-pharmaceutical interventions in order to
mitigate the propagation of the infectious disease. Non-pharmaceutical interventions—
such as closing schools or social distancing—are triggered when the number of infected
individuals in the population surpasses a threshold. Finally, in the fourth phase, the
propagation of the infection via the transportation model (L11) is computed once a day
for each pair of urban regions. Each subset of processes corresponding to a region compute
the number of individuals which move from this region to another region depending on
the size of the populations and the geographical distance between them.

5.2 Performance analysis

For our experiments we consider the propagation of Influenza over the most populated
cities of Spain. We evaluated EpiGraph by simulating the spatial transmission both
on a distributed memory system and on a shared memory system. The distributed
platform is a cluster with 19 compute nodes, each of them having one Intel Quad Core
Xeon E5405 processor running at 2.00GHz and 4GB of memory. The shared memory
system consists of a single compute node which has four Intel Xeon E7-4807 processors
with Hyper-Threading support and 6 cores each, running at 1.87GHz and 128GB of
memory. All the compute nodes run a Linux Ubuntu Server 10.10 with the 2.6.35-32
kernel and are interconnected by a Gigabit Ethernet network. We use the MPICH-2
v1.4.1 implementation of MPI.

The following experiment evaluates the performance of EpiGraph when executing
on distributed and shared parallel architectures. We simulated the propagation of the
virus for a medium-scale scenario which consists of a subset of 4 urban regions: Madrid,
Barcelona, Valencia, and Seville. This configuration allows us to evaluate the scaling of
EpiGraph by increasing linearly the number of processes. The execution of the medium-
scale simulations requires a minimum of 2 compute nodes (running 4 processes each) when
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Figure 5.1: Process mapping for EpiGraph simulations, where NP stands for the number
of processes. For 8 processes we used 4 processes for Madrid, 2 for Barcelona,
1 for Valencia and 1 for Seville. Doubling the number of processes implies
doubling the number of processes for each city.

executing on the cluster due to the large memory footprint of the simulator. We take the
execution with 8 processes as base, both for the distributed and the shared configurations.
The experiment is bounded from above by 32 processes in the shared memory system
because it has 48 logical PEs supported by Hyper-Threading and it is not possible to map
64 processes. Figure 5.1 shows how the application scales on both parallel architectures
with respect to the performance of the base execution. EpiGraph scales well up to 32
processes in the cluster and almost linearly in the shared memory system due to a low
intra-node communication overhead.

5.3 I/O requirements

We simulated the virus propagation for the 92 most populated cities in Spain [9] and
a simulated time span of one year. We executed the scenario on the cluster using
76 processes—4 processes per compute node—and we compare the spatio-temporal
propagation of the infectious disease when the outbreak originates in different regions.

EpiGraph uses a large portion of memory to store each status and connections of each
individual. Figure 5.2 shows the data required for simulations ranking from 1 up to 92
cities with an maximum population of 21,320,965 inhabitants. This figure shows the
accumulated data size (when cities are being added to the simulation). We can observe
that there are two sets of data, the first one, called Data set 1 is related to each individual
considered in the simulation, thus adding a new city creates a data increment that is
proportional to the city population. In contrast, Data set 2 is related to climate data,
that does not depend of the amount of population but is a fixed size. In this case, there
are not sharp increases in the amount of data when more cities are considered. Figure 5.3
shows the output data produced by the simulator. There are two different sets of data
that have to be stored.
We have evaluated the simulation cost for European-scale simulation. We have used
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Figure 5.2: Epigraph’s data input size for a simulation of Spain.
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Figure 5.3: Epigraph’s data output size for a simulation of Spain.

the size of the largest cities in western-Europe and computed the input/output data sizes
when they are simulated in EpiGraph. Figures 5.4 and 5.5 show the predicted values. In
overall we have considered 889 cities of 22 different countries and not all the countries are
shown in the X axis. Again, the data values displayed in the figure are incremental and
show the accumulated data requirements when more cities are added to the simulation.
We can observe that the overall input data size is around 72GB of data and the output
data size is around 11GB of data.
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Figure 5.4: Estimation of Epigraph’s data input size for a simulation of Europe.
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Figure 5.5: Estimation of Epigraph’s data output size for a simulation of Europe.

EpiGraph was successfully integrated with the FlexMPI library and has malleable
computational characteristics [17]. That is, it is able to dynamically increase and decrease
the number of processes in order to achieve performance objectives. However, there
is not a current malleable I/O implementation thus it is necessary to provide it with
elasticity, in order to adapt to the changing number of processes (related to the application
malleability) while maximizing the I/O performance and minimizing the related energy
consumption and network traffic. In addition, heterogeneous data support from the I/O
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is an interesting feature because EpiGraph manages heterogeneous data related to the
disease modelling, the individual states, and climate data.

6 Application requirements

We believe that modern data-processing applications, such as the ones presented before,
require from modern data storage and processing infrastructures a set of challenging
features, like the ones shown below.
Elasticity (EL) The infrastructure must be able to handle a growing workload in

an agile manner, by dynamically allocating the required physical resources (processors,
storage, network). Conversely, as soon as the workload shrinks, the infrastructure should
release unneeded resources. A characteristic of the data-analytics frameworks is the
difficulty to predict the needs of storage resources.
Efficiency (EF) The infrastructure should minimize the resource consumption for

a given task and an amount of data to be accessed and processed. Additionally, the
infrastructure should achieve high utilization for all available components. Efficient data
processing is a fundamental requirement in the future data-analytics frameworks.
Availability (AV) The infrastructure should be in a functioning condition even in

the presence of failures that affect a subset of the hardware/software resources. Effective
mechanisms, such redundancy, should be implemented to guarantee dependable access to
critical resources for users, data, and computations.
Scale-out storage (SoS) that is able to support diverse applications and access

patterns remains an important problem. Commercial frameworks achieve scale-out with
some form of partitioning, while the scientific world has limited scalability in an effort
to maintain a single, consistent view of all the data and metadata. Additionally, Big-
Data analytics can be categorized broadly with respect to two dimensions: (a) The
relationship of the dataset size with respect to main memory (DRAM) size, leading to
two broad categories of in-memory vs. out-of-memory (or out-of-core) analytics. (b) The
complexity of the required processing over the data, again broadly broken down to linear
vs. higher-order computation
Consistency (CON) Consistency refers to having a consistent view while there are

concurrent read and write operations to the data. Combining consistency with scaling is
an ongoing challenge. Commercial frameworks give up on consistency by partitioning data,
while scientific libraries rely on strong filesystem semantics for updates and synchronization
at the expense of scaling.
Heterogeneous data (HData) in terms of format, content, and location. The

infrastructure should be able to cope with very large and high-dimensional data, stored in
different formats at a single data center, or geographically distributed across many data
centers. The problem is especially prevalent in large enterprises, which have many systems
along with an abundance of unstructured data under management. Current Big-Data and
HPC I/O solutions rely on a large variety of I/O interfaces, making it difficult to integrate
multiple data sources. Future frameworks should expose their mechanisms, features, and
services over diverse data using standard technologies, to make them usable as building
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blocks for high-level APIs, software components, and applications.
Security (SE). Although this report does not extensively discuss security and privacy

issues, it is becoming a significant concern to address data protection, identity management,
and privacy. These aspects are very significant as infrastructures are being consolidated
for efficiency purposes and as they are being scaled to cope with exploding data set sizes.

7 Conclusions

We believe that new applications data sets that do not fit entirely in memory, and in
particular analyses that require higher-order processing, constitute our biggest challenge
for modern infrastructures.

In an effort to keep up with data growth, there is a need to bridge the commercial and
scientific worlds in new approaches that exhibit better coverage of the aforementioned
features. This requires fundamental changes in data storage and access in today’s
infrastructures focusing on: elasticity, efficiency, availability, scale-out storage. consistency,
heterogeneous data, and security.
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