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1 Introduction

The increasing availability of data generated by high-fidelity simulations and high-
resolution scientific instruments in domains as diverse as climate, experimental physics,
bioinformatics, and astronomy, has shown the underlying I/O subsystem to be a substan-
tial performance bottleneck. While typical high-performance computing (HPC) systems
rely on monolithic parallel file systems, data-intensive workflow implementations must
borrow techniques from the Big Data computing (BDC) space, such as exposing data
storage locations and scheduling work to reduce data movement. This lack of performance
is the result of a sub-optimal exploitation of the available resources, based on two main
reasons: task schedulers unable to select the best nodes depending on the characteristics
of the task and under-performing I/O solutions.
One of the main paths that should be explored for dealing with these problems is

the exploitation of data locality for increasing the I/O performance through in-memory
computation and the minimization of data transfers in order to minimize file system
contention and network congestion. These premises are especially important in cloud
environments, where virtualized netwrok resources can become a bottleneck for data-
intensive applications. Based on this situation, it is especially important to minimize
data movements in this kind of platforms.
As introduced in the Technical Report E2.2, we have proposed Hercules, a generic

I/O architecture focused on in-memory computation, where exposing and exploiting
data locality is especially important. Several publications have been presented about
the capabilities of Hercules, but this technical report especially highlights [2] and [1],
containing the most relevant work about data locality. Section 2 presents the novel file
mapping and functions introduced for enabling locality-aware mechanisms in Hercules.
Section 3 demonstrates the capabilities of these locality-aware file mapping and functions
by combining them with the Swift workflow language and middleware. Working together
with the Swift’s developer at Argonne National Laboratory, we have re-designed the Swift
scheduler in order to support data locality exploitation based on the new locality-aware
mechanisms present in Hercules.

2 Adaptive data location policies

As part of the design of our Hercules in-memory I/O generic architecture (described
in detail in the technical report E2.2) we worked on the design of mechanisms and
functionalities for exposing and exploiting data locality. We propose two techniques
for exposing and exploiting data locality, detailed in the following subsections: a new
file mapping algorithm designed for locality-aware scenarios and new API functions for
advanced data placement and data placement discovery (forced placement file creation
and data placement lookup functions, respectively).
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Figure 2.1: For locality-aware purposes, all the blocks can be forced to be stored in the
same I/O node by setting an specific SERV ER_ID (or SRV_ID) at the
file creation time.

2.1 Locality-enabling file mapping for Hercules

The default file mapping described in technical report E1.2 is designed for optimizing
the most common scenarios, where evenly distributed data leads to evenly distributed
load balance, which is translated in better performance for parallel data accesses (where
different processes can retrieve data from different I/O nodes in parallel). However, there
are some cases that can be penalized by the already presented approach of splitting every
file into different I/O nodes. In scenarios where I/O nodes are co-located with applications
running on the same machine, data-locality can be exploited. When all the data needed
by an application is stored in the I/O node running on the same machine, every I/O
operation is performed locally, greatly improving the I/O performance. The design of our
locality-aware data placement is based on this premise.
In order to fully co-locate data and computation, the first step targeted is to store

all the data related to a specific file in the same I/O node. Our design is based on the
approach described on the technical report E1.2, but adding some tweaks to both the
Hercules library and the put/get client library used (in this case, libMemcached).

Metadata distribution approach remains untouched but, as shown in Figure 2.1, a new
metadata field is added containing the ID of the server where all the data blocks that are
part of this file are going to be stored. The key associated with each block is redesigned
for containing a unique ID leading to a specific I/O node (SERV ER_ID or SRV_ID).
If SERV ER_ID is set, the target I/O node is directly known and every I/O operation
will be carried out over this specific I/O node. In case of finding this field unset, a server
is selected based on the file ID, resulting in a distribution based on the SHA-512 used
for the ID generation. This new approach inherits all the benefits of fully distributing
metadata items while enabling the possibility of exposing and exploiting data locality for
data items accesses.

2.1.1 Data distribution analysis

Data distribution in the locality-enabling file mapping differs from the general case.
While metadata distribution remains exactly the same, because the metadata mapping

techniques remain unchanged, the data distribution changes radically. In this file mapping
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Figure 2.2: Analysis of the item distribution in the locality-aware file mapping technique
for different data access patterns using sequential (left) and random (right) file
names. The study includes only data item distribution for 2 to 256 Hercules
I/O nodes in small and medium size files.

algorithm, every item belonging to a file is stored in the same I/O node. The user can
select which I/O node will store the file, leading to custom data distributions. However,
in order to simplify the exploitation of data locality, a default data distribution is enabled
when the user does not specify the I/O node where the data will be stored.

In this scenario, the ID, generated applying the SHA-512 algorithm to unique infor-
mation of the file (file name, domain, etc.) is used for selecting the target I/O node
(SERV ER_ID). Instead of applying the MD5 algorithm to the key identifying this data
item (MD5(ID > offset)), a modulo function is directly applied to the unique ID of the
file. Every data block of the same file share the same unique ID, leading to fully store
every data item of this file in the same I/O node.

Figure 2.2 shows the results of the data distribution analysis performed. As metadata
distribution remains unchanged, it is not shown in Figure 2.2. The figure does not
contemplate the case of a unique big file, because this policy will ensure that every data
block is stored in the same I/O node, leading to a completely unbalanced data distribution.
The only cases studied are the distribution of data items for small and medium size files
with sequential and random file names.

On the one hand, left side of Figure 2.2 plots the results of the distribution of data
items when sequential file names are used, evaluated in scenarios with different number of
deployed Hercules servers (2 to 256 I/O nodes). On the other hand, the right side shows the
same scenario for random file names. Both charts show a similar trend: data distribution
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is better when more I/O nodes are available. The most important phenomenon is that
data distribution obtains worse results for medium size files than in any other case, for
both sequential and random file names, while with small files the behavior is similar to
any other studied case. The reason behind this behavior is the nature of the distribution
of the data. When we force all the items of the same file to be stored in the same I/O
node, a slight bias in the file distribution leads to big unbalance in data item distribution.
If we take the case with medium files as example, each file contains 256 data items. If one
I/O node stores only one more file than the rest, this situation is directly translated in an
unbalance of 256 items, hence amplifying any unbalance in the number of files per node.
As final thoughts about this data distribution analysis, we can conclude that, while

the locality-enabling file mapping policy could be powerful in locality-aware scenarios, it
comes with a trade-off in the distribution of data items: cases where the locality can be
easily exploited tend to show worst data distribution, resulting in load imbalance. As
possible solutions for this effect, we propose two alternatives. First, a user-driven data
distribution policy for cases where the user has enough knowledge about the data to
enhance the default algorithm. This case presents a trade-off between the improvements
in performance obtained by locality exploitation and the programming effort. Second,
scheduling algorithms that avoid co-locating data and computation in cases where there
is unbalanced data distribution, in order to avoid tasks waiting for co-location in busy
nodes, while there are idle nodes available. This trade-off of data locality against load
imbalance is deeply studied in the tech report .

2.2 Locality-enabling data placement functions

We have proposed two new functions especially designed for locality-aware scenarios.

• Lookup function used for data-placement discovery. When called giving the
name of a file by parameter, this function returns the identifier of the I/O node
containing the data associated with this file. This function working together with a
locality-aware work scheduler can co-locate compute tasks in the nodes where the
data are stored, achieving better data locality and improving performance.

• Custom data placement function used for custom data distribution. During the
creation of a file, a specific I/O node can be selected for storing the data associated
with this file. The easiest approach is to be hinted by the user and/or application,
but it can also be dynamically generated based on the characteristics of the workload
and/or the underlying infrastructure: current load on I/O nodes, current capacity
of I/O nodes, characteristics of the data access patterns, characteristics of the
application, data locality, etc.

The new file mapping policy combined with the functions for data placement discovery
and customization, brings a new variety of possibilities for exposing and exploiting data
locality in scenarios counting with locality-aware task schedulers, enabling the capability
of co-locating computation and data.
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Figure 3.1: Proposed architecture deployed on a HPC cluster. Data accesses performed
over Hercules backends can be local, when the data are co-located in the same
node, or remote, if the data are stored in other Hercules server.

3 Use case: Hercules and Swift integration

We propose the use of Hercules as an alternative to classical shared parallel file systems,
currently deployed over HPC infrastructures. Classical HPC systems are composed by
compute resources and I/O nodes completely decoupled. Figure 3.1 depicts an example of
deployment in a HPC cluster, with Hercules back-end servers co-located with applications
in the compute nodes. Based on this approach, the available I/O nodes can scale with the
number of compute nodes performing concurrent data accesses, avoiding the bottleneck of
current parallel file systems. In extreme cases, our solution could also be provided over the
I/O infrastructure of the parallel file system, taking advantage of the available resources
(I/O nodes counting with large amounts of RAM and a dedicated high-performance
network).
Left and right sides of Figure 3.1 show a close-up of the components running on both

compute and I/O nodes, respectively. Should be noted how applications can perform
I/O operations over Hercules and over the shared parallel file system at the same time.
Based on this convenience, applications can read input data and write results in the
persistent shared storage, while performing any other access over temporary data files
using Hercules. When data are stored in the Hercules back-end server deployed on the
same compute node where the application is running, the access will be carried out
locally. Any other intermediary data access, requiring access to other Hercules server,
will be performed remotely over the high-performance network that interconnects the
infrastructure of compute nodes.

We propose the use of Hercules as a scalable I/O architecture for temporary data. Our
aim is to achieve scalability to enhance four main aspects that contribute to the file I/O
bottleneck illustrated as motivation above: metadata scalability, data scalability, locality
exploitation, and file system server scalability. In the following subsection, we will explain
how our solution addresses these four issues.
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3.1 Novel mechanisms for scalable data sharing

This section describes how our proposed Hercules-based solution has been integrated with
Swift/T for efficiently supporting many-task workflow applications and how it maps with
the special requirements of data-intensive applications.
For achieving server scalability, Hercules servers are deployed on-demand on every

Swift node (one instance per node, not per worker) before the application is started. The
main advantage of this approach is that the total memory scales with the number of
worker nodes and it is available to applications as a cooperative distributed cache. In
contrast, the shared file system suffers from two main problems. First, the client caches
are non-cooperative. When the locality is not exploited, the exchange of data between
tasks happens through file system server caches. Second, there is a limited amount of
cache at a fixed number of file servers. Thus, the access performance is likely to degrade
with a substantial increase in the number of processes/tasks as a result of contention
caused by both metadata accesses (large number of files) and data accesses (larger data
volume). Nevertheless, this omnipresence of servers on every application node allows
each client to potentially benefit from having data stored locally on the same node, as
discussed below.
Hercules naturally offers data access scalability by distributing data of intermediary

files over all servers. For metadata scalability, our new solution employs two approaches.
First, data management is decoupled from the metadata management: data and metadata
are stored separately in distinct objects. Optionally, the file data can be associated with
the file metadata through a pointer stored in the metadata. Second, the metadata are
distributed over all servers. For each file, the metadata object is assigned to a server
based on algorithmic-hashing using the file name as key.
For enabling locality exploitation by workflow engines running on top of Hercules, we

leverage the omnipresence of servers on all application nodes and the separation of data
and metadata management discussed above. For exposing and exploiting data locality,
we offer two new Hercules API calls:

• int get_rank(filename) a function that returns the rank corresponding to a server
where a given file is cached if the file exists.

• void set_rank(filename, rank) a function that enforces a future file to be created
at a server running on a node with given rank.

These functions map directly with the lookup and forced placement file creation
functions introduced in Section 2.1. The get_rank function allows a workflow engine
to locate a file. This information can be used for scheduling a task close to the data.
The set_rank function allows placing the data on a given server based on user-specified
criteria. This function can be used to control the load or capacity balance of a Hercules
server or application node. These functions rely on looking up the file metadata at a
server identified by hashing the file name and getting or setting the metadata accordingly.
Since our solution targets intermediary files whose life cycle consists of being entirely

written, followed by being read in their entirety, followed by deletion, there is no need for
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costly locking algorithms to enforce consistency, as in the case of general-purpose parallel
file systems such as GPFS [4] and Lustre [3]. Sequential consistency is naturally enforced
by internally reading a buffer after write completion.

3.2 Task placement for supporting locality-aware dynamic
scheduling

The data placement functions proposed above are key components for enhancing data-
locality. However, data placement has to be complemented with task placement manage-
ment in order to open up an optimization space that can be used for trading off load
balance and data locality. In this section, we describe how Swift has been modified for
working with our scalable data-sharing solution to fit with HPC-specific problems.

The default scheduling scheme in Swift is data locality agnostic. In this mode, tasks
are first placed in the work queue of the node where they are created. If no work stealing
events are triggered, each task remains there until a worker attached to the server obtains
the task. If another server steals the task, it can be executed on any worker in the system.
Thus, this scheme is not predictable, but it allows total flexibility to the load balancer.
However, the application of this scheme in a data-intensive use case would result in a
great increase of network traffic since locality is not applied.

Listing 1: Example of a data-parallel Swift workflow, in which files are distributed in a
round-robin way over available ranks (line 8). A best-effort task placement
policy (SOFT) is used for placing both the write_file and read_file tasks on
the same node where the files are stored (lines 11 and 14).

" . / write−l o c a l . sh" f i l e_output ;
}
app ( void ) r e ad_ f i l e ( f i l e f i l e_ inpu t ){

" java read−l o c a l . c l a s s " f i l e_ inpu t ;
}
f o r each i in [ 0 : n−1] {

set_rank ( f i l ename [ i ] , i % nnodes )
rank1 = get_rank ( f i l ename [ i ] )
l o c a t i o n L1 = l o c a t i o n ( rank1 , SOFT, RANK)
f i l e f<fi le_name [ i ]> = @locat ion = L1 wr i t e_ f i l e ( ) ;

rank2 = get_rank ( f i l ename [ i ] )
l o c a t i o n L2 = l o c a t i o n ( rank2 , SOFT, RANK)
@locat ion = L2 r e ad_f i l e ( f ) ;

}

In order to allow applications to take advantage of data locality, we have worked in
conjunction with Swift developers at Argonne National Laboratory in the implementation
of a novel task placement policy integrated in the Swift language. The Swift language now
offers the ability of placing tasks on given ranks (specific workers) or nodes (n workers can
be running on the same node), which combines with Hercules’ data-placement mechanisms
for exposing data-locality, enabling the possibility of exploiting task and data co-location.
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While this approach requires user intervention, it should expose the potential of exploiting
data-locality in Swift, leveraging Hercules locality-enabling mechanisms.

This is achieved by using a special type of variable called location and task annotation,
as shown in Listing 1. The code in this figure, is based on a basic parallel file-copy example
coded in Swift, introducing new locality-aware related code between lines 7 and 13 (in
italic). Line 7 enforces that file i is created on node i%nnodes, where nnodes is the
number of nodes on which the program runs and line 8 returns a rank running on the
node where the file is stored. Line 9 initializes a location variable, which is used in line
10 in a best-effort policy for placing the task locally to the data. Lines 11-13 have the
same functionality for read_file task as lines 8-10 for write_file task. By commenting
out line 7, the program uses the default data placement of Hercules. By commenting
out lines 7-9 and the location construct from line 10, the program uses the default data
placement and the default task placement for write_file task.

The location type has three attributes. The first one is the MPI rank on which a task
will be executed, identifying a specific worker. The second argument indicates whether
the task placement is strict (HARD) or advisory (SOFT, used in the example). The third
argument indicates whether the placement has to be done on the exact rank given by the
first argument (RANK, used in the example) or on the node on which the worker process
rank is running (NODE). The value NODE gives to the Swift load balancer more flexibility
to place the tasks. The Cartesian product of the last two variables provides four modes
that can be used for task placement:

• HARD RANK enforces the task placement on the given rank (worker).

• HARD NODE enforces the task placement on the node where the process with the
given rank runs and dynamically selects the best-available worker in the node.

• SOFT RANK offers best-effort task placement on the given rank (worker). The
load balancer can decide to move the task on another worker running on the same
node or on a different node.

• SOFT NODE offers best-effort task placement on the node of the given rank. The
load balancer can decide to move the task on a worker running in a different node.

HARD RANK scheme offers predictable behavior. Load balancing, however, suffers
greatly as tasks are forced to be executed on a specific worker. This feature could be used
selectively to perform application operations that strictly require access to a node-local
file or some specific component (e.g., a node-local database). It could be useful in a
system without Hercules or another data movement technique. However, it falls far short
of our complete system with Hercules.

The other three schemes successively relax the task placement, letting the load balancer
more freedom to improve the overall system load balance. The most relaxed scheme is
SOFT NODE. In this mode, tasks are given a rank on to be executed in. If this rank
is busy, another rank on the same node may take the task. If these ranks are all busy,
another worker under the same server may take the task. If a server is the target of a
steal and all of its tasks are soft targeted, a soft-targeted task may be taken.
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These last three schemes offer various degrees of a mix of predictable and dynamic
behaviors. They prevent a block in dataflow progress by allowing idle workers to continue
making progress even if network data movement is required, but they boost the likelihood
of local data access if the necessary data locality control mechanisms previously introduced
are used.

3.3 Evaluation

We evaluated our solution on the Fusion cluster at Argonne National Laboratory. This
cluster has 320 nodes, composed of dual-socket boards with quad-core 2.53 GHz processors
and 36 GB of main memory. The network is an InfiniBand QDR 4 Gb/s per link. GPFS
is configured using 4 I/O nodes, with a page pool of 8 GB and 1 GB cache per node at
client side. Fusion’s GPFS theoretical peak performance is 8 GB/s. Our best recorded
results are 3,200 MB/s using dd. We use TCP/IP over InfiniBand, with a maximum
recorded throughput of 4 Gb/s measured with iperf, and use 80% of the available main
memory of the node running the service.
In every Hercules case in the following evaluation, one I/O node is launched on each

worker node and persistence plugins are disabled, discarding elements following a LRU
policy when necessary. Every studied case fits in-memory, resulting in full in-memory
data accesses for every data access performed over Hercules. When data durability is
required, such as the application evaluated in Section 3.4, durability is provided by storing
input and results data in a persistent storage system. Hercules acts as an I/O accelerator,
providing improved performance for data accesses to temporary data.

3.3.1 File-copy microbenchmark

Our first evaluation is based on a Swift microbenchmark performing a data-parallel
file copy, as shown in Listing 1. Unlike the example from Listing 1, workflow external
applications write_task and read_task were written in C. The write_task sequentially
writes a file and the read_task sequentially reads a file created by a previous task. The
microbenchmark can be configured with different number of workers, number of files, file
size, and chunk size (buffer size used in the POSIX function calls).
In this first evaluation, we compared the performance achieved by GPFS with our

proposed solution in a weak-scalability scenario. The objective of this case is to evaluate
the scalability of both GPFS and Hercules under I/O contention conditions.

We scaled the number of nodes from 8 to 128, using 8 workers per node, fully utilizing
the eight cores available on each Fusion compute node, up to a maximum of 1,024 workers
accessing in parallel the storage system. We used one write task and one read task per
worker. Each write task creates a 256 MB file in GPFS or Hercules with a chunk size of 8
MB. Every read task reads the same amount of data.

In this experiment we compared the default GPFS configuration with four configurations
based on Hercules, summarized in Table 3.1, corresponding to the cross-product of two
configurations for data placement and task placement. The data placement is either
default (algorithmic hashing) or informed (balanced data distribution), while the task
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Table 3.1: Four Hercules configurations evaluated for the file-copy microbenchmark.
Data Placement (DP) Task Placement (TP) Notation

default locality agnostic DP-def TP-loc-ag
informed locality agnostic DP-inf TP-loc-ag
default locality aware DP-def TP-loc-aw
informed locality aware DP-inf TP-loc-aw

placement is either locality aware or locality agnostic. In all cases we used the HARD
NODE mode for task placement.

Figures 3.2a and 3.2b show the average throughput achieved by each worker for write
and read operations, respectively. In this case, the timing of each task contains only the
effective execution, that is, the time waiting in the scheduling queue as a result of load
imbalances and other Swift overheads is not included. Figure 3.2c shows in logarithmic
scale the overall I/O throughput of the whole workflow calculated as the total amount
of data accessed in write and read operations divided by the total execution time. This
time includes all the Swift overheads and the idleness due to load imbalances. All times
are based on 5 repetitions of each experiment.
First, we note that Hercules performs significantly better than GPFS for write tasks,

read tasks, and the whole workflow. The Hercules performance is up to 73x higher than
GPFS for write operations exploiting locality (20x for locality-agnostic cases), up to 130x
for read operations (24x for locality-agnostic cases), and up to 86x for the whole workflow.
The performance per worker in every configuration of our solution remains stable when
the problem scales, while for GPFS it degrades because of contention. Two main factors
explain this difference. First, Hercules-based configurations avoid the contention by
distributing both metadata and data accesses over all the servers. Second, the locality
awareness significantly reduces the network traffic and leaves more bandwidth available
for cases when the data are stored remotely. For Hercules, the performance improvement
provided by locality awareness over locality agnosticism is more than 2x in all cases but
one.

In Figures 3.2a and 3.2b we note that the average throughput of individual write and
read tasks is better for DP-def TP-loc-aw than for DP-inf TP-loc-aw. However, the overall
workflow throughtput is worse for DP-def TP-loc-aw than for DP-inf TP-loc-aw. We
explain these results by the fact that individual task times do not include the additional
overhead caused by load imbalance. In contrast, the overall workflow time includes these
imbalance effects. For DP-inf TP-loc-aw the informed data placement helps the Swift
scheduler to better take advantage of the cluster resources and improve the load balance.
A more detailed explanation of this phenomenon is described in the technical report E2.4.

3.4 MapReduce-like workflow

The second evaluation case is based on a MapReduce-like workflow that performs both
computation and I/O. We have implemented in C and Swift an application that receives
n text files as input and counts how many words of different sizes are in all these files.
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Figure 3.2: File-copy microbenchmark weak-scalability throughput performance results.
The problem size scales with the number of workers, executing one write task
and one read task per worker. File size is 256 MB with a chunk size of 8 MB.
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Figure 3.3: MapReduce-like workflow. Source data and results are directly accessed
through the persistent storage (GPFS). Top part of the figure shows the
classical approach where I/O operations are performed over GPFS, in contrast,
bottom part of the figure shows our proposed approach where temporary data
are accessed through Hercules.

The output is a text file including the number of words with size 1 on the first line, size 2
on second line, and so on. Each job consists of three tasks. A map task reads an input
file from GPFS, tokenizes the file, and produces a temporary file over GPFS/Hercules. A
count task reads a file produced by the previous task, counts the number of words with
the same length contained, and produces a temporary file over GPFS/Hercules. A merge
task takes two files produced previously and merges their contents. The final resulting
file is stored in GPFS.
The application is fully configurable in number of files, file size, worker nodes, and

workers running on each node. For a job with n input files, the workflow executes n map
tasks, n count tasks, and n - 1 merge tasks. In the Hercules case, the initial input files
are read from GPFS and the final output file is written to GPFS, while any other I/O
operations are performed over Hercules. This approach emulates the behavior of a real
application where input data are stored on the default shared file system and the results
should be saved to the persistent default storage. Figure 3.3 details the workflow and the
data flow, including which phases of the workflow perform I/O operations over Hercules
or GPFS.

For this workflow we compared the default GPFS-based solution with different config-
urations of our solution. The total work consists of processing 256 text files, each one
containing 256 MB of text data, up to a total of 64 GB. The selected chunk size is 32
MB and 8 workers run per node (one per core).
Figure 3.4 shows the breakdown of the average time per worker on each phase of the

workflow for 64 workers (8 compute nodes). The timing of each phase of the workflow does
not include the Swift and the load imbalance overheads. The total execution time, plotted
as a yellow line, includes these overheads. Table 3.2 simplifies the Hercules configurations
notation for improving the readability of the figures.

The compute operations represent an important share of the execution time, and this
phase is not affected by the use of Hercules instead of GPFS. The I/O operations are
clearly improved over the default GPFS-based scenario, as shown in Figure 3.5. Even the
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Figure 3.4: Breakdown of the average execution times of each phase in a workflow com-
posed of 256 jobs (767 tasks) for 256 MB text files (per task) using 64 workers
(8 nodes). Task scheduling policy is denoted HARD for "NODE, HARD" and
SOFT for "NODE, SOFT".

Table 3.2: MapReduce data-locality configurations.
Data Placement Task Placement locality Tag
default (DP-def) locality agnostic (TP-loc-ag) Her1
informed (DP-inf) locality agnostic (TP-loc-ag) Her2
default (DP-def) locality aware HARD (TP-loc-aw HARD) Her3
default (DP-def) locality aware SOFT (TP-loc-aw SOFT) Her4
informed (DP-inf) locality aware HARD (TP-loc-aw HARD) Her5
informed (DP-inf) locality aware SOFT (TP-loc-aw SOFT) Her6
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Figure 3.5: Breakdown of the MapReduce-like workflow task times including only the I/O
phases for 64 workers (8 nodes).

initial read phase, where files are read from GPFS, is positively affected by our solution,
since Hercules significantly reduces the contention in the later stages of the workflow,
which can overlap with the first phase because of the combination of data and functional
parallelism offered by Swift.
Figure 3.4 shows that our solution can speed up total execution times by up to 1.57.

This gain is especially substantial given that I/O operations represent less than 45% of
the execution time per worker. If we focus on I/O operations, as shown in Figure 3.5,
the times are reduced from 43 seconds to under 8 seconds, more than a 5x improvement.
Furthermore, if we focus only on the operations directly accomplished over Hercules, the
improvement is over 10x, in line with the results seen in Section 3.3.1.
Figure 3.6 depicts the strong scalability of all configurations. For the same problem

size as before (processing 256 files with 256 MB of text data per file) we used 32 nodes
(256 workers) instead of the previous 8 nodes (64 workers). The results are similar to
the previous case, but the solutions based on Hercules and Swift are capable of taking
advantage of the added computing resources for both compute phases and I/O operations
directly performed over Hercules. In contrast, the contention on GPFS worsens, resulting
in an increase of the total execution time, despite the reduction of the compute time.
Hence, our solution converts an I/O-bounded application where the performance decreases
when the computing resources are increased caused by the file system contention, into
a CPU-bounded application where the performance scales with the number of workers,
taking fully advantage of the increase in computing resources available.
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Figure 3.6: Breakdown of the average execution times of each phase in a workflow com-
posed of 256 jobs (767 tasks) for 256 MB text files (per task) using 256 workers
(32 nodes). Task scheduling policy is denoted HARD for "NODE, HARD"
and SOFT for "NODE, SOFT".
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Figure 3.7: Breakdown of the MapReduce-like workflow task times for 256 workers (32
nodes). This figure only shows the I/O phases directly performed over Hercules:
map-write, count-read, count-write, and merge-read.

The improvement in total execution time achieved by Hercules is 2.77x in the best case,
while the speedup of I/O operations is up to 4.48. If we focus only on operations directly
related with Hercules (map write operation, count read operation, count write operation,
and merge read operation) the speedup in time is greater than 100x. Figure 3.7 shows a
breakdown of these operations for the target configurations.
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For Hercules-related cases, the worst performance is obtained for the default configura-
tion (Her1), with default data placement and locality agnostic task placement, resulting in
the absence of any data locality improvements. When data locality is exploited, as shown
in Figure 3.7 (which details I/O operations performed over Hercules), the time needed
for I/O operations decreases, especially in the cases where the data locality is strictly
enforced (TP-loc-aw HARD - Her3 and Her5). In contrast, for best-effort data locality
(TP-loc-aw SOFT - Her4 and Her6) load balance is improved, but as a trade-off, the I/O
performance slightly worsens because some tasks involve network transfers instead of fully
local accesses. The best I/O performance is obtained by combining HARD data locality
and informed data placement (DP-inf TP-loc-aw HARD - Her5). However, the best overall
execution time is achieved by DP-inf TP-loc-aw SOFT (Her6), because this configuration
trades off locality for load balance. Hence, an improvement in the I/O performance does
not necessarily translate into an improvement in the total time consumed for executing
the whole workflow. This is mainly caused by the classical trade-off between data locality
and load balance; that is, improving data locality may hurt load balance and vice versa.
A more detailed analysis of this trade-off is discussed in the technical report E2.4.

4 Conclusions

This technical report presents our research work in techniques for exposing and exploiting
data locality in data-intensive applications. The contents of this technical report are
especially focused on the design details of the locality-aware functionality present in
our Hercules in-memory generic I/O architecture and how these techniques have been
integrated with the Swift workflow engine.

We have evaluated the data locality exploiting techniques in a HPC cluster in production
(Fusion cluster at Argonne National Laboratory) running microbenchmarks and a real
MapReduce-like application. The results show a great potential for increasing I/O
performance when locality-aware techniques are applied, especially in scenarios where the
file system contention and the network congestion affect the I/O performance. The main
problem arisen form the application of locality-aware techniques is the load imbalance
generated when a task is scheduled co-located with the data over a busy node. This
phenomenon has been studied in detail (results present in the Technical Report E2.4) and
solutions for tackling with this problem have been proposed. Relaxing the data locality
scheduling when worker nodes are busy, results in different possible configurations of the
scheduler, offering to the user a trade-off between performance and programming effort.
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