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1 Introduction

Feitelson and Rudolph [8] proposed a classification of parallel applications in four categories
based on who (user or system) decides the number of processors used during their execution
and when (at the beginning or during execution) it is decided that number. In rigid and
moldable applications the number of processes allocated is fixed during their execution.
We refer to these classifications as static parallel applications. On the other hand, dynamic
parallel applications—malleable and evolving—may change their number of processes at
runtime to cope with varying workloads and changes in the availability of resources in the
system. More especifically, the description of the four categories is summarized as follows:

• Rigid parallel applications are inflexible applications which run with the specified
number of processors before starting the execution until the end of it. Neither user
nor system are allowed to change the resource requirements during execution. This
kind of applications required optimal decompositions based on the problem size, in
order to avoid inefficient assignments.

• Moldable parallel applications let the system to set the number of processors
at the beginning of execution and the application initially configures itself to adapt
to this number. Once the parallel application is running the number of processes
cannot be changed. A moldable application can be made to execute over a wide
range of processors. There is often a minimum number of processors on which it
can execute and above that number additional processors can be used to improve
performance.

• Malleable parallel applications can adapt to changes in the number of available
processors during execution. As moldable applications, malleable applications can
be made to execute over a wide range of processors. However, malleable applications
can change their number of processes during execution according to the availability
of resources in the system. In malleable applications the number of processes is
imposed by the resource management system (RMS), which provides control over
parallel jobs and computing resources. An interesting benefit of malleability is it
can be used to allow the system to collect information about the application at
runtime by trying several configurations and evaluating the resulting performance.
This information can later be used to guide reconfiguration decisions.

• Evolving parallel applications may change its resource requirements during
execution, noting that it is the application itself which triggers the changes. The
reason for the interest in this feature is that many parallel applications are composed
of multiple phases, and each phase may contain different degrees of parallelism. It
is an interesting approach because it is possible for applications to obtain additional
resources when needed, and releasing them when they can be used more profitably
elsewhere (thereby reducing the cost of running the application).
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2 Dynamic parallel applications

2.1 Supporting malleability in MPI applications

Dynamic parallel applications can be reconfigured to change the number of processes
at runtime. Dynamic reconfiguration allows the parallel application to change both the
number of processes and their mapping to processors to cope with varying workloads and
changes in the availability of resources in the system. Current HPC systems are usually
managed by resource management systems with static allocation of resources. That is,
the number of resources allocated for a parallel application cannot be remapped once
the job is running on the compute nodes. However, dynamic parallel applications allow
more flexible and efficient scheduling policies [46], and it is proved that the throughput
and resource utilization can be significantly improved when static and dynamic jobs are
co-scheduled in the system [17, 21, 4].
Enabling malleable features to MPI applications has been an important area of re-

search in the past years. Today’s most challenging large-scale applications for distributed
memory systems are developed using the message-passing model. MPI has become the de
facto standard for programming parallel applications for HPC architectures due to its
advantages over PVM such as the multiple implementations freely available, the asyn-
chronous communication features, the high performance of the low level implementation
of communication buffers, and its portability [12, 10, 14, 15, 37].

Malleability allows the MPI program to increase the number of processes when there are
idle processors in the system and then decrease the number of processes when currently
allocated processors are degrading the application performance or they are requested by
the RMS for another application with higher priority. Malleability is provided either by a
technique called offline reconfiguration or using dynamic reconfiguration.

2.1.1 Offline reconfiguration

The basic approach to support reconfiguration of MPI applications is provided via offline
reconfiguration, which consists of a mechanism based on stopping the execution of
the application, checkpointing the state in persistent memory, and then restarting the
application with a different number of processes. Sathish et al. [38, 39, 47] introduce a
framework that supports offline reconfiguration of iterative MPI parallel applications. The
framework is supported by the Stop Restart Software (SRS), a user-level checkpointing
library, and the Runtime Support System (RSS), that runs in each machine involved in
the execution of the MPI program in order to handle data checkpointing. SRS provides
a set of routines which should be called from the MPI program to stop and restart the
application with a different number of processes. Data redistribution is done via file-based
checkpointing.
Raveendran et al. [35, 36] propose a framework which provides malleability to MPI

applications which execute on cloud computing platforms using offline reconfiguration and
storing the program data in a cloud-based file system with a centralized data redistribution.
The decision of changing the number of processes is based on several constraints such as
the completion time of the application. Their work assumes that each program iteration
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executes approximately the same amount of work. Based on this they calculate the
required iteration time to meet the user-given completion time. By comparing the current
iteration time with the average time per iteration they decide whether to switch to a
different number of MPI processes and virtual machine instances. The source code of the
program needs to be modified in order to provide to the framework the knowledge about
the original dataset distribution, live variables, and kernel regions.

2.1.2 Dynamic reconfiguration

Dynamic reconfiguration provides malleability by allowing the application to change
the number of processes while the program is running. Dynamic reconfiguration is pro-
vided either using operating system-level approaches such as processor virtualization or
process migration, or using the dynamic process management interface of MPI intro-
duced with MPI-2. The MPI-1 specification [31] requires the number of processes of
an MPI application to remain fixed during its execution. While MPI does not natively
support malleability, the dynamic process management interface introduced by the MPI-2
specification consists of a set of primitives that allow the MPI program to create and
communicate with newly spawned processes at runtime. This interface is implemented by
several of the existing MPI distributions (e.g. MPICH [11] and OpenMPI [9]) and has
been used by several approaches to provide dynamic reconfiguration to malleable MPI
applications.

Adaptive MPI (AMPI) [16] is an MPI implementation which uses processor virtualization
to provide malleability by mapping several virtual MPI processes to the same physical
processor. AMPI is built on top of Charm++, in which virtualized MPI processes are
managed as threads encapsulated into Charm++ objects. The runtime system provides
automatic load balancing, virtual process migration, and checkpointing features. Adaptive
MPI programs receive information about the availability of processors from an adaptive
job scheduler. Based on this information, the runtime system uses object migration to
adapt the application to a different number of processes.
Process Checkpointing and Migration (PCM) [28, 27] is a runtime system built in

the context of the Internet Operating System (IOS) [7] and uses process migration to
provide malleability to MPI applications. The PCM/IOS library allows MPI programs to
reconfigure themselves to adapt to the available processors as well as the performance of
the application by using either split/merge operations or process migration. Split and
merge actions change the number of running processes and their granularity, while process
migration changes the locality of the processes. Processor availability is managed by
an IOS agent which monitors the hardware. Although adaptive actions are carried out
without user intervention, PCM requires that the programmer instruments the source
code with a large number of PCM primitives.

Utrera et al. [45] introduces a technique called Folding by JobType (FJT) which provides
virtual malleability to MPI programs. The FJT technique combines moldability, system-
level process folding, and co-scheduling. Parallel jobs are scheduled as moldable jobs, in
which the number of processes is decided by the resource manager just before the job
is scheduled on the compute nodes. FJT introduces virtual malleability to handle load
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changes and take advantage of the available processors. This is done by applying a folding
technique [30] based on co-scheduling a varying number of processes per processor.
Sena et al. [40] proposes an alternative execution model for MPI applications that

targets grid computing environments. They introduce the EasyGrid middleware, an
application management system that transforms the MPI application to take advantage
of dynamic resources and provides monitoring and fault tolerance. Their approach focus
on MPI master-worker applications in which workers are created dynamically to deal with
heterogeneity and resources availability. One of the main avantages of the EasyGrid is
that does not require source code modifications.

Cera et al. [3] introduces an approach called dynamic CPUSETs mapping for supporting
malleability in MPI. CPUSETs are lightweight objects which are present in the Linux
kernel. They enable users to partition a multiprocessor machine by creating execution
areas. CPUSETs features migration and virtualization capabilities, which allows to change
the execution area of a set of processes at runtime. Cera’s approach uses CPUSETs to
effectively expand or fold the number of physical CPUs without modifying the number of
MPI processes.
Weatherly et al. [48, 49] introduce Dyn-MPI, a runtime system which measures the

execution time of the MPI application and the system load and decides whether to drop
nodes from computation based on the ratio between computation and communication.
This work focuses on MPI based applications which use dense and sparse data structures.
The goal of Dyn-MPI is to drop nodes from computation when their participation degrades
the overall performance of the application thus reducing the number of processes of the
MPI application. However, Dyn-MPI does not provide capability to scaling up the number
of MPI processes. Nodes workload and computation timing are monitored by a daemon
which should run in each of the compute nodes. Dyn-MPI requires a significant effort
from the developer for translating the MPI source code to Dyn-MPI.
Cera et al. [4, 5] introduce an approach to support malleability using the dynamic

process management interface of MPI-2. Their work focus on adapt the number of
processes of the parallel application according to resources availability (malleability) and
the internal state of applications with unpredictable needs (evolving). They also integrate
their solution with OAR [2], a resource management system which supports dynamic
allocation of resources. Leopold et al. [23, 22] present the malleable implementation of
WaterGAP, a scientific application that simulates global water prognosis availability using
MPI-2 features.

ReSHAPE [41, 42, 43] is a runtime framework for malleable, iterative MPI applications
that uses performance data collected at runtime to support reconfiguring actions. The
ReSHAPE framework decides whether to expand or shrink the number of processes of
the application when the iteration time has been improved due to a previous expansion
or the current processor set do not provide any performance benefit as a result of a
previous expansion, respectively. The authors assume that all iterations of a parallel
application are identical in terms of computation and communication times and have
regular communication patterns. Dynamic reconfiguration is provided by a remapping
module which uses the dynamic process management interface of MPI-2 to spawn new
processes. ReSHAPE also features a process scheduler and an efficient data redistribution
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module.
Dynamic MPI applications require support from the RMS in terms of adaptive job

scheduling strategies in order to maximize the efficiency and overall performance of the
system. In recent years several approaches have been presented in the area of adaptive
batch scheduling policies for malleable and evolving parallel applications [1, 13, 33, 34].
These works evince the existing gap between dynamic applications and their lack of full
support in the current resource management systems.

3 Elastic Storage and Input/Output

In the recent years the elasticity in storage services has been growing in importance,
especially in cloud environments where every available resource can be adapted to the
requirements of the application and the available budget, benefited by the paper-per-use
approach.
However, there is an empty space in the elasticity of I/O systems, especially in HPC

environments where most I/O solutions composed by parallel file systems with static
configurations. To the best of our knowledge, there is still room to improve the flexibility
and elasticity of the I/O and storage subsystems on HPC infrastructures, not only with
the objective of improving those infrastructures, but also targeting the convergence for
future HEC systems.

The following subsections focus their attention on the state of the art of elastic storage
solutions for cloud environments and our own previous works focused on providing
flexibility to the I/O subsystem in HPC environments.

3.1 Elastic storage in cloud environments

Since the introduction of the cloud philosophy, multiple research lines have targeted
providing elastic features to every resource available in the cloud. Elasticity is a key factor
in cloud infrastructures where the pay-per-use approach brings the possibility of paying
only for the resources used. Based on this feature, it is important to use only the strictly
necessary resources during the execution of an application, dynamically increasing and
decreasing the resources used depending on the requirements through the execution of
the application.
Lim et al. [25] focused their work on the elastic control of the storage tier, in which

adding or removing a storage node or âĂĲbrickâĂİ requires rebalancing stored data
across the nodes. They designed and implemented a new controller for elastic storage
systems to address the elastic storage challenges: actuator delays (lag) due to rebalancing,
interference with applications and sensor measurements, and the need to synchronize
the multiple control elements, including rebalancing. The evaluated their solution using
a popular distributed storage system - the Hadoop Distributed File System (HDFS)
- under dynamic Web 2.0 workloads, showing how the controller adapts to workload
changes to maintain performance objectives efficiently in a pay-as-you-go cloud computing
environment.
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Cheng et al. [6] explored the challenge of evolving the HDFS replication policy to
provide elasticity and adaptation to data popularity in order to cope with changes in data
popularity, typical in HDFS. The adaptation to data popularity should translate in better
performance and higher disk utilization. They proposed ERMS, an elastic replication
management system for HDFS. ERMS provides an active/standby storage model for
HDFS. It utilizes a complex event processing engine to distinguish real-time data types,
and then dynamically increases extra replicas for hot data, cleans up these extra replicas
when the data cool down, and uses erasure codes for cold data. ERMS also introduces a
replica placement strategy for the extra replicas of hot data and erasure coding parities.

SpringFS [50] targets the agility of the elastic I/O systems: how quickly it can increase
or decrease its number of servers. Due to the large amount of data they must migrate
during elastic resizing, state-of-the-art designs usually have to make painful tradeoffs
among performance, elasticity and agility. SpringFS, can quickly change its number of
active servers, while retaining elasticity and performance goals. SpringFS uses a novel
technique, termed bounded write offloading, that restricts the set of servers where writes
to overloaded servers are redirected. This technique, combined with the read offloading
and passive migration policies used in SpringFS, minimizes the work needed before
deactivation or activation of servers.
GlobLease [26] an elastic, globally-distributed and consistent key-value store. It is

organised as multiple distributed hash tables (DHTs) storing replicated data and names-
pace. Across DHTs, data lookups and accesses are processed with respect to the locality
of DHT deployments. Liu et al. explored the use of leases in GlobLease to maintain data
consistency across DHTs. The leases enable GlobLease to provide fast and consistent
read access in a global scale with reduced global communications. The write accesses
are optimized by migrating the master copy to the locations, where most of the writes
take place. The elasticity of GlobLease is provided in a fine-grained manner in order to
precisely and efficiently handle spiky and skewed read workloads.
Finally, there is a Chapter [32] included in the Handbook of Cloud Computing which

summarizes the state of the art of elastic storage in grid and cloud environments.
As previously introduced, most of the work in elastic I/O infrastructures, are strongly

focused on the cloud environments, leaving an unexplored research field of elastic tech-
niques applied to HPC I/O infrastructures. The combination of HPC and cloud elastic
techniques will lead the convergence to future HEC systems.

3.2 I/O-related elastic approaches

There are other works related with I/O systems covering elasticity in specific domains.
MoSQL [44] is an elastic storage engine for MySQL, based on a transactional distributed

key-value store system for atomicity, isolation and durability and a B+Tree for indexing
purposes. This engine solves the lack of high availability, serializability, and elasticity
in MySQL. This work covers MoSQL’s design and implementation and evaluates its
performance with a number of benchmarks which show that MoSQL scales to a fairly
large number of nodes on-the-fly, that is, additional nodes can be added elastically to a
running instance of the system.
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Li et al [24] presented the Blue Dove attribute based publish/subscribe service that
seeks to address the challenge of providing publish/subscribe as a scalable and elastic cloud
service. Blue Dove uses a gossip-based one-hop overlay to organize servers into a scalable
cluster. It proactively exploits skewness in data distribution to achieve high performance.
By assigning each subscription to multiple servers through a multidimensional subscription
space partitioning technique, it provides multiple candidate servers for each publication
message. A message can be matched on any of its candidate servers with one hop
forwarding.

3.3 Previous works: flexible I/O solutions for HPC environments

On previous works we have explored the path of extending the functionality of static
parallel file systems with flexibility, adapting the available resources and performance to
the I/O requirements of each application. Our previous works were especially focused
on HPC infrastructures with the AHPIOS (Ad Hoc Parallel I/O System) solution, as
published on [18], [19], and [20].
AHPIOS virtualizes on-demand available distributed storage resources and allows

the files to be striped over several storage devices. Additionally, the design unifies the
configuration of the MPI-IO library and the AHPIOS data servers. By a strong integration
of the application, MPI-IO library and file system, a significant performance improvement
can be achieved. The AHPIOS configuration can be changed at the beginning o each
experiment, however, it lacks the possibility of being dynamically configured (increasing or
decreasing the resources, during the execution of an application based on its requirements.

Matos et al. [29] cover the issue of elastic storage from the cloud platform perspective,
studying software aging effects in a Eucalyptus environment, considering workloads
composed of intensive requests for attaching remote storage volumes to virtual machines.
The experimental analysis show how much the aging effects are related to the performance
degradation of a virtualized web server running on this infrastructure.

This research project will continue these works with solutions compatible with different
infrastructures (HPC, Cloud, etc.) and providing dynamic configuration in order to
support applications requiring elastic changes in the configuration during the execution.
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