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1 Introduction

High-End Computing Systems (HECS) are expected to grow in size during the next years
up to a size of two to three orders of magnitude larger than today’s systems. This size
increase exposes three main challenges for the scalability of the applications: bottlenecks,
scheduling, and load balance. We will focus this technical report on the second and third
challenges, while we have proposed services for dealing with bottlenecks in applications in
the Technical Report E2.3.

Scheduling and load balance are closely related and will be one of the main challenges in
order to increase the size of future HECS. While it is relatively easy to build a computing
system as big as necessary, it would be a waste of resources building a machine that
cannot be completely used. Exploiting the resources of extreme scale machines is not
only a problem of application programming, but also of scheduling of the application to
be executed in the best nodes for every type of computation and load balance in order
to fully utilize all the available resources. This challenge is especially important for the
incipient introduction of data-intensive scientific applications, which are exposing the
bottlenecks of the I/O subsystems.
Section 2 of this technical report presents a new technique for improving the load

balance. this approach enhances the power of two choices load balancing algorithm by
using a round robin policy. The results of this work are currently under review TO-DO.
Sections 3 and 4 are focused on improving the scheduling and load balance of data-

intensive workflows. Section 3 presents a theoretical work carried out in collaboration with
Georgios Stavrinides from the Aristotle University of Thessaloniki through the European
research network for sustainable ultrascale computing (NESUS EU COST Action IC1305).
and published in [61]. This work studies the impact of load scheduling and network usage
during the execution of data-intensive workflows. It also studies the impact of exposing
and exploiting data locality techniques.
Section 4 presents a deep study of the impact of applying data locality techniques in

the load balance of a real application running on a HPC in production. This work has
been carried out in collaboration with the developers of the Swift workflow language and
framework at Argonne National Laboratory, and presents the results of the study and the
solutions proposed for dealing with the load imbalance, showing promising results in the
trade-off between performance and programming effort. The results of this work have
been published in several articles during the research of different alternatives in [22], [19],
and [23].
The works present in this report cover the topic of load scheduling and load balance

for deleegated I/O nodes from a wide range of perspective, starting from theoretical
new approaches, to modelling and simulation of possible solutions and finishing with
the implementation and evaluation of real applications executed over large-scale HPC
infrastructures in production.
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Figure 2.1: System Model.

2 A New version of the Power of Two Choices Load
Balancing Algorithm using Round Robin Policy

2.1 Introduction

This approach takes as basis the work and results obtained in [43], where the following
model, called Supermarket Model is described: independent jobs arrive as a Poisson stream
of rate λn, λ < 1, at a set of n homogeneous servers. For each job, d servers are chosen.
These servers are chosen independently and uniformly at random with replacement from
the n servers for some fixed constant d. The job is sent to the server with the lowest
number of jobs. In case of ties, the server is chosen arbitrarily. Jobs are served according
to the first-in first-out (FIFO) policy, and the service time for each job is exponentially
distributed with mean 1. This algorithm is called The Power of two choices, SQ(d). This
algorithm produces exponentially improved response time over the random algorithm, that
chooses the server to send the job randomly, and reduces the communication overhead
of the shortest-queue algorithm (JSQ), that dispatches jobs to the server with the least
number of jobs.

The power of two choices has multiple applications[44]: It can be applied to hashing, in
order to reduce the maximum time required to search a hash table; Another area where
this method can be applied is load balancing with limited information, to dynamically
assign tasks to servers, disks, or network servers; The method can also be applied to
low-congestion circuit routing. In [38], the application of the power of two choices to
Bloom filters is described, and it is demonstrated that this method reduces the false
positive probability using the same amount of space and more hashing. SQ(d) has also
been used in storage systems. For example, Dai et al. [16] use the method in a dynamic
I/O scheduler for object storage systems.
Recently the power of two choices has been used in several real-world systems. For

example, it has been used in Apache Storm [39], a distributed realtime stream processing
engine, for the streaming partitioning. It is also used in Spark [75], a fast and general
engine for large-scale data processing. Spark uses the power of two choices to reduce the
number of partitions of Resilient Distributed Datasets (RDD). A RDD is a distributed
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collection of items that is the core of Sparks’s fault tolerance. The coalescing operations
on RDD are performed by using the power of two choices algorithm.
The main contribution of this work is to propose a variation of this algorithm that

improves the performance obtained with the classical Power of two Choices algorithm. The
new algorithm selects also d servers, but not in a completely random way. One server is
selected in a round robin fashion, and the other d− 1 servers are selected randomly. Then,
the job is sent to the server with the fewest number of jobs. In the new algorithm, we
combine randomization and a static load balancing approach using round robin selection.
We call this algorithm SQ-RR(d) (shortest queue of d with randomization and round
robin). The advantage of this method, as is shown in the Simulation Results Section, is
that it reduces the queue average size, by reducing the probability of choosing a server,
recently chosen. This is due to the actual arrival process to each server is characterized by
a random distribution with a coefficient of variation less than the coefficient of variation
of the actual arrival process to each server in the SQ(d) algorithm.
The rest of the section is organized as follows. First, Section 2.2 analyzes the related

work. Section 2.3 describes the new algorithm proposed, Shortest Queue of d with
Randomization and Round Robin Policies. Section 2.4 shows some results obtained by
simulation, and compares the SQ(d) and SQ-RR(d) algorithms. Finally, Section 2.5
summarizes the major conclusions extracted from this work.

2.2 Related Work

Load balancing is a classical problem in distributed systems, that tries to distribute
objects, as for example jobs or tasks [47], to compute resources in order to maximize
the performance. This maximization is normally focused on optimizing resource usage,
maximizing throughput, minimizing response time, avoiding idle resources, and avoiding
overloaded resources. A classical example is the distribution of a set of tasks or jobs
among a set of processors in order to reduce the final completion time. This problem is
specially important in current large scale distributed systems.

Load balancing strategies can be static or dynamic. Static load balancing algorithms do
not use state information to distribute the objects. For example, round robin or random
policies are examples of this kind of algorithms. Dynamic policies use the system state to
distribute the objects, in order to react to the system behavior.
The Join-the-Shortest-Queue (JSQ) policy is a strategy that assigns a new job to the

computing resource with the fewest number of jobs. This policy is known that posses
certain optimality properties [27] [31], [24]. However, it requires time to know the queue
length at each server at the arrival of every job, increasing the communication overhead,
and reducing in real systems the effectivity of this algorithm.

The power of two choices, SQ(d), algorithm uses partial information of the computing
resources load, reducing the amount of information to be retrieved. This randomized
load balancing algorithm has been studied theoretically in several works [43] [37]. These
studies show that SQ(d) algorithm produces exponentially improved response time over
the random algorithm. Furthermore, the communication overhead is greatly reduced over
the JSQ model. Vvedenskaya [45] found that, for d ≥ 2, as the number of queues n goes
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to infinity, the limiting probability that the number of jobs in a particular queue is at
least k is given by λ(dk−1)/(d−1). This value is substantially better than the case d = 1
(random policy), where the corresponding probability is λk.

In [10] the SQ(d) model is studied for servers with different service times. In this work,
upon the arrival of a new job, the system chooses d servers with a probability proportional
to their service rates, and then it sends the job to the server with the fewest number of
jobs. This paper also studies the diffusion limits of the queue length processes and the
workload processes. Lu et al. [36] propose an algorithm called Join-Idle-Queue (JIQ) for
distributed load balancing in large distributed systems. The idea of this algorithm is
that idle processors inform dispatchers at the time of their idleness, without interfering
with job arrivals. Idle processors decide which dispatcher to inform by using the SQ(d)
algorithm.

Bramson et al. [3] analyzed the SQ(d) algorithm for general service time distributions,
and in [4] they studied the asymptotic independence of queues under random load
balancing. Izaguirre et al. [29] analyze SQ(d), with d = 2, for heterogeneous servers and
general job requirement distribution, focusing on the light traffic regime under a fixed
number of servers. In [65] a system is described, that uses the random choices to perform
data aware scheduling, in order to minimize the time taken by tasks to read their inputs,
for a DAG of tasks. Breitgand et al. [5] propose an Extended Supermarket Model, and
they show that there is an optimal number of servers that should be monitored to obtain
minimal average service time at a given cost. Xu et al. in [70] study the Supermarket
Game model, similar to the Supermarket Model, but taking into account the cost for
both waiting and sampling a queue.

As far as authors know, any previous work has been done, combining randomization and
round robin policies. In next section we propose an analytical approximation, providing
that this new algorithm enhances the results of the SQ(d) algorithm.

2.3 Shortest Queue of d with Randomization and Round Robin
Policies (SQ-RR(d))

We consider as model a system with n homogeneous servers, and jobs that arrive as a
Poisson stream of rate λn, λ < 1. For each job, d servers are chosen, but not in completely
random way. In the SQ-RR(d) algorithm, one server is selected in a round robin way,
and the other d − 1 servers are selected randomly. Then, the job is sent to the server
with the fewest number of jobs. In case of ties, the server is chosen arbitrarily. Jobs are
served according to the first-in first-out (FIFO) policy, and the service time for each job
is exponentially distributed with mean 1

µ = 1.
In this algorithm we combine randomization and a static load balancing approach using

round robin policy. With this method, the queue average size is reduced, by reducing the
probability of choosing a server, recently chosen.
The analysis of the SQ-RR(d) is based on knowing the distribution of the potential

arrival process to server 1. In SQ-RR(d) algorithm, the potential arrival process to server
1 is given by the superposition of two distributions. The first distribution, due to the
round robin selection [28] is an Erlang Erl(n, nλ), where the inter-arrival time in the
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server 1 is a sum of n exponential phases, with mean durations of 1/nλ. Jobs arrive at
the end of phase n. The second distribution (when d = 2) is given by an exponential
distribution with rate λ, i.e. with mean 1/λ. This second distribution can be consider as
an Erlang distribution with parameters n = 1, and mean 1/λ, i.e and Erl(1, λ).

When we use the SQ-RR(d) algorithm, the potential arrivals process to each server is
given by a distribution P obtained by the superposition of an Erlang and an exponential
distribution, with a mean interrarival time of 1/2λ. The actual arrivals process to queue
1, is a state-dependent arrivals process with rate λk, where k is the number of jobs in the
queue, but using the argument previously described, we can approximate the effective
actual arrivals process to queue 1 by the splitting of the potential arrival in d streams,
and selecting one of this d streams.

In the SQ(d) algorithm, the effective actual arrivals process depends on an exponential
distribution, and their coefficient of variation is cv2 = 1, for all values of d. The variability
of the distribution in SQ-RR(d) is less than the obtained in SQ(d). This is due to the fact
that one of the individual superposed processes is an Erlang distribution with relatively
low variability. This effect reduces the average number of jobs in the system, and then,
the average waiting time for a job.
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Figure 2.2: Coefficient of variation approximated of the effective actual arrivals process
in the SQ-RR(d) for n = 100

2.4 Simulation Results

To evaluate the behaviour of SQ-RR(d) algorithm and to show its feasibility, we have
implemented a simulator to run the tests and to compare the results with SQ(d). The
simulation has been made using the SimGrid [9] simulation environment, that allows to
study the behavior of large-scale distributed systems. We used the Mersenne Twister
algorithm [42] as random number generator. This algorithm has a large period length
(219937 − 1) and good spectral properties where correlation structures within the random
number sequence are very small.
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In this Section, first, we validate our simulator comparing our results with the results
obtained by Mitzenmacher in [43]. Once the simulator has been validated, we show the
results obtained for the SQ-RR(d) model and compare those results with the theoretical
approximation obtained in Section 5.

2.4.1 Validation of the Simulation

In order to validate our simulator, this section compares our results with the obtained
in [43] for the SQ(d) model. We simulated a system of n = 100 servers at various rates.
The results are based on the average of 100 runs, where each execution simulates 100,000
arrivals. The first 10,000 arrivals are ignored in order to obtain the results in equilibrium.
Table 1 shows the theoretical value of SQ(d), the results and relative error obtained in
[43], and the results and relative error obtained in our simulator. As we can see in the
table, our results offers a relative error very similar to the obtained in [43], and for rates
of up to 95 percent of the service (λ = 0.95 and λ = 0.99) is better than the obtained in
[43].
Table 2 compares the results for a system with n = 500 servers and λ = 0.99 (99

percent of capacity). In a similar way to [43], the simulation results improve when the
number of servers is increased. In this case, the results obtained are within 3 percent
when two, three or five queues are selected.

The results obtained in this section allow us to validate the simulator developed.

2.4.2 Results for the SQ-RR(d) Algorithm

This section shows the results obtained for the SQ-RR(d) model. The objective of this
evaluation is focused on small values of d (2 or 3), because the objetive of the power of
two choices load balancing algorithm is to reduce the communications among dispatchers
and servers. Furthermore, when the d value is increased (see Figure 2.2), the differences
between SQ(d) and SQ-RR(d) become smaller, and both models converge to the shortest
queue first (JSQ) algorithm.
We simulated a system of n = 100 and n = 1000 servers at various rates. The results

are based on the average of 100 runs, where each execution simulates 100,000 arrivals.
The first 10,000 arrivals are ignored in order to obtain the results in equilibrium. Table
3 shows the results for n = 100 servers, and Table 4 shows the results for n = 1000
servers. Both tables compare the average response time for SQ-RR(d) algorithm and
the average response time for SQ(d), showing the theoretical values for SQ(d) and SQ-
RR(d) respectively, the simulation results for SQ(d) and SQ-RR(d) obtained with our
simulator, and finally the relative error of the SQ-RR(d) simulated value compared with
the theoretical approximation (last column of the table).
The results shown in Tables 3 and 4 demonstrate that the SQ-RR(d) enhances the

results obtained for the SQ(d), for the values of d simulated. For n = 100 the relative
error is within the 7 percent for all values of λ and d. This relative error is better when
n = 1000. In this case, the relative error (see Table 4) is too within 7 percent for all
values, even for arrival rates of λ = 0.9, λ = 0.95, and λ = 0.99.
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Table 2.1: Average response time for SQ(d) algorithm, comparing with the results obtained
in [43]. Number of nodes = 100

d λ Theor. Simul. Error Simul. Error
in [43] (%) [43] (%)

2 0.50 1.2657 1.2673 0.13 1.2742 0.67
0.70 1.6145 1.6202 0.36 1.6265 0.75
0.80 1.9474 1.9585 0.57 1.9684 1.08
0.90 2.6141 2.6454 1.20 2.6543 1.54
0.95 3.3830 3.4610 2.31 3.4489 1.95
0.99 5.4320 5.9275 9.12 5.5992 3,08

3 0.50 1.1252 1.1277 0.22 1.1316 0.57
0.70 1.3568 1.3634 0.48 1.3680 0.82
0.80 1.5809 1.5940 0.83 1.6050 1.53
0.90 2.0279 2.0614 1.65 2.0766 2.40
0.95 2.5351 2.6137 3.10 2.5962 2.41
0.99 3.8578 4.4080 14.26 4.1060 6.44

5 0.50 1.0312 1.0340 0.27 1.0364 0.50
0.70 1.1681 1.1766 0.73 1.1823 1.22
0.80 1.3289 1.3419 0.98 1.3457 1.26
0.90 1.6329 1.6714 2.36 1.6745 2.55
0.95 1.9888 2.0730 4.24 2.0825 4.71
0.99 2.9017 3.4728 19.68 3.2685 12.64

2.5 Conclusions

This section has described a variation of the classical Power of Two Choices load balancing
algorithm. The new version, called SQ-RR(d), combines randomization techniques and
static local balancing based on round robin selection. In this new version the dispatcher
chooses the d servers as follows: one is selected using round robin policy, and d− 1 servers
are chosen independently and uniformly at a random from the n. Then, the dispatcher
sends the job to the server with the fewest number of jobs.
We have demonstrated, with a theoretical approximation of this approach, that this

new version offers a best performance than the obtained with the classical solution in all
situations, including systems at 99% of capacity. The main advantage of our proposal is
that it reduces the probability of choosing a server recently chosen. We have provided
simulations that demonstrate the theoretical approximation developed in this section.
These simulations also demonstrate that the probability of choosing an empty server is
60 percent higher for high services rates.
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Table 2.2: Average time for SQ(d) algorithm, comparing with the results obtained in [43].
Number of nodes = 500

d λ Theor. Simul. Error Simul. Error
in [43] (%) [43] (%)

2 0.99 5.4320 5.5413 2.10 5.3006 2.42
3 0.99 3.8578 3.8578 2.44 3.8151 1.11
5 0.99 2.9017 2.9017 3.43 2.9541 1.81

Table 2.3: Average response time for SQ-RR(d) algorithm, comparing with SQ(d). Number
of nodes = 100

d λ SQ(d) SQ-RR(d) SQ(d) SQ-RR(d) Error
Theor. Theor. Simul. Simul. (%)

2 0.50 1.2657 1.2311 1.2742 1.2189 0.99
0.70 1.6145 1.5344 1.6265 1.5099 1.60
0.80 1.9474 1.8239 1.9684 1.7824 2.28
0.90 2.6141 2.4038 2.6543 2.3352 2.85
0.95 3.3830 3.0725 3.4489 2.9449 4.15
0.99 5.4320 4.8546 5.5992 4.8101 0.92

3 0.50 1.1252 1.1144 1.1316 1.1229 0.77
0.70 1.3568 1.3258 1.3680 1.3428 1.28
0.80 1.5809 1.5304 1.6050 1.5526 1.45
0.90 2.0279 1.9386 2.0766 1.9847 2.38
0.95 2.5351 2.4018 2.5962 2.4844 3.44
0.99 3.8578 3.6096 4.1061 3.8591 6.91

5 0.50 1.0312 1.0296 1.0364 1.0364 0.60
0.70 1.1681 1.1593 1.1823 1.1777 1.58
0.80 1.3289 1.3118 1.3457 1.3444 2.49
0.90 1.6329 1.5999 1.6745 1.6650 4.07
0.95 1.9888 1.9372 2.0825 2.0480 5.72
0.99 2.9017 2.8026 3.2685 2.9189 3.79

3 Analysis of different aspects of workflow
scheduling in large-scale distributed systems

3.1 Introduction

The constant progress in computing and communication technologies has led to the
emergence of ultrascale computing. Ultrascale computing systems are envisioned as large-
scale complex systems, joining parallel and distributed computing resources that may be
located at multiple sites. The applications in these environments usually concern complex
problems and feature coarse-grained parallelism. That is, their component tasks do not
require any communication with each other during processing, but only before or after
their execution, forming a workflow. In order to determine the result of such complex
applications, their individual tasks are scheduled and executed coordinately at various
nodes of the system, according to their precedence constraints [53].
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Table 2.4: Average response time for SQ-RR(d) algorithm, comparing with SQ(d). Number
of nodes = 1000

d λ SQ(d) SQ-RR(d) SQ(d) SQ-RR(d) Error
Theor. Theor. Simul. Simul. (%)

2 0.50 1.2657 1.2306 1.2670 1.2147 1.29
0.70 1.6145 1.5335 1.6149 1.4963 2.42
0.80 1.9474 1.8225 1.9477 1.7612 3.36
0.90 2.6141 2.4011 2.6064 2.2877 4.72
0.95 3.3831 3.0686 3.3754 2.8903 5.81
0.99 5.4320 4.8473 5.2225 4.5207 6.74

3 0.50 1.1252 1.1142 1.1260 1.1169 0.24
0.70 1.3568 1.3255 1.3579 1.3299 0.34
0.80 1.5809 1.5298 1.5813 1.5333 0.23
0.90 2.0279 1.9375 2.0241 1.9323 0.27
0.95 2.5351 2.4001 2.5342 2.3707 1.23
0.99 3.8579 3.6064 3.7814 3.4624 3.99

5 0.50 1.0315 1.0296 1.0318 1.0301 0.14
0.70 1.1681 1.1592 1.1700 1.1653 0.52
0.80 1.3289 1.3116 1.3295 1.3214 0.75
0.90 1.6329 1.5995 1.6371 1.6172 1.11
0.95 1.9888 1.9366 1.9912 1.9587 1.14
0.99 2.9017 2.8013 2.8943 2.8378 1.30

3.1.1 Motivation

The scheduling of workflow applications with multiple requirements in such computing
platforms has become a crucial area of research. Workflow applications usually have soft
deadlines, which may be missed by a bounded amount of time (i.e. the applications are
real-time). Thus, the Quality of Service (QoS) of the system often concerns parameters like
the completion rate, the timeliness, the makespan and the tardiness of the applications.

Furthermore, workflow applications often require specific data in order to start execution,
which may be available at different nodes of the system. Current systems from both high
performance computing (HPC) and cloud domains do not efficiently support data-intensive
workflows. On the one hand, typical HPC systems use monolithic parallel file systems
for data sharing, such as GPFS [46] and Lustre [2]. On the other hand, in order to
provide portability and scalable I/O, one of the alternatives for mass data storage in
cloud platforms is the use of remote shared storage systems. Usually, the aim of this
approach is to provide a unified interface and a scalable storage solution for cloud-based
applications through storage services, such as Amazon S3.
Consequently, QoS and data locality are two important aspects of workflow schedul-

ing in ultrascale systems, that should be taken into account in order to achieve good
performance [57, 20].

3.1.2 Contribution

In this paper, we investigate the workflow scheduling problem in large-scale distributed
systems, from the QoS and data locality perspectives. We present a scheduling approach,
considering two models of synchronization for the tasks in a workflow application: (a)
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communication through the network and (b) communication through temporary files.
Specifically, we investigate via simulation the performance of a heterogeneous distributed
system, where multiple soft real-time workflow applications arrive dynamically. The
applications are scheduled under various tardiness bounds, taking into account the
communication cost in the first case study and the I/O cost and data locality in the
second.

3.2 Related Work

As the scheduling and execution of complex applications in large-scale distributed systems
continues to gather significant attention from the research community, QoS, data locality
and workflow-oriented storage systems are some of the most crucial topics.

3.2.1 Quality of Service

The scheduling problem of complex applications with various constraints and requirements
has been studied extensively in the literature [50, 51, 73, 1, 40, 59, 60, 35]. For workflow
applications in particular, list scheduling heuristics are the simplest, most practical,
easiest to implement and often outperform other scheduling approaches [63]. According
to this method, all the component tasks of the applications are prioritized according to a
particular common parameter (e.g. deadline, computational cost etc.) and then arranged
in a list, ordered according to their priority. Subsequently, each task is allocated to the
processor that minimizes a specific cost parameter, such as the estimated start time of
the task.
Genez et al. in [26], propose the Integer Linear Program (ILP) policy, in an attempt

to solve the problem of scheduling a workflow application in a Software as as Service
(SaaS) or Platform as a Service (PaaS) cloud with two levels of service level agreements
(SLAs). The first SLA level is between the end-user and the SaaS/ PaaS provider and
concerns the deadline within which the user’s workflow must be completed. The second
SLA level is between the SaaS/ PaaS provider and multiple Infrastructure as a Service
(IaaS) providers, concerning the characteristics and pricing of the virtual machines on
which the user’s workflow will be executed. The ultimate goal of the ILP strategy is to
find a feasible mapping between the tasks of the workflow and the virtual machines from
multiple IaaS providers, so that the total monetary cost is minimized and the makespan
of the workflow is at most equal to the deadline required by the user. It is shown that
the proposed policy can provide low-cost solutions, while meeting the deadline of the
workflow. However, it only deals with the static scheduling of a single workflow, without
utilizing any schedule gaps.

In modern large-scale distributed computing platforms, executing simultaneously mul-
tiple workflow applications of different users, sharing the same underlying resources, is an
inevitable requirement. Multiple workflow applications have been used in service-oriented
and cloud computing environments. For example, the Amazon Simple Workflow Service
(SWF) can be used for the creation and deployment of multiple workflow applications in
the Amazon EC2 cloud [11]. Recent research showed that utilizing gaps in the schedule
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of the compute nodes, formed by the inter-task dependencies and data communication
costs, is a promising approach for efficient multiple workflow scheduling [56, 58]. Towards
this direction, Jiang et al. in [30] present the Path Clustering Heuristic with Distributed
Gap Search (PCH-DGS), for the scheduling of multiple workflow applications in a het-
erogeneous cloud. According to their proposed strategy, the tasks of a workflow are first
partitioned into groups, in an attempt to minimize the communication cost between
them. Subsequently, each group of tasks is inserted into the first available time gap in a
processor’s schedule. In case the gap cannot accommodate all of the tasks of a group, the
rest of the group’s tasks are inserted into the next available gap in the schedule of the
same or other processor of the cloud, in a recursive manner.
In [64], Tsai et al. propose an Adaptive Dual-Criteria task group allocation approach,

featuring two mechanisms: (a) an adjustable schedule gap selection and (b) an adaptive
task group rearrangement mechanism. First, the tasks in each workflow are clustered
into several groups in order to minimize inter-task communication costs. Subsequently,
the task groups are prioritized and then allocated onto an appropriate resource, using
the proposed allocation approach. Specifically, according to the adjustable schedule gap
selection mechanism, a score is calculated for each schedule gap, taking into account the
earliest finish time of the task group, the size of the gap and an adjustable parameter,
for adjusting the relative weights of the two aforementioned attributes. The gap with
the lowest score is considered for selection. Furthermore, according to the adaptive task
group rearrangement mechanism, in case a task group does not fit into the gap under
consideration, it is split into several subgroups that are allocated during the subsequent
allocation steps, taking into account the communication cost between the subgroups.
The main disadvantages of the approaches mentioned above, PCH-DGS and Adaptive
Dual-Criteria, are: (a) they are static and (b) they are not suitable for workflows with
time constraints, a typical requirement of workloads in ultrascale platforms.

3.2.2 Data Locality

On the one hand, HPC is mostly based on the data processed and generated by scientific
applications. Data are typically stored in high-performance parallel file systems, such
as Lustre [2] and GPFS [46], for future processing and verification (checkpointing). On
the other hand, the analysis of large datasets mainly depends on infrastructures where
storage and computation resources are not completely decoupled, as in the case of Hadoop
Distributed File System (HDFS) [48].
Data locality is a major factor for reducing data movement and thus execution time,

increasing the possibility to meet deadlines. To achieve this objective, several solutions
have been proposed. Hadoop [67], uses the MapReduce paradigm [17] to provide a data-
aware programming model that facilitates the exploitation of data locality and achieves
better scalability. Processes or virtual machines are offloaded over nodes where data have
been spread on HDFS to avoid the data transfer required before and after computation.
CloneCloud [12] and MAUI [15] are examples of compute offloading in distant fixed
clouds. More recent solutions, such as Spark [74] and Tachyon [34], have shown two
fundamental issues: first, the importance of in-memory storage and data locality for
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improving performance in data-intensive applications, and second, the necessity of taking
advantage of the new high-speed network technologies in I/O operations.
In any case, Xu and Mao [71] pointed out that the transmission of large data items

should occur within a tight user-machine interaction loop. In [66], Wang et al. propose
a model called Bottleneck-Aware Allocation (BAA) that provides a new definition of
fairness for allocation of multiple resources. BAA is complementary to our solution, given
that traffic bottlenecks are not covered in this work.
Finally, another solution that addresses QoS in storage systems is QoSC [72]. The

authors propose a data placement policy based on the QoS of the HDFS’s DataNodes. A
DataNode with high QoS has a heavier weight than one with low QoS, when the DataNode
selection policy is enforced. In our proposal, QoS of a storage node is determined by both
cache capacity and access hit ratio.

3.2.3 Workflow-Oriented Storage Systems

Workflow engines, such as the Data Mining Cloud Framework (DMCF) [41], Swift [68],
Pegasus [18], and OmpSs [6], are software systems for designing and executing data
analysis workflows. The majority of the workflow engines rely on the default shared
storage (parallel file system in HPC infrastructures or the storage service offered by
the public cloud provider) for any I/O-related operation. This implies that the I/O
performance of tasks is limited by the performance of the default storage and can be
greatly hit by contention. Locality-aware techniques are becoming more and more
important, in order to avoid these problems. The locality-aware policies presented in our
work could be beneficial for workflow engines.

Related with locality-aware storage specifically designed for workflow engines, Costa
et al. [14] propose the utilization of the file attributes of MosaStore, in order to provide
communication between the workflow engine and the file system, by using hints. The
workflow engine can provide these hints directly to the file system or the file system
can infer patterns by analyzing data accesses. The MosaStore approach is based on a
centralized metadata server that could become a bottleneck in large-scale systems.

The Any-scale Many-task computing File System (AMFS) framework presented in [76],
offers programmers a simple scripting language for the execution of parallel applications
in memory. We share with AMFS the approach of fully distributing metadata. However,
AMFS requires explicit specification of which data are stored in memory and which
data will be persistent, while our goal is to be able to transparently provide persistence
mechanisms to the programmer.

3.3 QoS-Driven Workflow Scheduling

As mentioned earlier, one of the major challenges of workflow scheduling in large-scale
distributed systems is to meet certain QoS criteria. These may include the completion
rate, the timeliness, the makespan, and the tardiness of the applications. In the following
subsections, a particular case study is presented. We investigate via simulation the
performance of a heterogeneous distributed system, where multiple soft real-time workflow
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applications arrive dynamically and are scheduled under various tardiness bounds. The
system performance is evaluated in terms of specific QoS metrics.

3.3.1 System Model

In this case study, the target distributed system is considered to consist of a set P of q
heterogeneous processors, that are fully connected by a heterogeneous network. Each
processor pi serves its own local queue of tasks and has an execution rate µi. The transfer
rate between two processors pi and pj is denoted by νij . The workflow applications arrive
at a central scheduler, where their unscheduled tasks wait in a global queue until they get
ready to be scheduled. A task becomes ready to be scheduled when it has no predecessors
or when all of its parent tasks have finished execution.
The heterogeneity degree HD of the system denotes the relative difference in the

processing speed of the processors, as well as in the transfer rate of the communica-
tion links. The execution rate of each processor is uniformly distributed in the range
[µ · (1−HD/2) , µ · (1 +HD/2)], where µ is the mean execution rate of the processors.
The data transfer rate of each communication link is uniformly distributed in the range
[ν · (1−HD/2) , ν · (1 +HD/2)], where ν is the mean data transfer rate of the com-
munication links. The same heterogeneity degree is used for the calculation of both
the execution rate and data transfer rate of each processor and communication link
respectively, since most modern distributed systems rely on virtualized resources and thus
feature a similar (moderate) degree of heterogeneity regarding their computational and
communication resources. The target system is illustrated in Figure 3.1.

3.3.2 Workload Model

It is assumed that multiple real-time workflow applications arrive dynamically at the
system, in a Poisson stream with rate λ [32, 62]. Each application is represented by a
directed acyclic graph (DAG) G = (V,E), where V is the set of the nodes of the graph and
E is the set of the directed edges between the nodes. Each node represents a component
task ni of the application, whereas a directed edge eij between two tasks ni and nj
represents the data that must be transmitted from the first task to the other.

A workflow application may have one or more entry tasks and one or more exit tasks. It
is assumed that the entry tasks of the application do not require any input data in order
to begin and therefore can be processed on any processor. Intermediate tasks, however,
require that all of their input data (produced by their parent tasks) are available on
their assigned processor, in order to be able to start execution. It is assumed that the
component tasks of an application are not preemptible, as preemption of real-time tasks
may ultimately lead to performance degradation [7].

Each task ni in a workflow application has a weight wi, which denotes its computational
volume (i.e. the amount of computational operations needed to be executed). The
computational cost of the task ni on a processor pj is defined as:

Comp(ni, pj) = wi/µj (3.1)
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Figure 3.1: The model of the distributed system under study.

where µj is the execution rate of processor pj .
Each edge eij between two tasks ni and nj has a weight cij which represents its

communication volume (i.e. the amount of data needed to be transmitted between the
two tasks). The communication cost of the edge eij is incurred when data are transmitted
from task ni (scheduled on processor pm) to task nj (scheduled on processor vmn) and is
given by:

Comm ((ni, pm), (nj , pn)) = cij/νmn (3.2)

where νmn is the data transfer rate of the communication link between the processors
pm and pn. In case both tasks ni and nj are scheduled on the same processor, the
communication cost of the edge eij is considered negligible. The length of a path in the
graph is the sum of the computational and communication costs of all of the tasks and
edges, respectively, on the path. The critical path length CPL is the length of the longest
path in the graph.
Each workflow application has a soft end-to-end deadline D, which can be missed by

an amount of time T , called tardiness [49]. Tardiness is given by:

T =

{
AFT −D if AFT > D

0 if AFT ≤ D
(3.3)

where AFT is the actual finish time of the application. The tardiness of an application
may be unbounded or bounded. The tardiness bound TB of an application is defined as:

TB = TF · CPL (3.4)
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where TF is a constant, called the tardiness factor of the application.
The makespan (i.e. schedule length) M of a workflow application is given by:

M = AFT −AST (3.5)

where AST is the actual start time of the application.
The communication to computation ratio CCR of a workflow application is the ratio of

its average communication cost to its average computational cost on the target system
and is defined as:

CCR =

∑
eij∈E Comm(eij)∑
ni∈V Comp(ni)

(3.6)

where V and E are respectively the sets of the tasks and the edges of the application.
Comm(eij) is the average communication cost of the edge eij over all of the communication
links in the system, whereas Comp(ni) is the average computational cost of the task ni
over all of the processors in the system.
It is assumed that the computational volume of a task in a workflow is exponential

with mean w, whereas the communication volume of an edge is exponential with mean c.
The mean communication volume c is calculated from (3.6), for a given CCR and w. An
example of a workflow application represented as a directed acyclic graph is shown in
Figure 3.2.

3.3.3 Scheduling Approach

In order to schedule the ready tasks in the global queue of the system, a list scheduling
heuristic is employed, which consists of two phases: (a) a task selection phase and (b) a
processor selection phase. Specifically, we use our proposed algorithm Earliest Deadline
First with Best Fit (EDF_BF), as described in [57, 56, 54, 55], since it exhibits promising
performance. The key feature of our proposed policy is the incorporation of the Best
Fit bin packing technique [13, 33] into the processor selection phase, in order to improve
the performance of the system, by utilizing possible idle time gaps that may form in the
schedule of a processor. The proposed approach could be employed for the scheduling of
web services and applications in web and cloud environments, where scheduling efficiency
and performance are extremely important factors. The EDF_BF scheduling strategy is
described below.

Task Selection Phase The task with the highest priority for scheduling is the one
that its application has the earliest end-to-end deadline. That is, the prioritization of the
tasks is based on the Earliest Deadline First (EDF) policy.

Processor Selection Phase Subsequently, the scheduler assigns the selected task
from the previous step to the processor that can provide it with the earliest estimated start
time EST , with any ties broken randomly. The EST of a ready task ni on a processor
pn is defined as:

EST (ni, pn) = max {tdata(ni, pn), tidle(ni, pn)} (3.7)
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Figure 3.2: A workflow application represented as a directed acyclic graph with three
entry tasks, four exit tasks and six intermediate tasks. The number in each
node denotes the average computational cost of the represented task. The
number on each edge denotes the average communication cost between the
two tasks that it connects. The critical path of the graph is depicted with
thick arrows.

where tdata(ni, pn) is the time at which all input data of task ni will be available on
processor pn, whereas tidle(ni, pn) is the time at which pn will be able to execute task ni.
In order to calculate the term tidle(ni, pn), we first find the potential position of the

ready task ni on processor pn. This is the position at which the ready task ni would be
placed in the local queue of processor pn, if it was actually assigned to that particular
processor. The potential position of a ready task in a processor’s local queue is determined
by taking into account the task’s priority and by utilizing possible gaps in the processor’s
schedule, as follows:

1. We first find the initial potential position at which the ready task ni would be placed
in the processor’s queue, according to its priority and so that it does not precede
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the task that is placed after the last utilized gap in the schedule of processor pn.
Otherwise, some utilized schedule gaps may be canceled out. The scheduled tasks
placed in the area between the head of the queue and the initial potential position
of the ready task, form the searchable area of the queue.

2. Subsequently, the tasks in the searchable area of the queue are examined whether
they can give schedule gaps, starting from the task at the head of the queue. A gap
is candidate to be utilized by the ready task ni only when it can accommodate its
computational cost. Moreover, the ready task ni must not delay the succeeding
task nj in the processor’s queue. That is, the following condition must hold:

Comp(ni, pn) ≤ tdata(nj , pn)− EST (ni, pn) (3.8)

In order to place the ready task ni into a schedule gap, the Best Fit (BF) bin
packing technique is employed. According to this heuristic, the task is inserted
into the gap where its computational cost fits and where it leaves the minimum
unused time possible. The position of a ready task that is inserted into a gap in the
processor’s schedule is called the final potential position of the task. In case a ready
task cannot be inserted into a schedule gap, its final potential position is the same
as its initial potential position in the processor’s queue.

3.4 Data Locality-Driven Workflow Scheduling

In the previous case study, we considered that the synchronization of the component tasks
of a workflow application is achieved through communication via the network. However,
as mentioned in the previous sections, the data flow between the intermediate tasks of a
workflow application may be based on the exchange of files. In this case study, we extend
the former model, assuming that files are used in the input, output and intermediate
stages of the workflow, in order to evaluate the impact of using data location information
on the performance of workflow scheduling in ultrascale systems. We investigate whether
data locality exploitation can reduce the communication times and consequently minimize
the average makespan of the workflow applications.

3.4.1 Utilization of Hercules Distributed In-Memory Storage Solution

In order to exploit data locality, we incorporated into our model the Hercules distributed
in-memory storage solution, as presented in our previous work in [20]. Hercules provides
the following advantages: scalability, ease of deployment, flexibility and performance [25, 8].
Furthermore, it has been proven that Hercules can benefit workflow engines in HPC and
cloud environments, by facilitating the exploitation of data locality, independently of the
underlying infrastructure [69, 21]. Hercules consists of two levels: a client-side user-level
library (Hercules front-end) on top of server-side I/O nodes (Hercules back-end). The
applications use the information provided by the Hercules user-level client library, in
order to access data on the server-side I/O nodes.
Hercules I/O servers can be deployed using either dedicated or shared resources. In

the dedicated resources case, Hercules I/O servers are deployed on dedicated nodes, with
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the sole objective of providing an alternative I/O solution to the shared file system. In
the shared resources case, Hercules I/O servers are deployed onto the compute nodes.
Specifically, a Hercules server is deployed on each available compute node, providing
better I/O scalability than typical shared file systems, where the number of I/O nodes is
statically configured. Moreover, the co-location of the application, Hercules client and
Hercules I/O server on the same compute node, enables the possibility of local in-memory
data access. This feature, combined with locality-aware schedulers, exposes and exploits
data locality.

In this case study, we assume that Hercules is utilized according to the shared resources
approach, where a Hercules I/O server is deployed on each compute node. When a task
of a workflow application is scheduled for execution on a compute node of the distributed
system, it may access its required data through the Hercules client on the local Hercules
I/O server, in case they are locally available. Otherwise, it may access the data through
the Hercules client on a remote Hercules I/O server (residing on another compute node),
where they are available. Alternatively, in case the data are not available in the Hercules
storage system, the task can access them from the shared parallel file system (GPFS).
This is depicted in Figure 3.3.

In order to show how Hercules interacts with the workflow engine, we have adapted
the workflow application model so that the communication between the tasks is achieved
through temporary files. Specifically, for the example application shown in Figure 3.2,
we consider that the three entry tasks read one file each, the four exit tasks write one
resulting file each and the communication to/from the intermediary tasks is performed by
write/read operations over intermediate files. The six intermediary tasks must wait to
read a file created by their parent tasks. After their execution, they must write a file for
communicating the results to their child tasks. This is depicted in Figure 3.4. As in the
previous model, the number in each node denotes the average computational cost of the
represented task. However, the number on each edge now denotes the average I/O cost
between the tasks that it connects, depending on the file size.
In this model, the communication link in the system is replaced by temporary files,

which could be stored in Hercules local back-ends, Hercules remote back-ends and the
underlying parallel file system (i.e. OrangeFS, Lustre or GPFS). The communication
cost of the edge eij between two tasks ni and nj is substituted by the I/O cost of
creating/accessing the temporary files, which highly depends on where the data are stored.
Given the single path and single copy characteristics of Hercules, data can only be stored
in one level of the file system. Hij represents the probability of finding a file generated by
task ni and required by the child task nj , in the Hercules subsystem. Every file not stored
in Hercules will be transferred to/from GPFS, with an inverse probability of 1 − Hij .
Assuming a file system with three levels (local Hercules, remote Hercules and shared file
system), each level will expose a different hit ratio, depending on the effectiveness of each
server at providing data locality services. This cost is denoted by:

IO ((ni, pm), (nj , pn)) = Hij · (IOlocal + IOremote) + (1−Hij) · IOshared (3.9)

Based on this general equation, we can further describe each of the previous I/O-related
costs. Hercules costs will be especially related to the hit ratio of the local level and the
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Figure 3.3: The model of the Hercules distributed in-memory storage solution.

remote level, which are represented by hlij and hrij , respectively. The costs related with
Hercules communications can be modeled as:

IOlocal = hlij · (fij/bmmn) (3.10)

IOremote = hrij · (fij/bnmn) (3.11)

where hlij is the local hit ratio, reflecting the probability of finding a file generated by
task ni, which was executed on processor pm, on the processor pn that the subsequent
task nj is going to be executed. hrij is the remote hit ratio, representing the probability
of finding the file on any other processor. bmmn is the bandwidth of the local accesses to
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the in-memory storage system, whereas bnmn is the bandwidth of the remote accesses to
the in-memory storage system, performed through the fully-connected network. fij is the
file size, representing the amount of data transferred from processor pm to processor pn.
Additionally, as stated before, based on the single path and single copy characteristics of
the Hercules subsystem, each data item can only be stored in one of the hierarchy levels,
which implies that:

hrij = 1− hlij (3.12)

Finally, the cost of accessing file data in the shared file system can be described as:

IOshared = fij/ρmn (3.13)

where ρmn corresponds to the throughput provided by the shared file system. It is directly
affected by the contention problem, depending on the number N of tasks concurrently
accessing the storage subsystem:

ρmn =MAXρmn/(1−Hij) ·N (3.14)

where MAXρmn is the maximum theoretical throughput offered by the shared file system
in perfect conditions. It is degraded by the file system contention.
Based on the modification of the communication concept into file access operations,

instead of the CCR parameter of a workflow application, in this case study we employ
the notion of the I/O to computation ratio IOCR of a workflow application, which is the
ratio of its average storage cost to its average computational cost on the target system.
It is defined as:

IOCR =

∑
eij∈E IO(eij)∑
ni∈V Comp(ni)

(3.15)

where IO(eij) is the average I/O cost between tasks ni and nj , whereas Comp(ni)
represents the average computational cost of the task ni over all of the processors in the
system.
As shown in Figure 3.4, the workflow application previously depicted in Figure 3.2,

is modified so that the data dependencies between the tasks are now represented as file
accesses. In the Figure, the communication costs are now replaced by the corresponding
I/O costs.

3.4.2 Incorporation of Data-Awareness into the Scheduling Algorithm

In order to schedule the ready tasks in the global queue of the system, as in the previous
case study, a list scheduling heuristic is employed, which consists of two phases: (a) a
task selection phase and (b) a processor selection phase. Again, the EDF_BF algorithm
is utilized. However, in this case study, data-locality criteria are incorporated into the
processor selection phase, in order to avoid data movement between processors, as well as
between a processor and the global file system.

SDAMATHECS 22



Scalable Data Management Techniques for High-End Computing Systems

3 6 8

5 3

n1 n2 n3

n4 n5 n6 n7

n8 n9 n10

n11 n12

n13

9 3

4

3

2

5

6

15

6

7

4

14

8

7

1

7

7

11

Figure 3.4: The application DAG including file dependencies. Files can be stored in
a traditional shared file system, a Hercules I/O solution deployment or a
combination of both.

Task Selection Phase As previously stated, the task with the highest priority for
scheduling is the one that its application has the earliest end-to-end deadline. Thus, the
prioritization of the tasks is based on the EDF policy.

Processor Selection Phase As in the previous case study, the execution of a data-
dependent task whose data are not available, is delayed until all of the data dependencies
are fulfilled. In this model, the scheduler works in combination with Hercules in order
to select the resources for each task. Specifically, the scheduler takes into account the
data location information in order to assign the selected task to a processor. The data
are made available locally or remotely by Hercules. Whenever Hercules retrieves the data
from a parent task, it moves them to the child task (if necessary) and notifies it about
the availability. A task can be placed on the data node or as near as possible to the data
dependency. This mechanism can be used for various processor allocation policies, which
move the task execution where the data are available, provided that Hercules returns the
information about data placement.
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The EST of a ready task ni on a processor pn is defined again as:

EST (ni, pn) = max {tdata(ni, pn), tidle(ni, pn)} (3.16)

where tdata(ni, pn) is the time at which all data input files of task ni will be available on
processor pn, whereas tidle(ni, pn) is the time at which pn will be able to execute task ni.
As in the previous case study, the term tidle(ni, pn) is calculated by utilizing schedule
gaps with the BF policy. However, now tdata(ni, pn) changes depending on the service
model for the data files: Hercules local data access, Hercules remote data access and
shared global file system, as shown in Figure 3.3.

3.5 Performance Evaluation

The system performance was evaluated via simulation, using specific metrics. First,
the framework under study was evaluated from the QoS perspective. Subsequently, the
data-locality features were incorporated into the framework and the system performance
was evaluated from the data locality perspective.

3.5.1 Evaluation Metrics

The performance of the system was evaluated in terms of the following QoS metrics:

• Application completion ratio (ACR), which is given by:

ACR =
TNCA

TNAA
(3.17)

where TNCA is the total number of completed applications, i.e. the total number
of workflow applications that completed execution either within or beyond their
deadline. TNAA is the total number of application arrivals at the system, during
the observed time period.

• Application guarantee ratio (AGR), which defined as:

AGR =
TNGA

TNAA
(3.18)

where TNGA is the total number of guaranteed applications, i.e. the total number
of workflow applications that completed execution within their deadline, without
exhibiting any tardiness.

• Average makespan (M), which is the average makespan of all of the completed
workflow applications.

• Average tardiness (T ), which is the average tardiness of all of the completed workflow
applications.
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Table 3.1: Simulation Input Parameters.
Parameter Value
Number of completed DAGs 106

Number of processors q = 64
Scheduling method EDF_BF
Mean processor execution rate µ = 1
Mean link transfer rate ν = 1
Mean file system throughput rate (data locality case) ρ = 1
System heterogeneity degree HD = 0.5
Max number of tasks per DAG X = 64
Number of tasks per DAG a ∼ U [1, X]
DAG arrival rate λ = {1, 1.25, 1.5, 1.75}
DAG relative deadline RD ∼ U [CPL, 2CPL]
Communication to computation ratio CCR = 1
I/O to computation ratio (data locality case) IOCR = {0.25, 0.5, 0.75, 1}
Mean task computational volume w = 1
DAG tardiness factor TF = 0.2
DAG tardiness bound TB = {0, 0.2CPL, unbounded}

3.5.2 Experimental Setup

The performance of the framework under study was evaluated via simulation. Due to the
complexity of the system and the workload models, we implemented our own discrete-
event simulation program in C++, tailored to the requirements and specifications of the
particular framework. Furthermore, in order to obtain unbiased simulation results, no
specific workload traces were used, but synthetic workload was used instead. Specifically,
we used our own random DAG generator, as described in [52].

We conducted a series of simulation runs, using the independent replications method.
Specifically, we ran 30 replications of the simulation program for each set of input
parameters, with different seeds of random numbers. The termination condition of each
replication was the completion of 106 workflow applications. For every mean value, a 95%
confidence interval was evaluated. The half-widths of all of the confidence intervals are
less than 5% of their respective mean values. The simulation input parameters used in
our experiments are shown in Table 3.1.
The performance of the system, with respect to the arrival rate λ of the workflow ap-

plications, was evaluated under different bounds of tardiness. Specifically, we investigated
the effects of the following tardiness bounds TB on the performance parameters: (a) the
case where no tardiness is allowed for each workflow application (i.e. TB = 0), which
is essentially equivalent to the case of hard deadlines, (b) the case where the allowed
tardiness for each workflow application is bounded by a value proportional to its critical
path length (i.e. TB = TF ·CPL) and (c) the case where the maximum allowed tardiness
is unbounded. The simulation results are analyzed in the following subsection.

The features of the storage system are characterized by the mean file system throughput
rate (ρ) and the I/O to computation ratio (IOCR) parameters. We considered different
scenarios, in order to investigate the effect of data locality using Hercules. For example,
in the case of lack of data locality, IOCR is equal to 1, which means that all files are
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Table 3.2: IOCR-Data Locality Relationship Input Parameters.
Parameter Value
Memory bandwidth 3500 MB/s
Average Hercules remote throughput 100 MB/s
Average file data volume 100 MB
Max. shared file system throughput 2000 MB/s
Average number of concurrent tasks 100

forwarded to the infrastructure file system. A IOCR = 0.25 corresponds to a scenario
where maximum data locality is achieved.

3.5.3 QoS Simulation Results Analysis

The performance of the system in terms of the application completion ratio ACR metric,
is shown in Figure 3.5. It can be observed that in the case where the maximum allowed
tardiness of the applications is unbounded, the ACR is always almost equal to 1, for all
workload conditions. This is because, without any tardiness bound, all of the applications
are allowed to complete their execution, without any time constraints. On the other hand,
when the tardiness bound is TB = 0, which essentially means that the applications have
to finish their execution within their deadline, because otherwise they are lost, the ACR
is low. When the tardiness is bounded by a specific amount of time (TB = 0.2CPL), the
ACR has a value between the two extreme cases.

Figure 3.6 shows the QoS level of the system in terms of the application guarantee ratio
AGR metric. It can be observed that the AGR decreases as the tardiness bound increases.
Since the computational and communication volumes of each application are exponentially
distributed, they more often have small values and sometimes very large values. That
is, a large percentage of the applications that arrive at the system exhibit moderate
computational and communication requirements, whereas there is a small percentage of
them that are computationally and communication intensive. Therefore, as the tardiness
bound increases, a larger number of the few computationally and communication intensive
applications is allowed to complete its execution, delaying the other applications in the
system, leading to more deadline misses.
For the same reason, the average makespan M and the average tardiness T of the

completed applications increase as the tardiness bound increases. This can be observed
in Figures 3.7 and 3.8, respectively. It can also be observed that with the increase of the
arrival rate λ of the applications, all of the QoS metrics exhibit poorer performance. This
is due to the heavier workload, which has a negative impact on the system performance.

3.5.4 Data Locality Simulation Results Analysis

In order to investigate how data locality affects the performance of the system, we
simulated different scenarios with workflows featuring various data locality characteristics.
As a starting point, Figure 3.9 shows how the quantity of data available in Hercules
(H) and the data locality behavior of the workflow (hit ratio of Hercules local accesses,
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Figure 3.5: The application completion ratio (ACR) vs. the arrival rate λ, for tardiness
bound TB = 0, TB = 0.2CPL and for unbounded tardiness.

Figure 3.6: The application guarantee ratio (AGR) vs. the arrival rate λ, for tardiness
bound TB = 0, TB = 0.2CPL and for unbounded tardiness.

hl) affects the I/O to computation ratio (IOCR), based on the parameters of Table 3.2.
As can be seen in Figure 3.9, for an increasing ratio of available data in the Hercules
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Figure 3.7: The average makespan (M) of the completed applications vs. the arrival rate
λ, for tardiness bound TB = 0, TB = 0.2CPL and for unbounded tardiness.

Figure 3.8: The average tardiness (T ) of the completed applications vs. the arrival rate
λ, for tardiness bound TB = 0.2CPL and for unbounded tardiness.

subsystem, the shared file system contention is greatly reduced, significantly reducing
IOCR. Local data access benefits the I/O performance of the system, reducing the I/O
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Figure 3.9: The dependence of I/O to computation ratio (IOCR) on the data locality
behavior of the tasks and the percentage of data available in the Hercules
subsystem.

cost, especially when more data are available in the Hercules file system.
Figure 3.10 shows the performance of the system in terms of the average makespan M

for arrival rate λ = 1.75 and unbounded tardiness, for workflow applications where the
dependencies of their tasks are solved using files, as shown in Figure 3.4. We simulated
scenarios with different IOCR values, in order to show how different data locality behaviors
affect the makespan of the workflows. We chose the maximum arrival rate used in previous
simulations, as well as an unbounded tardiness, in order to stress the file system, as
a high arrival rate and an unbounded tardiness mean that more files are created and
thus there is more contention in the file system. As shown in Figure 3.10, even for the
same arrival rate, the average makespan M changes, depending on the data locality of
the temporary files created to facilitate the communication between the tasks. In case
only the shared file system is used (IOCR = 1), all files must be created, written, and
read from it, increasing both metadata and data operations in the storage devices. Thus,
the makespan metric exhibits poorer performance. To evaluate the effect of Hercules,
we have simulated three scenarios, providing: (a) low data locality (IOCR = 0.75), (b)
moderate data locality (IOCR = 0.5) and (c) high data locality (IOCR = 0.25) . As we
increase data locality, the cost of data movement operations is lower, since more data are
copied using local or remote memory from Hercules servers. The average makespan is
decreased by an average of 48% between the two data locality extreme cases (IOCR = 1
and IOCR = 0.25).
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Figure 3.10: The average makespan (M) of the completed applications vs. the I/O
to computation ratio (IOCR), for arrival rate λ = 1.75 and unbounded
tardiness.

3.6 Conclusions

In this paper, we investigated the workflow scheduling problem in large-scale distributed
systems, from both the QoS and data locality perspectives. We considered two case
studies, where the communication between the component tasks of a workflow is achieved
through the network in the first and through temporary files in the second, utilizing the
Hercules distributed in-memory storage solution. A system and workload model have
been formulated, characterizing the major properties under consideration. Specifically, we
investigated by simulation the performance of a heterogeneous distributed system, where
multiple soft real-time workflow applications arrive dynamically. The applications were
scheduled taking into account the communication cost in the first case study and the I/O
cost and data locality in the second. The system performance was evaluated in terms of
specific metrics.
In the first case study, the simulation results show that the value of the tardiness

bound has a different impact on the various performance parameters. Specifically, the
application completion ratio (ACR) improves as the tardiness bound increases, whereas
the application guarantee ratio (AGR) and the average makespan (M) deteriorate. In the
second case study, the results of the simulation experiments show that the data locality
behavior of the tasks considerably affects the system performance. Specifically, the
average makespan (M) of the completed applications improves as the I/O to computation
ratio (IOCR) decreases. That is, the utilization of Hercules is beneficial to the system
performance, due to the data locality techniques provided by our solution.
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4 Analysis of the load balance of a delegated I/O
architecture in a real application

This section details the deep study performed in conjunction with the Argonne National
Laboratory of the load balance penalties derived from the application data locality
techniques in data-intensive workflow applications [23]. The architecture used for this
experiment is the combination of the Hercules in-memory generic I/O architecture
(introduced in detail in the Technical Report E2.1) and the Swift workflow framework and
runtime, especially designed for executing data-intensive workflows in HPC platforms.

The load balance analysis has been performed over the execution of a MapReduce-like
workflow application written in Swift and C. MapReduce-like workflow that performs both
computation and I/O. We have implemented in C and Swift an application that receives
n text files as input and counts how many words of different sizes are in all these files.
The output is a text file including the number of words with size 1 on the first line, size 2
on second line, and so on. Each job consists of three tasks. A map task reads an input
file from GPFS, tokenizes the file, and produces a temporary file over GPFS/Hercules. A
count task reads a file produced by the previous task, counts the number of words with
the same length contained, and produces a temporary file over GPFS/Hercules. A merge
task takes two files produced previously and merges their contents. The final resulting
file is stored in GPFS.
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Figure 4.1: MapReduce-like workflow. Source data and results are directly accessed
through the persistent storage (GPFS). Top part of the figure shows the
classical approach where I/O operations are performed over GPFS, in contrast,
bottom part of the figure shows our proposed approach where temporary data
are accessed through Hercules.

In the Hercules case, the initial input files are read from GPFS and the final output file
is written to GPFS, while any other I/O operations are performed over Hercules. This
approach emulates the behavior of a real application where input data are stored on the
default shared file system and the results should be saved to the persistent default storage.
Figure 4.1 details the workflow and the data flow, including which phases of the workflow
perform I/O operations over Hercules or GPFS.

Different locality-aware approaches were analyzed in order to show the load imbalance
produced by over-fitting data locality techniques. The locality-aware techniques applied
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Table 4.1: MapReduce data-locality configurations.
Data Placement Task Placement locality Tag
default (DP-def) locality agnostic (TP-loc-ag) Her1
informed (DP-inf) locality agnostic (TP-loc-ag) Her2
default (DP-def) locality aware HARD (TP-loc-aw HARD) Her3
default (DP-def) locality aware SOFT (TP-loc-aw SOFT) Her4
informed (DP-inf) locality aware HARD (TP-loc-aw HARD) Her5
informed (DP-inf) locality aware SOFT (TP-loc-aw SOFT) Her6

can be divided in two main categories: task placement mechanisms and data placement
mechanisms. On the one hand, task placement mechanisms send the execution next to the
data, executing the task in the node containing the data in two different configurations:
HARD NODE and SOFT NODE. HARD NODE enforces the task placement on the node
where the process with the given rank runs and dynamically selects the best-available
worker in the node while SOFT NODE offers best-effort task placement on the node
of the given rank (the load balancer can decide to move the task on a worker running
in a different node). On the other hand, data placement mechanisms aim to achieve a
better data load among the available I/O nodes. Hence, the data placement is either
default (algorithmic hashing) or informed (balanced data distribution). A summary of
the different configurations can be found in Table 4.1.

In the technical report 4.3, we introduce that an improvement in the I/O performance
does not necessarily translate into an improvement in the total workflow execution time.
This is caused by the existing trade-off between data-locality and load balance. Strictly
forcing tasks to be executed in the node where data are stored (HARD NODE task
placement policy) can hurt the load balance when data distribution is not perfect (default
data placement). Tasks ready to be executed can be waiting for a busy node containing
the required data (data locality exploitation) while other nodes are idle (load imbalance).
In summary, improving data locality may hurt load balance and vice versa.

For illustrating this analysis, we plotted the behavior of each worker for four Hercules
configurations from the scenario where the MapReduce.like workflow is executed using
32 worker nodes running 8 workers per node (up to a total of 256 workers processing a
workflow composed of 256 jobs (767 tasks)), as specified below. Figures 4.2 - 4.5 show
the time spent by each worker performing compute or I/O operations (in green) and idle
states (in dark red).

Figure 4.2 displays the behavior for the default configuration. This case shows a good
load balance, with some idleness appearing in the final stages of the workflow. However,
the I/O performance could be improved by exploiting the data locality.
Figure 4.3 shows the behavior for strictly enforcing the data locality and using the

default data placement. When we force the data locality, the time needed by each worker
to complete its assigned tasks is substantially reduced thank to the better I/O performance,
and the best possible average performance per worker is obtained. Nevertheless, the total
execution time (yellow line) is the worst among all configurations (even worst than locality
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Figure 4.2: Detailed diagram of the execution status of each worker represented as a
timeline (in seconds). Default data-placement and locality-agnostic Swift/T
scheduler. [DP-def TP-loc-ag - Her1]

agnostic). As Figure 4.3 shows, forcing data locality without a proper data placement
implies that some workers remain underutilized (24.48% of idle time), while some tasks
still are waiting to be executed because the data are in another node, affecting total
execution time.

An alternative to this solution is relaxing the data locality condition while maintaining
the default data placement. The behavior of best-effort data-locality task placement and
default data-placement strategy is depicted in Figure 4.4. In this configuration, the data
locality is not fully exploited. However, the flexibility of the best-effort strategy allows
the scheduler to reduce the idleness (5.18% idle time) and to achieve a reasonable load
balance. The improvement in load balance results in a better execution time than both of
the previous cases (default behavior and strictly enforced task placement without proper
data placement). This solution presents a proper balance between execution time and
programming effort.

Finally, we evaluated the cases where data are perfectly balanced, both with enforced
and best-effort locality-aware task placements. The best possible case where strictly
enforced data locality task placement is applied over perfectly balanced data distribution
is shown in Figure 4.5. This optimal case achieves the best total execution time because of
two factors: best I/O performance due to maximum locality exploitation and better CPU
utilization than the previous studied cases (95.31%) due to the good load balance achieved
by the scheduler due to the correct balance in data distribution. Figure 4.6 presents the
last case, where best-effort task placement is applied over perfectly distributed data. This
scenario achieves the best resources utilization (4.12% idle time) but the total execution
time is penalized by the placement of some tasks far from the data, requiring remote
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Figure 4.3: Detailed diagram of the execution status of each worker represented as a
timeline (in seconds). Default data-placement and enforcing locality-aware
scheduling (HARD, NODE). [DP-def TP-loc-aw HARD - Her3]
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Figure 4.4: Detailed diagram of the execution status of each worker represented as a
timeline (in seconds). Default data-placement and best-effort locality-aware
scheduling (SOFT, NODE). [DP-def TP-loc-aw SOFT - Her4]
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Figure 4.5: Detailed diagram of the execution status of each worker represented as a
timeline (in seconds). Informed data placement and enforcing locality-aware
scheduling (HARD, NODE). [DP-inf TP-loc-aw HARD - Her5]

accesses which penalize the I/O performance.
The weakness present in these last two cases is related to the programming effort

required for achieving the best performance. Currently, the custom data placement is
user-driven and these two scenarios require perfect data distribution, which can be hard
to obtain.
As conclusions of this load balance and data-locality trade-off analysis, we can state

that perfect conditions where perfect data placement is combined with enforced locality-
aware task placement result in the best possible performance. However, the best-effort
locality-aware task placement presents an improvement of the execution times even in
sub-optimal data placement scenarios, resulting in a good trade-off between achieved
performance and programming effort.

5 Conclusions

Future HEC systems will suffer from scalability issues due to the increase of size of the
systems and the focus on data of the future scientific applications. These challenges
should be tackled by proposing novel scheduling algorithms and load balancing techniques
for the future delegated I/O architectures.

This technical report has presented the different works carried out related with the study
of scheduling and load balance for delegated I/O nodes. Our work covers a wide range of
perspectives, from theoretical works to completely experimental research. The research
leading to these report has been developed in collaboration with prestigious institutions
such as Argonne National Laboratory and the the Aristotle University of Thessaloniki,
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Figure 4.6: Detailed diagram of the execution status of each worker represented as a
timeline (in seconds). Informed data placement and best-effort locality-aware
scheduling (SOFT, NODE). [DP-inf TP-loc-aw SOFT - Her6]

while participating in the European research network for sustainable ultrascale computing
(NESUS EU COST Action IC1305).

We can conclude that our works bring new solutions to the scheduling and load balance
challenges and had been proved relevant in every step of the research path, from theoretical
new approaches, to modelling and simulation of possible solutions, to implementation
and evaluation in real scenarios of real applications and in collaboration with prestigious
research institutions.
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