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1 Introduction

The evolution of scientific applications from CPU-intensive (being the CPU the main
bottleneck of the application) to I/O-bounded data-intensive applications, where the I/O
subsystem is the main limitations for achieving the best possible performance, has lead
the research for evolving the existing I/O solutions.
In recent years, the research community has focused on improving the performance

of the I/O subsystems as well as alleviating the I/O pressure over such infrastructure.
One of the initial researches on that areas is the active storage. As pointed out on [13]
the first definitions of Active Storage refer to a computer system architecture which
utilizes processing power in disk drives to execute application code. Active Storage was
introduced in separate academic papers [2, 18, 29] in 1998.
The term Active Storage is sometimes identified merely with the computer systems

proposed in these papers. Two synonyms, Active Disk and Intelligent Disk, are also used
to refer to Active Storage. The basic idea behind Active Storage is to offload computation
and data traffic from host computers to the disk drives themselves such that the system
can achieve significant performance improvements for data intensive applications such as
decision support systems and multimedia applications.
Focusing strictly on High-End Computing Systems (HECS), traditional High Perfor-

mance Computing applications were computing-intensive (no data-driven), but as the
diversity of the HPC applications has been growing, some of them have started becom-
ing more data-driven, hence requiring new I/O approaches. As described in the well
known “Landscape of Parallel Computing Research (a view from Berkeley)” [3]. This
report introduces the most used numerical functions and other greatly used techniques in
HPC applications, naming them as “Dwarfs”, and presenting them as the base of HPC
computing. Optimizing these functions and techniques will be a key factor for improving
HPC performance. The report also suggests future Dwarfs, some of them focused on
data-intensive computing.

The problem derived from this future data-intensive problems arises because common
architecture of Supercomputers (as described in [9]) is divided in two partition for the
nodes: compute nodes and I/O nodes. The number of I/O nodes are a fraction of the total
number of compute nodes, so for data-driven application this could become a problem. In
order to minimize the effect, several solutions have been explored, with two approaches
standing out from the rest: the use of aggressive staged caching mechanism and delegated
execution into I/O nodes.
The objective of aggressive caching focuses on minimizing the effect of data-intensive

I/O loads, but it does not solve the problem, and the problem is the amount of data
used in large applications increases more and more. As example of this kind of research
alternative, we found the interesting work proposed: [17].

So the idea of delegated execution becomes more appealing for HPC world at I/O node
level. Delegated execution can be considered as an evolution of active storage for large
scale systems. In addition to the utilization of the greatly limited CPU power existing in
hard disk drives, delegated execution proposes the utilization of the powerful resources
integrated in the I/O nodes for alleviating the I/O contention (both the delegated execution
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and active storage are terms referring this kind of behavior in the literature).

Figure 1.1: Active storage. Left side of the figure shows classical I/O approach. Right
side of the figure shows an example of active storage approach.

As shown in Figure 1.1, in the left side of the figure appears the classical approach,
where the applications request data, and the whole data is transferred for being processed
in the compute node. The active storage approach is based on the offloading of some
of the computation, in order to be performed where the data is stored. By moving the
treatment of the data close to the source of this data, the data movement could be reduced
(thus, the scalability could be improved).

Future trends point out Big Data systems becoming more and more popular, even
for scientific computing, leading to a future scenario where data-intensive applications
become more mainstream, emphasizing the necessity of improved I/O subsystems.

The remainder of this technical report is organized as follows. Section 1 presents a brief
introduction to delegated execution in data-intensive applications. Section 2 presents
a detailed description of the evolution of active storage techniques, focusing especially
on data-intensive applications and large scale systems. Section 3 presents future trends,
opportunities, and challenges of the application of delegated execution in High-End
Computing systems (HECS). Section 4 concludes this tech report with a brief summary
of the importance of delegated execution in HECS and future research lines related with
the topic.

2 Related work on active storage and delegated
execution

The first works related with active storage date from 1998, when different research times
explored in parallel the utilization of the computing resources embedded into hard disk
drives for I/O-related computation.
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The more generic approach was the proposed by Acharya et al. [2]. They propose the
application of active storage as a first approach for moving computation near the data
that is going to be processed. In this paper, the authors propose splitting the application
code between the host (primarily for scheduling purposes) and the disklet code, where
the CPU embedded on the hard disk drive is used for offloading bulk of the processing.
The authors propose a stream-based programming model for the disklets, where Disklets
take streams as inputs and generate streams as outputs, without allocating data.
In [29] Riedel er al. applied active disks to data mining and multimedia applications.

Their results showed the potential performance gains obtained by reducing the data
transfers, circumventing the limited interconnect bandwidth. They also successfully
foresaw the growth in data requirements for future applications, especially data mining
and multimedia. Another interesting use case presented almost at the same time is [18],
Keeton et al. exposed a use case for applying active disks (in this case named as Intelligent
Disks) to decision support systems and data warehousing workloads.

Several studies have presented the use of active storage in Sivathanu et al have also
proposed the use of active storage in database workloads [33, 32].
Since 1998, several researchers have focused their interest in the concept of active

disks and their evolutions: in database-oriented systems [35], [33], [32]. The following
subsections will present the most relevant works related with the application of active
storage and delegated execution in the scientific community and their related applications
and infrastructures.

2.1 Distributed and parallel I/O solutions

This subsection focuses the attention in active storage works especially related with large
scale systems, distributed systems, and parallel file systems.
The first trends in the use of active storage in high performance systems appears

two years after the initial proposition of this techniques. In the year 2000, Memik
et al. [21] propose the utilization of active storage in a typical scenario for that year:
Decision Support System (DSS) databases. The main difference between their research
in comparison with other studies previously cited is their especial focus on large scale
infrastructures. They compare the performance of one single node using active disks in
comparison with other infrastructures not equipped with active storage: a single host
and a small cluster. Their results showed better performance for the active disks enabled
system than the rest of alternatives. Furthermore, the use of active storage alleviated
the congestion in the I/O network, showing potential improvements for performance and
scalability in distributed systems.

Still in the year 2000, Hsu et al. propose a new approach for solving the I/O overload
of DSS workloads. The authors propose the Smart Storage (SmartSTOR) architecture in
which a processing unit that is coupled to one or more disks can be used to perform such
offloaded processing [14]. This approach leads the path to the use of I/O nodes instead of
non-smart network-attached disks and shows the potential for delegated execution of code
in powerful I/O nodes, providing “two key performance advantages, namely a reduction
in I/O movement between the host and I/O subsystem, and the ability to offload some of
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the work from the host processor to the processing units in the SmartSTORs.”
In 2002 the efforts of the research community started to focus on applying active storage

to distributed systems and applications. Sivathanu et al. presented advances strictly
related with active disks in distributed environments with the Scriptable RPC (SRPC) [31],
an RPC-based framework that enables distributed system services to take advantage of
active components. SRPC provided simple migration to active disks without significant
changes in the existing systems. This article presents three main advantages of the use of
active disks in distributed environments: better client performance (merging operations
with dependencies into a single operation between the client and the disk, thereby reducing
the number of network round-trips), easier integration of new functionality into the file
system, and co-location of operations at the disk instead of being distributed across
multiple clients (avoiding complex failure scenarios).

Figure 2.1: Early discard. Top side of the figure shows the classical approach for data-
intensive applications where all the data is transferred to the compute node
and then processed. In contrast, applying early discard in active storage,
irrelevant data is not transferred to the host. [15]

Wickremesinghe et al. [37] proposed the execution streaming functions embedded into
disks, in distributed environments. As example, they propose the use of their solution in
geographic information systems, where sensors are distributed and is better to treat the
data at the source in order to compress or discard useless data prior to the data transfer
for alleviating network traffic. Following the same logic, Diamond [15] proposes to early
discard irrelevant data in active storage for data-intensive applications (see Figure 2.1).

Chiu et a. furtherly extend the concept of active disk, evolving in smart disk “a type of
processor-embedded active I/O devices, with their on-disk memory and network interface
controller, can be viewed as processing elements with attached storage.” [6]. This work
follows the trend of evolving from smart disks (disks with embedded limited CPU power)
to the current concept of I/O nodes. Additionally, they treat the challeng of scaling
the I/O infrastructure to the requirements of data-intensive applications by proposing a
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distributed smart disks architecture, outperforming centralized approaches.
In 2006, Oldfiel et al. applied the concept of delegated execution in the then popular grid

computing paradigm, dealing with the challenge of highly distributed systems, describing
the distribution, application interfaces, and processing required of the datasets before
computation. [24]
Piernas et al. [25] advanced the state of the art of delegated execution by applying

active storage strategies in a popular parallel file system, Lustre [16]. The work deepens
in the evolution from active disks to I/O nodes, referring to the lustre infrastructure
as storage nodes. The propose the utilization of underutilized CPU resources in storage
nodes for applying active storage techniques. In a similar way, Chambliss et al. [5] propose
performing computations locally (where data is stored) in IBM mainframes, thanks to
virtualization capabilities which make feasible to deploy application-specific processing
onto the storage system for . The proposed extensions can process large amounts of data
in operations such as searching, sorting, and indexing so that the host application need
not even access most of the data. At the same time, Quiao et al. presented the utilization
of storage nodes (in 2008, counting with 4 or 8 state-of-the-art processors and gigabytes
of memories) for the recurring problem of database workload optimization, proposing
“to offload a portion of a starjoin query from host to the POWER5 P processors on a
storage server, which dramatically reduces the amount of channel I/O and host CPU
consumption. Moreover, the query elapsed time is improved via the exploitation of the
state-of-the-art P processors on a storage server.” [26]
Around the year 2009 the research efforts were focused on petascale storage systems,

with a familiar premise: “High-end computing is increasingly I/O bound as computations
become more data-intensive, and data transport technologies struggle to keep pace
with the demands of large-scale, distributed computations. One approach to avoiding
unnecessary I/O is to move the processing to the data” [4]. Buck et al. proposed a general
framework for in-situ data-intensive processing, indexing, and searching in [4], focusing on
the problems aroused from typical HPC infrastructures with completely decoupled storage
and compute nodes. Fitch et al. propose an Active Storage Fabrics model [10] a collection
of components that surround a parallel in-memory database (PIMD), introducing the
concept of in-memory computing to the active storage field (see Subsection 2.2). PIMD
is based on key/value stores distributed in the parallel server. PIMD clients may run on
the same nodes as the server or may be external to the Active Storage Fabric.
Son et al. [34] explore the application of active storage over an important domain

for future HEC systems, applications exploiting data parallelism. The authors propose
implementing active storage functionality into the parallel I/O software stack, allowing
the execution of data analysis, mining, and statistical operations using a parallel I/O
interface. The data parallel applications can use kernels directly embedded in the parallel
file system. Their proposed system transparently deals with boundaries in data and
the required server-to-server communications. The authors even propose the utilization
of heterogeneous architectures, expected to be present in future HECS infrastructures,
leveraging GPU resources for data-intensive computation, with positive results.

Other uses of heterogeneous architectures in the active storage context is the utilization
of GPUs and FPGAs for data-intensive I/O solutions. Netezza appliances [11] (recently
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acquired by IBM) integrate database, processing, and storage in a compact system
optimized for analytical processing, as close to the data source as possible. Netezza uses
FPGAs to filter out extraneous data as early in the data stream as possible and as fast
as data streams off the disk. In [7] Curry et al. presented the utilization of GPUs for
computations related with extended RAID systems, specifically the matrix-vector-based
arbitrary dimension Reed-Solomon coding algorithm.

Future HEC systems will include different heterogeneous infrastructure, probably some
of them in a pay-per-use approach similar to current public cloud platforms. To the best
of our knowledge, there are no relevant works of specific works evolving active storage for
matching public cloud requirements. However, there are some interesting jobs applying
existing active storage techniques in cloud environments, such as [28], [41], and [22]. Even
the already presented work about active storage in cloud [24] focuses on typical challenges
of public cloud infrastructures: unavoidable latency, low bandwidth, and unpredictable
behavior. Other works related with the concept of moving computation close to the data
in cloud platforms are greatly related with the popularity of the use of cloud resources for
executing MapReduce/Hadoop workloads, which are covered in the following subsection.

2.2 Massively data processing

Since the introduction of the MapReduce paradigm [8], data-intensive applications pop-
ularity has grown exponentially, especially due to the possibility of using commodity
hardware. The MapReduce paradigm is a programming model for processing and gener-
ating large datasets by specifying a map and a reduce functions. The underlying runtime,
which is greatly based on the Google File System (GFS) [12], automatically schedules
computation in order to apply paralellization over large-scale clusters, handles failures,
and applies optimizations to data transfers and communications for the most efficient
possible use of disks and networks. Most of these optimizations are based on the concepts
proposed in [29], moving computation to data.
Hadoop and the Haddop File System (HDFS) [30] are Apache open-source imple-

mentations of the MapReduce runtime and GFS, respectively. HDFS is greatly based
on the “move computation to data” principle, as stated in the assumptions and goals
section of their documentation: “Moving Computation is Cheaper than Moving Data. A
computation requested by an application is much more efficient if it is executed near the
data it operates on. This is especially true when the size of the data set is huge. This
minimizes network congestion and increases the overall throughput of the system. The
assumption is that it is often better to migrate the computation closer to where the data is
located rather than moving the data to where the application is running. HDFS provides
interfaces for applications to move themselves closer to where the data is located.” [1]
However, even moving the computation to the data, could become insufficient in the

near future because of the limitation of current hard disk drive technologies. The new
advances in high-speed network technologies, the reduction in RAM prices, and the
incipient introduction of non-volatile memory devices (NVM) [38, 36] in future HEC
systems are focusing the research trends on in-memory computation [19], as proposed by
Spark [39] or Tachyon [20].
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Finally, the last evolution of massively data processing tools, is the application of
streaming techniques to the Big Data analytics field. An example of this trend is the
growing popularity of Spark Streaming and other data analytics streaming tools, as
predicted by Acharya et al. [2] almost 20 years ago. Spark streaming [40] processes
mini-batches of data, by applying RDD transformation to these mini-batches of data.
The penalty of this approach is the latency, which is equal to the size of the mini-batch,
but in contrast the advantage offered is pseudo-real-time data processing and analytics.

3 Analysis of the research area

The future trends for data-intensive applications clearly show two main paths that should
followed in future I/O solutions in order to avoid file system contentions for highly parallel
applications: flexible scalabality of I/O node resources and reduction in data transfers.
The first path is based on flexibly scaling the number of I/O nodes depending on

the number of compute nodes concurrently accessing to the I/O subsystem. IODC [23]
proposes the deployment of delegate I/O nodes in the compute nodes infrastructure,
in order to have a better balance between the number of compute nodes concurrently
accessing to the I/O subsystem and the I/O nodes available. Furthermore, they propose
mixing both of the solutions introduced in Section 1: caching and delegated I/O nodes.
The authors propose the use of a small number of compute nodes for deploying additional
I/O nodes with caching functionality, targeting both better scalability and reduced data
transfers.
This proposed approach is extremely promising, but insufficient for future HECS

infrastructures. However, the scalability of I/O nodes for data caching using the compute
nodes infrastructure can be combined with the in-memory computation trends introduced
in [19], [39], and Tachyon [20]. As a result, the delegate I/O node infrastructure can be
co-located with the compute nodes running the application, achieving several objectives:
in-memory computation, data locality exploiting, network congestion reduction, and file
system contention reduction due to the scalability of the I/O nodes with the number of
compute nodes, at the expense of reducing the available memory for applications (which
should not be a problem due to the price drop in RAM memory). Additionally, this
approach can utilize incipient technologies such as non-volatile memory (NVM) devices
and future advances in high-performance networks. The use of key/value stores for
in-memory computation has been proved feasible [10], and should be taken into account
for future research lines.
The second path is the reduction of data transfers, targeted by moving computation

close to the data. As presented in Section 2, this objective has been pursued for many
years with active storage solutions and it is one of the key aspects leading the Big Data
revolution, as one of the main benefits of the utilization of Hadoop and HDFS.

The evolution of active storage has been constant throughout the last decade, achieving
a state difficult to improve. However, there are still options for minimizing the data
transfers. We will focus our attentions on memoization techniques for computational
compression, introduced in the 1980s, but currently living a second live thanks to the
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plenty memory resources available in HPC infrastructures and the future of NVM devices.
Computational compression is a technique for reducing redundant computation, in other
words, to avoid carrying out the same computation with the same input to obtain the
same output. Memoization can be used in delegated I/O nodes in order to perform
data-intensive computation requiring less CPU power and energy consumption, hence
facilitating the deployment of a greater number of delegated I/O nodes with the same
budget and/or power consumption. Memoization can also reduce the data transfers by
only transferring data input and the results, in a similar way as the proposed by active
storage approaches (see Figure 1.1).

Finally, the application of delegated execution (or active storage) in HECS infrastruc-
tures will open new challenges, especially in the scheduling field in order to improve
load balance, as evidenced in [27]. This scheduling should include the study of the
optimal number of delegated I/O nodes and the decision system for delegating or not the
execution to delgated I/O nodes and the of which I/O node should execute each specific
computation depending on the current state of the infrastructure: current load, current
capacity, characteristic of the I/O nodes (wehter they are equipped with CPU, GPU,
FPGA, NVM devices, etc.), minimization of data transfers, or any other factor that can
influence performance or load balance.

4 Conclusions

This tech report covers the significance and evolution of delegated execution and active
storage techniques over the past few years. Moving computation close to the data, and
more specifically active storage, has consistently shown its capabilities for improving
performance in data-intensive applications, from classical database intensive workloads in
the 1990s to the Big Data revolution (MapReduce/Hadoop) and presents potential for
future HEC systems.
However, there is still room to improve. The future non-volatile memory devices and

the greater amounts of RAM memory available in large scale systems open new scenarios
for combining in-memory computation with delegated execution. Memoization can be
used for improving the active storage paradigm, utilizing less CPU power and energy in
exchange of requiring more memory (cheaper in recent years) or the use of high-speed
NVM devices. And the application of delegated execution in HECS brings new challenges
in the load balancing and scheduling for data-intensive applications.
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