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1 Introduction

The past several years have brought a significant growth in the amount of data generated
in scientific domains such as astrophysics, climate, high-energy physics, biology, and
medicine. These ever-increasing data needs of scientific and engineering applications
require novel approaches to manage and explore huge amounts of information in order to
advance scientific discovery [21].

To achieve this goal, one of the main priorities of the international scientific community
is addressing the challenges of performing scientific computing on Exaflop machines by
2020. Future Exaflop platforms will be likely characterized by a three to four orders
of magnitude increase in concurrency, a substantially larger storage capacity, and a
deepening of the storage hierarchy [16]. Additionally, managing the data profligacy on
large-scale HPC platforms requires a sustained effort in both hardware and software
development. One of the most critical challenges is understanding the limitations of
the storage I/O software stack in petascale systems and proposing novel solutions to
address these limitations for larger data sets and larger scale [30, 22]. In the face of
these foreseeable evolutions researchers agree that the current uncoordinated development
model of independently applying optimizations at each layer of the system software I/O
software stack will not scale to the new levels of concurrency, storage hierarchy, and
capacity [9].

The remainder of this technical report is organized as follows. Section 1 briefly introduces
the contents of this report. Section 2 describes the main problems and challenged related
with programmability of the I/O software stack. Section 3 details the objectives that
should be targeted in order to solve the current challenges. Section 4 presents the scientific
approach to be followed in order to achieve the objectives. Section 5 contains the main
relevant works related with the topic of this report. Section 6 summarizes the conclusions
of this report.

2 Problem description

The architecture of most of today’s leadership HEC systems is hierarchical [6], as shown
in the right-hand side of Figure 2.1. For better scalability, computation is performed
on a large number of strongly interconnected cores and is segregated by storage I/O
functionality. The storage I/O functionality is typically offloaded to dedicated I/O nodes.
The I/O nodes are connected over high performance networks to storage servers. Finally,
the storage servers offer access to the back-end storage.
Figure2.1 shows the mapping of the current I/O software stack on the architecture

of HEC systems [13]. Programs running on compute nodes can access high-level I/O
libraries such as HDF5 [5] and Parallel-NetCDF [26] in order to map application data
abstractions onto storage abstractions on compute nodes. The middleware layer (e.g.
MPI-IO [2]) runs on compute nodes and provides access optimizations such as collective
I/O in order to reduce the number of I/O operations sent to I/O nodes. High-level
I/O library and middleware layers are optional, many applications accessing the storage
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Figure 2.1: The mapping of the I/O software stack (right hand side) on the architecture
of current large-scale HEC systems (left hand side) [13]. The targets of future
I/O software stack solutions are shown as a cross-layer vertical box at the
right of the current I/O software stack.

through the POSIX interface [12]. The more recent I/O forwarding layer [8] reduces
the I/O load on compute nodes by offloading I/O functionality to dedicated I/O nodes.
Parallel file system layer provides a logical name space and parallel access to back-end
storage through servers running on storage nodes [32, 1, 3]. Finally, file system servers
access and manage data and metadata stored on the back-end storage.
On current large-scale HPC platforms such as Blue Gene/Q or most Cray systems,

the data path from compute nodes to final storage passes through several networks
interconnecting a distributed hierarchy of nodes serving as compute nodes, I/O nodes,
and file system servers. Figure 2.2 shows two parallel applications writing and reading
from the external storage. Despite the fact that these applications compete for resources
at various system levels, the current system software offers no mechanisms for globally
coordinating the data flow for optimal resource usage and for reacting to overload or
interference.
The current system software development model for the I/O software stack described

above suffers from a number of problems:

• 1. As the depth of the storage hierarchy increases one of the biggest concerns
is the programmability and performance of the I/O software stack. I/O system
optimizations are often applied independently at each system layer. However, this
approach can cause mismatches between the requirements of different layers (for
instance in terms of load, locality, consistency) [9]. Due to this uncoordinated
development, understanding the interplay between optimizations at different layers
has become difficult even for parallel I/O researchers [27].
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Figure 2.2: Data path of two applications in current large-scale platforms.

• 2. The storage I/O path through the I/O software stack lacks mechanisms for
adapting to unexpected events such as sudden data volume variations and failures.
However, managing data volume variability and failures requires cross-layer adaptive
control mechanisms, which are unfortunately not available in the state-of-the-art
I/O software stack for HEC platforms.

• 3. As the system scale increases, exposing and exploring data locality will become
a key factor for improving both application performance and energy efficiency. The
expected deepening of the storage hierarchy brings novel opportunities to exploit
locality at different layers of the system architecture (e.g.: compute node, I/O node,
storage nodes). However, existing storage I/O interfaces such as POSIX lack the
capability of exposing and exploiting data locality.

These are critical problems for the promises that exascale platforms hold. Futrure
I/O software stacks should address them in a synergistic manner, by proposing a radical
approach that enables cross-layer optimizations of the I/O software stack in exascale
platforms.
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3 Scientific objectives

The main goal of future cross layer abstractions and runtimes for the I/O software stack is
to explore a radical new approach of reforming the I/O software stack in order to advance
toward the milestone of reaching Exascale on the High End Computing Systems (HECS).
The key insight is to investigate cross-layer control mechanisms and run-times, seeking
to unify the access to several layers of volatile and nonvolatile storage and to improve
scalability, performance, and resilience of the I/O software stack. As the complexity
of redesigning the I/O software stack is huge, CLARISSE project focuses three major
scientific objectives:

• O1. To investigate, design and implement control mechanisms for cross-layer
dissemination of application hints, run-time feedback, notifications, and shipping of
I/O functionality throughout the I/O software stack.

• O2. To explore algorithms and to design and implement mechanisms and policies
for the adaptive control of the storage I/O data path in order to improve the I/O
software stack scalability and resilience.

• O3. To study and develop techniques for exposing and exploiting data locality
throughout the I/O software stack in order to reduce the storage I/O traffic and
improve the performance.

These fulfillment of these objectives will smooth the way toward reaching Exaflop, by
facilitating the required I/O stack redesign for scaling to expected increases in concurrency
and storage hierarchy depth and building an Exascale file system by 2020[11].

4 Scientific approach

This section describes how the objectives mentioned above should be addressed in future
projects. We identified four main tasks that could lead to new solutions for the problems
covered in this technical report.

• Characterization of storage I/O data path. An important first step is under-
standing the dynamics of the storage I/O data path throughout the storage hierarchy
and I/O software stack on today’s leadership HEC systems. This requires profiling
and analyzing a significant set of data-intensive applications. This analysis will
target to characterize the whole storage I/O data path from the back-end storage up
to the application and will focus on performance metrics (e.g. total traffic, latency,
throughput) and consistency requirements (strong versus relaxed). For each system
level, this analyis will build time series of performance metrics and it will study
behaviors such as burstiness, bottlenecks, and application interference. The time
series will be correlated across various I/O stack layers for exploring potential cross-
layer relationships. The analysis should pay particular attention to detect repetitive
patterns, which have been already identified on scientific codes [12]. Using the
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identified repetitive patterns, prediction models based on a time series methodology
will be built and evaluated. The final goal of these analyses is to identify relevant
information, metrics and patterns that can be exposed and exploited throughout
the I/O software stack between the back-end storage and the application (objective
O1) for dynamically redistributing I/O load (objective O2), and reducing the data
movement through locality-aware storage I/O optimizations (objective O3).

• Cross-layer control mechanism for the I/O software stack. The I/O for-
warding layer has been proposed to off-load I/O functions such as file system calls
from compute nodes to I/O nodes [8]. This approach allows increasing the scalability
of the computation on current HEC systems by reducing the operating system jitter
on application nodes. However, the expected concurrency growth of three to four
orders of magnitude will increase the pressure on the I/O nodes and will likely
require a rebalance of I/O functionality. Current I/O forwarding mechanism relies
on function shipping, is employed unidirectionally and is used for bridging only
two architectural layers (i.e. forward I/O from compute nodes to I/O nodes). For
offering a flexible I/O balancing mechanism, it is necessary to investigate how to
extend and generalize existing I/O forwarding frameworks in three aspects: a) bidi-
rectional off-loading of I/O functionality b) extend the utilization of I/O forwarding
mechanism to the whole I/O software stack c) design and implement coordination
mechanisms across several layers.

• Adaptive control of the storage I/O data path. In the current development
model for the I/O software stack, I/O optimizations are often applied independently
at each system layer. For instance, collective I/O [35] and I/O delegation [28] are
applied at middleware layer, while I/O aggregation [8] at I/O forwarding layer.
This approach can cause mismatches between optimization decisions at different
layers. However, addressing this problem is challenging, as it involves coordinated
modifications of different layers. To overcome this problem, it is necessary to
identify the commonalities of I/O optimizations and to abstract away primitives for
simplifying I/O coordination across different layers. In particular, future solutions
should focus on developing and studying I/O coordination mechanisms for write-
back and prefetching across the I/O software stack based on adaptive buffering
and cross-layer control mechanisms. Particularly, there are three objectives that
should be targeted by future solutions. First, to explore how to identify information
and mechanisms that need to be offered at each stack layer in order to support the
cross-layer adaptive control of storage I/O path. Second, to examine how time-series
prediction models can be leveraged in order to design and implement proactive data
staging policies based on write-back for write bursts and prefetching for read bursts.
Third, to investigate data staging for unexpected events such as unpredicted bursts
or failures.

• Exposing and exploiting locality across I/O software stack. Current I/O
software stack does not have mechanisms for exposing data locality and for co-
locating data and computation at different layers. To overcome this problem,
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cross-layer control mechanism should be developed in order to expose and exploit
data locality information throughout the I/O software stack (objective O3). This
approach will facilitate the development of locality-aware optimizations through
cross-layer feedback about data locality and cross-layer function shipping. Finally,
new programming models, such as co-design approaches, can be leveraged for
exposing and exploiting data locality in applications in a similar way as proposed
in the MapReduce framework [15], namely by collocating computation and I/O and
integrating I/O of application tasks into the storage I/O data path.

5 Related works

This section discusses related work in three areas: HPC software storage I/O stack,
scalable on-line monitoring and run-time systems, and in situ and in-transit computation.

5.1 HPC software storage I/O stack

In the past several years increasing efforts have been made to improve the scalability
and the performance of the HPC storage I/O stack. The goal of the Fast Forward
I/O and Storage program [4] is to redesign the storage I/O stack for addressing the
scalability requirements of exaflop systems. In turn, we propose building cross-layer
control abstractions that could be used for global optimization of existing or future
I/O stacks. Our proposed approach is close in spirit to IOFlow [36], a software-defined
storage architecture that uses a logically centralized controller for managing the data
flows between virtual machines. Unlike our proposed approach, IOFlow targets storage
in virtualized data centers and distributed applications with different requirements and
APIs from those of the HPC platforms.

Most research in this area has been dedicated to improve what we call the data
plane of the HPC software storage I/O stack. For instance, researchers have proposed
several collective I/O implementations [35, 24, 33]. In all these approaches, however, the
coordination is intrinsic; and none of them are systemwide optimizations taking into
account external factors such as interference and system load.

A few studies advocate for the need for improving coordination in the HPC storage I/O
stack. Song et al. [34] proposed a coordination approach based on server-side scheduling
of one application at a time in order to reduce the completion time while maintaining the
server utilization and fairness. Two recent studies [17, 38] address the growing impact on
performance of the interference of multiple applications accessing a shared file system by
client-side scheduling of application accesses to the file systems. In our opinion, future
I/O software stacks should implement such one-level policies, while opening up the space
of implementing a much higher range of data-staging coordination policies including
multiple-level I/O scheduling.
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5.2 Scalable on-line monitoring and run-time systems

Hierarchical controllers have been already used in cloud infrastructures for monitoring
and managing the resources of underlying cloud infrastructures. e.g. [29]. In the case
of traditional HPC environments, the global monitoring of the HPC infrastructures has
been done by system administrators. However, as the HPC infrastructure scales are
continuously growing, there is an increasing need for scalable high-performance monitoring
libraries that can be used by system software and library developers for implementing
adaptive algorithms in the face of increasing probability of congestion and failure. LDMS
[7] provides a distributed metric service that can be used for on-line monitoring. However,
LDMS is currently a research effort, and this kind of library is not available on the current
platforms. The CIFTS infrastructure [20] provides a fault-tolerant backplane for global
dissemination of fault information. The Argo [31] and Hobbes [10] projects investigate
operating systems and run times for future exascale systems. They both use a global
information bus for the dissemination of run-time information about events such as faults
or congestion to a hierarchy of enclaves (logical partitions of the system into groups of
nodes).

5.3 In situ and in-transit computation

As shared file systems are currently reaching their scalability limit under increasing
parallelisms and data requirements, in situ and in-transit locality exploitation has become
key for pushing the scalability beyond the current level. Aspects currently addressed
include data staging [25], in situ and in-transit data analysis and visualization [19, 37, 18],
publish-subscribe paradigms for coupling large-scale analytics [14], and flexible analytics
placement tools [38]. These techniques require coordination between the data staging
and the data consumers in the data path. In most of these approaches the control is
embedded in the frameworks, and designing novel coordination approaches is complex.
Future I/O software stack approaches should seek to alleviate this problem by separating
control and data paths and facilitating the development of novel coordination policies
based on the control backplane.

6 Conclusions

Previous works have presented experimental evidence that there exists an unexploited
potential to increase by more than twice the storage I/O performance of data-intensive
parallel applications [23]. However, the dynamic mechanisms and policies necessary for
I/O stack coordination have still to be explored and developed. This is a challenging task
as it involves decentralized control, huge concurrency, huge amounts of data, dynamic
access patterns, and changing architectural features, as the HECS evolve towards exascale.
If successful, the new I/O software stack paves the way toward reaching Exaflop scalability,
by providing cross-layer mechanisms and run-time for storage I/O, which will facilitate
the redesign for scalability of I/O stack layers.
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