
Survey of energy-efficient and
power-proportional storage systems
Pablo Llopis, Javier Garcia Blas, Florin Isaila and Jesus

Carretero

University Carlos III of Madrid

Email: {pllopis,fjblas,florin,jcarrete}@arcos.inf.uc3m.es

Increasingly, large-scale computing systems are consuming more power each
passing year. As power consumption is on the rise, concern has been raised
over the growing implications on power bills, carbon emissions, and power supply
limitations for data centers. Computing systems use hardware components
that are not power proportional and machines comprising large systems tend
to be underutilized, resulting in great energy wastage. Motivated by this fact,
researchers aim to improve the energy efficiency of these systems by increasing
resource utilization and exploiting system characteristics in order to achieve power
proportionality. However, many challenges burden the task of producing a power-
aware, energy-efficient large scale system that provides the same performance as
today’s systems. Particularly, storage systems are of great concern since storage
consumes a large amount of power in the data center. This paper outlines the
main problems and challenges of delivering power efficient storage solutions, and
proposes a taxonomy of power-aware techniques. This work aims to provide
a detailed exposition of current trends in power-aware storage systems in a
comprehensive and organized manner, outlining and comparing current solutions

and challenges.
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1. INTRODUCTION

Traditionally, performance improvements have been the
main focus for high-end computing systems. However,
power consumption is already becoming a bigger
concern. Several research studies have shown that
power bills can contribute to as much as 50% of the total
cost of ownership (TCO) of a data center [1]. Indeed,
the cost of powering a server approaches the acquisition
cost of the hardware itself [2, 3]. Data centers in the
U.S. alone were found to represent about 2% of the
electricity consumption in 2010 [4], which is roughly
equivalent to the aviation industry. In 2010, the U.S.
consumed close to 80 billion kilowatt-hours of energy
[4]; this can be estimated to a total cost of about $6
billion1. The most recent report at the time of this
writing shows a 56% increase in energy usage of the
Information and Communications Technology industry
from 2005 to 2010 [4].

The storage system is an essential part of the

1Million metric tons of carbon dioxide is the measurement unit
used for describing the magnitude of greenhouse gas emissions or
reductions.

2The latest cost estimation is known to be $4.5 billion for a 61
billion kwh consumption in 2006 [5]. The $6 billion figure is an
extrapolation using the last known figure of 80 billion kwh [4].

data center, and many researchers have worked on
identifying ways of optimizing its power usage. Large
storage systems consist of many disks per system,
making storage one of the biggest sources of power
consumption. Storage systems alone can represent
25% of all the power consumed by the data center
[6, 7, 8], adding up to 40% of the IT equipment power
consumption [9], and stands for 13% of the data center
TCO [10]. High power consumption in storage systems
is expected, as an idle machine with one processor
and just two disks can easily spend as much power
on disks as on processors [11]. In fact, disks alone
can contribute a significant fraction of energy, about
86% for storage systems [10]. In a system which
set a price/performance record, disks were found to
consume about 70% of the power, which was eighteen
times as much as the processors [10]. Researchers
from Oracle and HP analyzed a subset of 7 years
of online transaction processing systems benchmarked
with TPC-C [12], concluding that the storage system
consumes over 75% of an entire TPC-C system, as
depicted in Figure 1.

In the future, storage systems are expected to play
an increasingly important role because the world’s
digital data grows exponentially, doubling every year,
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FIGURE 1. Power usage break-down by component of
TPC-C systems [12].

as revealed by a recent study conducted by the IDC
[13]. Figure 2 depicts an exponentially growing demand
in storage devices. The growth in size of data sets
and the need to process and archive a large amount of
information has resulted in a trend known as Big Data.
This results in a special interest in optimizing storage
systems in data centers, and motivates the need for
more research aimed at improving the energy efficiency
of data center storage technologies.
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FIGURE 2. Ascending trend of installed enterprise
HDD, base in millions. Data presented by Environmental
Protection Agency [5].

One of the biggest challenges necessary for scaling
the future computing systems in order to address the
storage requirements of data-intensive applications is
the optimization of power consumption. The most used
properties for evaluating optimal power consumption
are energy efficiency and power proportionality. Energy
efficiency is typically defined as the ratio between
performance and power [7, 14, 15]. For instance,
Green500.org [16] ranks supercomputers on energy
efficiency by using the FLOP/Watt metric. Barroso

and Holzle describe Power proportionality as the
ideal property of a system to consume energy in
proportion to the amount of work performed [14]. In
the context of storage systems, this amount of work
consists of a mix of read and write operations, which
represents the workload of the storage system. The
solutions described in this survey address different types
of workloads as indicated in the following chapters.
Energy efficiency and power proportionality are related,
but distinct concepts. An energy efficient system
is not necessarily power proportional, as for today’s
systems, even optimal energy efficient configurations
do not translate into proportional power consumption
when varying the workloads. An ideal system would be
both energy efficient and power proportional. While
energy efficiency and power efficiency are often used
interchangeably in literature, this paper will stick to the
term energy efficiency. Similarly, some papers speak
about power proportionality, while others prefer to use
the term energy proportionality when referring to the
same concept. In this work, power proportionality is
used.

The main contributions of this paper are the
following. First, the main problems and challenges of
delivering power efficient storage solutions are surveyed
and discussed. Second, a high-level taxonomy which
classifies power-aware techniques is proposed. Third,
trade-offs in storage systems are investigated and
compared. Finally, current and future trends in this
research are presented.

This paper is structured in a way which will guide
the reader progressively from low-level details to higher-
level, system-wide and large-scale solutions. Common
concepts related to storage are described in Section
2, where different storage types are classified and
presented in a didactic fashion. Section 3 proposes
a taxonomy of power-aware techniques, describing
current challenges. Section 4 deals with node-level
storage energy efficiency optimizations and trade-offs,
while Section 5 focuses on large-scale power-aware
storage solutions. While the general trend is that
large-scale power-aware storage solutions aim for power
proportionality, one should not assume that node-level
solutions focus on energy efficiency only. In fact, some
of the techniques described in this paper and included
in Section 4 (e.g. DRPM, DVFS, spin-down) aim
for power proportionality as well. Current and future
trends in power-aware large-scale storage systems are
presented in Section 6. Finally, this work as a whole
aims to provide a detailed exposition of current trends
in power-aware storage systems in a comprehensive
and organized manner. There are other papers that
concentrate more generally on energy efficiency [17] and
low-level dynamic power management [18]. This work
focuses on the energy efficiency of data storage systems,
describing large-scale power-proportional techniques
and trade-offs in more detail. This paper serves to
any researcher as an introduction in the field of energy
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FIGURE 3. Storage media can be organized in a hierarchy
where trade-offs for dollar per watt and dollar per byte exist
at opposite ends of the spectrum.

efficient large-scale storage systems, while providing a
structured exposition and discussion of current trends
that can be of value as reference.

2. STORAGE SYSTEM TYPES

In this section different types of storage systems are
described and classified, guiding the reader in a top-
down fashion from higher-level concepts to lower-level,
single-component storage types. This synthesis is
important because it will teach the reader about the
different storage technologies, and how each of them
relates to different power-aware solutions described in
this paper.

NVRAM: Non-volatile random access memories
bridge the performance gap between fast, volatile RAM
and a traditional disk-based storage, which is orders of
magnitude slower. For this reason, NVRAM devices are
emerging as disruptive storage for high-performance
computing systems [19]. There are different types
of NVRAM technologies which are emerging, like
phase-change memories (PCM) and spin-torque trans-
fer memories (STTM) among others. Flash-based solid
state drives (SSDs) are the most popular of the existing
non-volatile RAM devices. They are more expensive
and have lower capacities than HDDs, but offer greater
performance, lower latencies through faster access
times, and better energy efficiency in return. Their
characteristics make them a popular choice as persis-
tent caches, and some techniques taking advantage of
this fact are described in Section 4.

HDD: Hard disk drives are the most common of stor-
age devices. They consist of magnetic rotating disks. A
low price-per-byte ratio, combined with high capacity
and relatively good performance makes them a popular
choice for most storage systems. Their effectiveness
as energy efficient storage devices and drawbacks are
detailed in Section 4.

RAID: A redundant array of independent disks
(RAID) offers a logical storage unit which consists of

RAID Fault Space Energetic

Level tolerance efficiency overhead

RAID 0 0 1 0
RAID 1 n− 1 1/n n− 1
RAID 5 1 n− 1 1
RAID 6 2 n− 2 2

TABLE 1. Comparative summary which shows trade-
offs between fault tolerance, space efficiency, and energetic
overhead for different RAID levels. n represents the number
of disks which compose the disk array.

individual disk drives. Different RAID configurations,
numbered from 0 to 6, provide different parity-based
redundancy mechanisms. Table 1 offers a comparative
overview of different RAID levels and their energetic
cost overhead. The energetic overhead is counted as
the additional number of disks which are required
for the increased storage space dedicated to either
mirroring or parity data. Traditional RAID storage
systems are not power proportional because the whole
storage system needs to be powered up regardless of
the workload. In Section 5 a solution to address power
proportionality in RAID settings is proposed [20], and
another solution described in Section 4.1 addresses
energy efficiency [8].

SAN and NAS: Network attached storage (NAS)
refers to storage systems which can be accessed over
the network. Storage area networks (SAN) are net-
works dedicated to storage, offering block-level access
to multiple disks. A typical example of a SAN is Fibre
Channel. Many possible designs and implementations
of SAN and NAS are possible, and therefore no direct
relation between networked storage systems and power
proportionality (or lack thereof) can be established
without additional information. However, due to the
fact that networked storage, especially data layout
strategies, is an essential part of the power proportion-
ality of a large-scale storage system, Section 5.1 has
been dedicated to this matter.

Tape: Magnetic tape data storage offers the high-
est capacity for the lowest price, but suffers from
poor performance and poor energy efficiency. The
reliability, combined with the aforementioned proper-
ties, makes tape an affordable solution for data archival.

Due to the fact that different storage devices have
different properties (energy efficiency, capacity, price,
performance, volatility), they are used together in order
to combine their benefits, creating a storage hierarchy.
This is especially the case for large data sets such as
massive storage archives, where different tiers for low-
cost and high-cost are established. In certain situations,
the same kind of storage devices may be used at
different tiers, such as high performance HDDs for one
tier and high-capacity (and lower performance) HDDs
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for another tier [21]. In the storage hierarchy there is
a trade-off between capacity, performance, price, and
power. As depicted in Figure 3, drives which have
a higher capacity density usually offer a lower dollar
per byte ratio, and are also usually slower, than the
media at the other end of the spectrum. The opposite
is true for the performance per watt ratio. One popular
configuration is to use non-volatile RAM (NVRAM)
devices such as flash-based SSDs for frequently accessed
data, while leaving unpopular content to slower, higher
capacity hard disks or even tape [21].

3. TAXONOMY OF POWER-AWARE
TECHNIQUES

As part of our contributions, we propose a high-
level taxonomy of power-aware techniques, depicted in
Figure 4. The taxonomy primarily distinguishes two
main categories: node-level techniques and distributed
techniques. The reasoning behind this is that most
techniques can be rigorously classified into these two
categories, whereas it is much more difficult to classify
a technique into either power-proportionality or energy
efficiency.

Node-level techniques can be classified into caching,
prefetching, I/O scheduling, and disk spin up/down.
The purpose of caching and prefetching techniques
is to store frequently used data in the fastest and
more energy efficient memories of the storage hierarchy,
thus decreasing requests to main storage. Similarly,
disk scheduling techniques re-schedule I/O operations
in order to prolongate disk standby times. The
longer standby times produced by these techniques
increase the effectiveness of disk power saving features,
which are exploited by disk spin/up down solutions.
However, disk spin-down is not supported throughout
all enterprise-level storage solutions due to limited
driver support, as evidenced by [11]. Disk power-cycling
has been shown to increase the probability of disk
failure, because disks can usually spin-up and spin-down
only a limited number of times [22, 23, 1]. Furthermore,
spin-up/down delays can cause important data access
latencies due to the substantial time the process can
take, especially in real-time based applications. Even
energy can be a cause of concern when spinning a disk
up or down, as the reduced time a disk spends idling is
not always sufficient in order to compensate, resulting
in lack of power savings. This is usually due to the
fact that disk spin-down time is too short compared
to break-even time [24, 25, 26, 27, 28, 29]. When
taking into account that each operation of transitioning
to and from low-power modes (commonly known as
standby mode for hard disks) has an additional power
penalty, the decision to transition into such modes is
non-trivial. Section 4 details solutions related to this
issue. Dynamically adjusting disk rotation speed [27]
(DRPM) is a technique which can be described as
power-proportional, because it adapts the disk speed

to meet performance requirements.
Distributed techniques include data placement layout

strategies, which help achieve resource consolidation.
The purpose of consolidation is to maximize power
proportionality by having a smaller number of nodes
working at a higher utilization rate, instead of having
many at a lower utilization rate, which is highly
inefficient. However, this raises challenges related to
handling I/O bottlenecks [11], peak loads, availability,
and elasticity. While some distributed storage systems
aim for consolidation by migrating workloads [30, 31,
32, 11, 33], this technique can become a difficult
task when applications need a significant amount of
state [34], because that state data would need to
be migrated along. Data migration, fine or coarse-
grained, might have an impact on network and storage
systems due to the additional stress it generates.
Furthermore, data placement strategies of existing
distributed storage systems often prevent powering
off nodes and obstruct consolidation because data
is replicated and nodes are kept online to ensure
availability and high I/O throughput [35]. Solutions
which address these challenges are detailed in Section
5.1.

Node-level energy efficiency techniques and dis-
tributed power-proportional techniques share the com-
mon goal of generating idleness in order to power off
storage subsystems. For this reason, they are usually
complementary. Tsirogiannis et al. [36] and Harizopou-
los et al. [15] define energy efficiency as the ratio of
useful work done to energy used. The authors of Rab-
bit [37] consider a storage system to be ideally power-
proportional when “the performance-to-power ratio at
all performance levels is equivalent to that at the maxi-
mum performance level”. Figure 5 shows the energy ef-
ficiency and power consumption of a system as a whole,
even if it is not specific to storage. This figure helps
to illustrate the concept of power proportionality very
well. The green line represents how power consumption
varies with system utilization. It clearly shows how the
system still consumes half of the peak power while com-
pletely idle. The energy efficiency (ratio between uti-
lization and power) is therefore very low at that point,
and increases with higher system utilization. Thus, the
system shows poor power proportionality. A figure rep-
resenting an ideal power proportional system would de-
pict a power consumption level which starts at 0 when
the system is idle, and a constant energy efficiency ra-
tio for any utilization level. The same concept of power
proportionality applies to distributed storage systems,
in which many systems collectively become very ineffi-
cient when idle, and more energy efficient the closer the
system gets to peak performance.

Often, the issue of whether a technique fits into
energy efficiency or power proportionality is fuzzy, as
both concepts are correlated, and a case could be made
which argues for either of the two categories. This is the
reason why we chose to classify power-aware techniques
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based on node-level and distributed system techniques.

1000 10 20 30 40 50 60 70 80 90

100

0

10

20

30

40

50

60

70

80

90

Utilization (percent)

S
e
rv
e
r 
p
o
w
e
r 
u
s
a
g
e
 (
p
e
rc
e
n
t 
o
f 
p
e
a
k
)

Pow
er

En
er
gy
 e
ffi
ci
en
cy

Typical operating region

FIGURE 5. Power usage vs. hardware utilization
demonstrates how inefficiencies make power usage distance
itself from the power-proportional ideal. Based on data
provided by [14].

4. NODE-LEVEL TECHNIQUES

While there are many solutions that attempt to
make a large distributed system power-proportional,
other researchers focus on making individual computer
systems and components more energy efficient or power-
proportional through software-based approaches. In
the realm of storage systems, the energy efficiency and
power proportionality of storage devices is paramount,
which is why many researchers focus on hard disks.
The challenge resides in the fact that disks are not
power proportional [38, 36], and that the low-power
modes of disks incur a significant amount of delay
as explained before. In spite of SSDs being power
proportional and more energy efficient [36], SSDs are
not expected to replace hard disks as the primary
storage medium in the near future due to the fact that
their cost-per-byte is up to three orders of magnitude
greater [39, 40]. In addition, the reduced capacity of
solid state disks hinders meeting the demand of ever-
growing data storage space [40]. This section therefore
focuses on traditional hard disks and trade-offs between
performance and energy efficiency.
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FIGURE 6. Time and energy-efficiency vs. number of
disks for TPC-H Throughput Test. Data obtained from [15].

The first trade-off is found when varying the number
of storage devices. Applications which rely heavily
on storage, such as databases, experience greater
performance when increasing the amount of hard disks.
However, the performance gain decreases with each
additional disk, while adding a fixed amount to the
power budget [15]. This results in a break-even point
between energy efficiency and performance, where the
most energy efficient point is below the performance
peak. Figure 6 depicts this trade-off when varying
the number of hard disks for a database management
application.

Even for a fixed number of hard disks, software can
be fine-tuned for achieving greater energy efficiency
by making use of hardware power-saving features.
Similarly to CPUs, which make use of Dynamic Voltage
Frequency Scaling (DVFS) [41, 42] in order to reduce
power consumption, disks usually consist of four main
power modes. Many vendors include sub-states for
each mode which provide additional power modes [43].
The main four states are called active, idle, standby,
and sleep. Reads and writes occur at full performance
while in the active state. The idle state keeps the disk
spinning, but electronics may be partially shut down
and disk heads may be unloaded. This state provides
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a near-instant switch to active state, although power
savings are not great because the disk is still spinning.
When a disk is switched to standby it is spinned down.
While not completely off, most of the electronics and
mechanical parts are stopped, thereby consuming a
small amount of power. However, spinning the disk
back up can take a considerable amount of time, in
the order of seconds, and depends on the hardware.
While a sleep state consumes the minimum amount of
power, a hard reset is required in order to get the disk to
higher states. In practice, most disks consume the same
amount of power when in standby and sleep. Table
2 shows disk power consumption for a typical disk.
While the absolute power values vary across different
disk models and manufacturers, most have a standby
power consumption value that is equal to that of the
sleep state.

In light of this, the challenge is clear. Disks are far
from being power-proportional because they are very
energy inefficient when idle. However, spinning the disk
down can result in undesired latencies. Mismanaging
when to spin a disk up/down can even have a negative
effect on power consumption, as spin-up is the most
energy expensive operation. Therefore, a policy which
decides when to transition from idle to standby can
have a significant impact on power management. The
most commonly used transition policy is the threshold
policy. A timeout (or a time threshold) t is set, which
determines the amount of time a disk is allowed to
remain idle before being spun down. One popular
and still widely used solution is the 2-competitive
algorithm based on break-even time [44], which sets
a timeout equal to the disks’s break-even time. The
reason for choosing the break-even time as threshold
is that Tbreak−even =

Eup+Edown

P1
seconds is known

to be optimal for deterministic algorithms, Eup and
Edown being the amount of energy required to spin
a disk up/down, and P1 being the power required
to keep disk spinning while idle [45]. An algorithm
is said to be c-competitive if its cost is no greater
than c times that of an optimal off-line algorithm [44].
Another popular algorithm is the randomized algorithm
[44], which randomly chooses a timeout no longer than
the break-even time. The randomized algorithm has
proven to have the best worst-case performance, while
the 2-competitive algorithm has the best worst-case
performance among fixed-threshold algorithms.

4.1. Disk scheduling

Scheduling I/O requests to the disk differs from other
disk power-saving strategies in that it does not require
a specific data placement, or data to be migrated or
reconfigured. This is an advantage because power-aware
I/O scheduling does not require applications to adapt,
and works transparently.

For example, Chou et al. [46] complement the
solutions that attempt to save energy by spinning disks

down to standby mode, with power-aware scheduling
strategies that determine disk location for incoming
requests of the storage system. Their work consists of
a scheduling strategy that aims to maximize expected
disk standby time and minimize energy consumption,
without interfering with existing data placement and
other power saving techniques. Their approach takes
a stream of requests as input, and determines the disk
location for serving each request, trying to minimize
energy consumption. The scheduling problem, which
is NP-complete, is formally defined and solved using
efficient polynomial approximations. Three different
strategies are discussed: online, offline, and batch
processing variants. The latter two are shown to
be solvable through weighted independent-set and
weighted set-cover algorithms respectively. The batch
and offline strategies include a cost function which
tunes the existing trade-off between performance and
energy consumption. Their results show that this
trade-off ranges from achieving a reduction of energy
consumption of 35% on one end, to halving response
times on the other end. The technique also results
in a reduced number of spin-up/down operations (i.e.
load/unload cycles).

Another technique which aims to reduce disk energy
consumption is DRPM, which consists in dynamically
modulating the disk spin speed [27]. While most
techniques consider transitions from a spinning idle disk
to a stopped disk in standby state, DRPM adjusts
disk rotation speed to match the required performance.
This is estimated by taking into account the number of
queued requests periodically. Gurumurthi et al. provide
a detailed analysis of disk energy consumption and how
disk rotation speeds affects power consumption [27].
While the term power-proportionality was not widely
used before 2007, it is clear that this approach increases
the power-proportionality of hard disks. Unfortunately,
this technique is implemented within the disk controller,
and dynamic speeds are often not available to the
operating system, which limits its applicability [47].
Furthermore, due to physical and cost constraints,
DRPM drives are not being commercialized in quantity
[38].

At the RAID level, it is possible to re-schedule
I/O requests in order to take advantage of data
redundancy spread along the disk array in a way
that will maximize disk standby times. Conventional
power-saving techniques miss the overall picture of
redundant data, while EERAID [8] employs caching and
RAID-awareness to schedule requests to disk which are
operating in high-power modes, giving the remaining
disks a better chance of remaining in low-power mode.
For instance, in a RAID 1 setting, the authors propose
a novel power-aware read dispatch policy in which N
requests are dispatched to each disk alternatively. The
goal is to alternatively have one active disk taking in
read requests, while the other disks can stay in low
power states. Every N requests, roles are swapped.
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Disk model WD30EZRX ST3000DM001 HD322GJ

Active state power (W) 6 8 5

Idle power (W) 5.5 5.4 4.2

Standby power (W) 0.8 0.75 0.8

Sleep power (W) 0.8 0.75 0.8

Spin-up consumption (A) 2 2 2

Spin-up time – – 8 s

Load/Unload cycles 300,000 300,000 50,000

TABLE 2. While absolute power consumption values vary among three representative disks, standby state and sleep state
usually have equal power consumption.

In a RAID 5 setting, EERAID is primarily focused
on the destaging process, during which cached update
operations are flushed to disk. In this case, blocks that
are to be written to disks in a high-powered state are
preferably destaged and evicted from cache. Blocks
whose disks remain in a low-power state are given
preference to remain in the cache, therefore prolonging
the time disks are allowed to remain in a low-power
state.

4.2. Power-aware caching and prefetching

Strategies which focus on storing data in faster, volatile
memories can help increase the energy efficiency of
storage media as well. Most of these strategies can
be classified into caching or prefetching. Caching is
useful because it helps to reduce disk utilization as
a whole, while prefetching data into memory usually
helps to increase disk standby times. By generating
an extended period of idle time and preventing small
time spans of inactivity, an implementation can more
easily switch disks from an idle state to standby, where
it is spun down. Spinning down a disk requires the
idle period to be sufficiently large because spin-up and
spin-down time can cause significant latencies (in the
order of a few seconds), and can even cause energy
inefficiencies as well, since accelerating disk plates takes
significantly more power than keeping them turned off
or even spinning. Consequently, what all strategies have
in this section have in common is that they will try to
gather hot (frequently used) data in lower, energetically
cheap memory, while usually leaving cold (infrequently
used) data in hard disks, as depicted in Figure 7.

In the context of caches, a replacement policy has
to determine which data block to replace when the
cache memory is at full capacity. LRU (Least Recently
Used) is a widely used policy due to its combined
simplicity and effectiveness. There are power-aware
cache management algorithms which extend LRU,
focusing on power consumption. For example, Zhu
et al. [28] propose two algorithms, PA-LRU and
PB-LRU. Their main idea is to take into account
workload characteristics that affect energy cost, such
as cold misses and arrival time distribution. As a
result, their variants are 22% more energy efficient

Faster, energy efficient
memory

Slow, power-hungry diskCold Data

Hot Data

Caching

Prefetching

Zhu et al. 
(PA-LRU, PB-LRU)
Prada et al.

Prada et al.
Cao et al.
Papathanasiou et al.

FIGURE 7. Caching and prefetching Strategies aim to
increase energy efficiency by decreasing hard disk use.

than LRU as a cache replacement algorithm, while
offering better response times for online transaction
processing (OLTP) workloads as well [48, 28]. The main
difference between PA-LRU and PB-LRU is that PA-
LRU estimates the energetic cost of replacing blocks,
and tries to generate miss sequences which minimize
energy usage [49]. PB-LRU [48] focuses on dynamically
estimating an energetically adequate cache partition
size for each disk. PB-LRU performs just as well as PA-
LRU and requires significantly less parameter tuning,
being therefore easier to adapt for existing storage
systems.

Prefetching strategies which favor energy efficiency
do not necessarily penalize performance, as evidenced
by the work exposed in [43]. Based on the
ideas proposed by Cao et al. [50], the work
of Papathanasiou et al. [43] suggests a set of
rules which make prefetching strategies energy-aware
without compromising performance. One of the rules
determines that prefetch operations should be carried
out if blocks are available for replacement. This
prevents the disk from spinning down in situations
where the standby period would not have been properly
exploited for being too short. An additional rule
ensures that prefetch operations will never interrupt
spun-down disk unless delaying the operation degrades
performance. Consequently, the new set of rules
decrease power usage by generating longer periods of
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disk standby time, while maintaining the hit ratio and
performance.

Other power-aware solutions exist which rely on
multi-tiered caches and data storage [24]. The goal is to
have the higher tiers, which contain all of the data, in
a power-saving mode for extended periods of time, and
have a lower tier, which is more energy efficient, serving
the majority of data access requests. In addition,
systems which rely on parity-based redundancy are
able to exploit this, recovering data blocks from parity
data stored in an active storage components. As a
result, accessing disks in a low-power mode is avoided,
which would have resulted in a high latency request
and switching one or more disks to a higher power-
consuming state.

Multi-tiered solutions which focus on caching and
prefetching are based on hybrid HDD and SSD devices,
using the latter as a non-volatile, faster, smaller
capacity caching storage media. The advantage of
this particular design is that it allows the caching and
prefetching strategies to focus on increasing SSD usage
and decreasing HDD usage. This results in energy and
performance benefits due to the fact that an SSD drive
is faster, has lower latencies, and is power-proportional,
while increasing HDD standby times. For example,
Prada et al. [51] use the SSD as a block cache, absorbing
writes in a log-based manner, therefore avoiding erase
operations, which results in less invalid pages in blocks
and less overhead. The prefetching module is in charge
of reading a number of data blocks using a single
I/O operation. The purpose is being able to satisfy
a fair number of read requests without cache misses
during a relatively long period of time, during which
the magnetic disk will be able to remain idle or even in
standby mode, and increasing SSD accesses.

Most of the techniques described in this section
are complementary. Caching and prefetching solutions
usually have no negative impact on performance.
The only trade-off is in cost, particularly SSD-based
solutions, and implementation effort for algorithmic-
based solutions.

4.3. CPU-based optimizations and trade-offs

Several methods exist for trading lower storage space
requirements and network traffic for higher CPU usage
through compression. This usually translates into a
space vs. time trade-off. One of those techniques
is data de-duplication, which consists of eliminating
redundant data, replacing those chunks with pointers
to the original and only copy of the data [52]. While
compression strategies achieve lower storage footprint
and can improve storage systems by reducing I/O
pressure and network traffic, their implications on
energy footprint are not trivial to determine due to
the fact that one is essentially trading I/O overhead
for CPU overhead. L. Costa et al. [52] compare
a procedure which will scan a database with and

without compression. Empirical results show that while
the compressed version offers greater throughput of
data, the slower, uncompressed version is more energy
efficient. This is due to the fact that different system
components have quite different power consumption
levels. A CPU-bound operation, such as processing
compressed data, will consume more energy than a disk-
bound operation.

In addition, the similarity ratio of data plays a big
role. Compressing a file with low similarity ratio will
have a negative impact on energy efficiency because
the resulting file size will not compensate for the CPU
overhead. For a certain similarity ratio, the smaller file
write will break even with the CPU overhead. However,
the break-even point for performance and for energy
efficiency is not the same, as evidenced by [52]. An
example of such behavior can be seen in Figure 8,
where each figure depicts, for the same experiment,
different break-even points for energy and performance
respectively. Therefore, it becomes apparent that one
must take different design decisions when architecting a
system, as well as when designing an algorithm. Using
compression will only be beneficial for data with a
relatively high similarity ratio, although the break-even
point for energy efficiency is easier to reach than the
break-even point for performance.

5. DISTRIBUTED TECHNIQUES

This section discusses techniques which are used to
reduce energy consumption in distributed storage
systems. Instead of optimizing energy consumption
by focusing on a single component or a single node,
distributed techniques optimize power cluster-wide by
collectively managing the power state of all nodes and
disks. The remainder of this section is divided in
three parts. Section 5.1 discusses solutions which target
power proportionality in file and storage systems either
by extending existing data placement strategies or by
designing novel data layouts. Section 5.2 presents file
systems which have been explicitly designed for energy
efficiency. Finally, Section 5.3 discusses power-aware
data archival solutions.

5.1. Power proportional large-scale storage
systems

As explained before, power proportionality is a
desired property that can be achieved in different
ways. The most obvious approach is to develop
more energy efficient hardware that will consume an
amount of power that is proportional to its resource
utilization. However, today’s hardware is still far
from this goal [53, 7, 14]. The combination of
several non power-proportional systems can be used
to collectively produce a power-proportional system
[54]. This is why many researchers are aiming to
achieve power proportionality in large-scale storage
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FIGURE 8. Different break-even points for performance and energy [52]. The graph on the left depicts energy efficiency,
break-even being at about 0.2 similarity ratio. The graph on the right depicts performance with a break-even point at 0.4
similarity ratio. The data similarity ratio affects the performance of the data de-duplication algorithm, with a higher ratio
resulting in a smaller file write, and hence less I/O.

systems through means such as power-aware algorithms
and optimizations, some of which consist of a high-
level system-wide solution [55, 56, 37, 34, 57, 11,
58, 59]. The question of whether the notion of
power proportionality extends to the realm of storage
systems has been addressed by Guerra et al. [38]
by studying resource utilization in enterprise-level
storage systems under production workloads. Their
findings reveal that systems spend approximately 20%
of their time completely idle, and that the time
spent on higher utilization levels was found to be
decreasing with the level of utilization. The storage
systems spent only about 2% of the time at a
utilization level over 80%. This entails that there is
a strong opportunity for distributed storage systems
to improve energy consumption by becoming more
power proportional. Most of the techniques which
address power-proportional large-scale systems take the
approach of studying novel data placement strategies.
Power-proportional data placement, as argued next, is
the core of a power-proportional distributed storage
system, and introduces many additional challenges that
are detailed and discussed in this section.

Traditionally, the goal in designing a data placement
strategy was to improve performance, availability, and
resilience. For example, HDFS allows users to specify
a block replication factor, and ensures that replicas
of data blocks are placed in different nodes and
racks. However, traditional data layout strategies often
encumber the task of achieving power-proportionality
[35], mainly due to the fact that any node could be
participating in an I/O operation, which complicates
the selection process of which node or component to
power down. In light of this, many researchers have
experimented with different data layout strategies and
designs that meet the needs of power proportionality.
We begin by describing why, from our point of
view, the data placement strategy is the core of

a power-proportional large-scale storage system. A
data placement strategy is strictly bound to power
proportionality and a power on/off strategy, as it will

• allow to power down devices without affecting
availability

• enable the storage system to sustain an acceptable
performance level

• allow fine or coarse-grained activation of devices to
meet the demand curve

• handle storage device or node failures gracefully
• the more fine-grained a storage system can gear

up/down, as allowed by the data placement and
power on/off strategy, the more power proportional
it can be

All the techniques described in this section share the
common goal of making a distributed, often large-
scale storage system, power-proportional. It is also
true for all of them, that power-proportionality is
achieved by reducing the number of active nodes,
while powering the rest off. Many challenges arise
in doing so while accounting for the features of
traditional data placement strategies, such as high
throughput, availability, redundancy, and scalability.
This leads to different design properties, and Table
3 offers a comparative overview of all the techniques
which are investigated and compared in this section.
Space overhead refers to the extra space required to
store all replicated data. Write availability indicates
whether writes always succeed during low power
modes. Reliability indicates that the solution addresses
disk power-cycling. Data classification indicates that
popular data is not replicated equally to unpopular
data. Heterogeneity indicates that the energy efficiency
of the device is being taken into account when a
candidate is being chosen for power off. The remaining
part of this section details the differences among
techniques, as summarized in Table 3, and goes into
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more depth to discuss even more aspects in which
these techniques take different approaches to address
the challenges of achieving power proportionality.

5.1.1. Replica management
Replica management is common to all techniques as
well, because maintaining multiple copies distributed
of data blocks is the only way to prevent data loss
and to help achieve availability. Most solutions offer
a fixed but configurable replication factor r, which is
typically r >= 3. For example, HDFS-based solutions
[34, 35, 37, 60] have a default replication factor of 3,
while in Rabbit [37] it is set to 4. The advantage to
this approach is that replica management is relatively
simple, the disadvantage being a large space over-
head of r − 1. There is not only a trade-off between
replication factor and space overhead, but with power
consumption as well, since more capacity entails pro-
viding power for more disks. SRCMap [56] proposes a
more complicated and sophisticated replica placement
model which replicates only the working data set. The
number of replicas for each data set is variable ac-
cording to the associated cost and benefit (number of
misses, average load, and the power efficiency of the
storage device). In this case, the space overhead is the
amount of free space available in the storage system,
which is assumed to be about 25%.

5.1.2. Power on/off strategy
The power on/off strategy consists of an algorithm
which is responsible for selecting an active data set in
a certain time window. The active data set will usually
reside on a subset of nodes which will be powered on,
while the rest of the systems might be transitioned to a
power-saving state or even powered off. In order to
achieve power-proportionality, the transition from/to
a low power state needs to have a granularity that is
capable of meeting the demand curve.

Gear leveling is a power on/off strategy which is
inspired by how automobiles conserve fuel by gear-
shifting to upper gear levels [20]. Similarly, gear leveling
takes advantage of replicated data sets, establishing a
minimum gear level where at least one replica exists
in a subset of disks or nodes, allowing the rest of the
system to be powered down. When shifting into an
upper gear level, additional resources are reclaimed
and switched to an active state, making additional
replicas and aggregate bandwidth available to meet
the demand curve. At the highest gear level, all
resources are powered up, offering the highest level
of parallelism, aggregate bandwidth, and performance,
but also working at peak power. PARAID [20], Rabbit
[37], and Sierra [55] make use of gear-leveling.

Similar to gear-leveling, SRCMap [56] replicates data
sets to the free space of different storage volumes,
and establishes a minimum power setting for which

Solution Gear up/down granularity

Rabbit fine-grained (node by node),
coarse grained (number of gears)

SRCMap fine-grained (node by node)
Sierra coarse-grained (number of replicas)
PARAID coarse-grained (number of disks - 1)
GreenHDFS low (2 gears)
HDFS (Energy invariant) low (2 gears)

TABLE 4. Comparison of the granularity of each power
on/off strategy.

the availability of at least one replica is guaranteed.
However, as described earlier, SRCMap only replicates
the working set, resulting in a much smaller space
overhead. A virtual to physical mapper takes care
of tracking the location of replicated data blocks and
routing access to those which reside in active nodes.

GreenHDFS [34] analyzes data file requests in order
to classify data into a Hot Zone and a Cold Zone.
The hot zone represents the working set, and is
consolidated into activated nodes, while the cold zone
stores infrequently accessed data and can be powered
down. It is worth noting, however, that no mechanism
allows for both sets of data to adapt dynamically as
data popularity changes, as the separation being fixed
from the start. This results in a much less flexible power
on/off solution than gear leveling.

This inflexibility is also present in the work presented
by Leverich et al. [35], in which they introduce a power-
proportional HDFS. HDFS defines a set of rules, also
called invariants, that deal with data placement in order
to ensure high availability and performance. No single
node can host two replicas of the same data-block, and
at least two replicas must be located in different racks.
The authors of [35] describe an additional invariant in
order to provide an energy-aware storage system. The
notion of a Covering Subset is introduced as a power
on/off strategy. The Covering Subset represents the
minimum amount of storage nodes required to satisfy
immediate availability of any data object contained
in that subset, even if all other nodes are powered
off. While this results in substantial energy savings
under small workloads, this power on/off strategy is the
equivalent of a gear-leveled solution with just two gears,
meaning there are no fine-grained increments of power
and performance levels. One could therefore argue
that solutions such as GreenHDFS and the Covering
Subset are less power-proportional than other gear-
leveled solutions [37, 20, 55], or the approach taken
by SRCMap [56]. Table 4 offers a comparison of the
granularity employed by each technique for turning
devices on and off.

5.1.3. Power-proportional granularity vs. fault toler-
ance

Power-proportional granularity vs. fault tolerance is
a matter which is investigated in Rabbit [37]. The
trade-off for a fine-grained activation of resources
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Sierra SRCMap Hadoop (energy invariant) Rabbit GreenHDFS

Replica management fixed variable fixed fixed fixed
Space overhead r − 1 r ∗ 0.25 r − 1 r − 1 r − 1
Write availability X X x X x
Reliability X X x x X
Data classification x X x x X
Heterogeneity x X x x x

TABLE 3. Comparative summary which shows how of all the solutions which are investigated and compared in this section
differ in their design.

(usually powering on node by node) is reduced fault
tolerance. In the event of a node or device failure, data
will become unavailable. While durability will still be
met, because a number of replicas exist, data availabil-
ity can only be guaranteed if a small redundancy in
active nodes is offered. However, this is incompatible
with an ideal power proportionality, in which only the
strictly necessary resources are active. Therefore, there
is a trade-off between fault tolerance and ideal power
proportionality which is yet to be resolved. In light of
this trade-off, many solutions opt for a coarse-grained
gear-leveled approach, where the ideal power propor-
tionality is sacrificed in order to ensure data availability
in the event of hardware failures.

5.1.4. Write availability
Write availability can become an issue for power-
proportional storage systems due to the fact that
writes intended for those nodes that are powered down
will result in a write miss. All solutions which address
this issue make use of Write off-loading. D. Narayanan
and A. Donnelly [11] originally proposed this technique
when observing that the storage layer is dominated
by write requests due to the effect of memory caches
that are able to absorb the majority of read requests.
For write operations to succeed, and in order to main-
tain an appropriate write I/O bandwidth, most nodes
would need to remain powered on, therefore preventing
power saving techniques from being successful. Write
off-loading addresses this problem by temporarily
redirecting (i.e. off-loading) writes to different stor-
age volumes. The benefit of using write off-loading is
twofold. First, it allows writes destined for de-activated
storage systems to succeed. And second, it removes
potential write bottlenecks by being able to off-load
writes to any active server. In addition, disk spin-up
penalties for write requests are masked out due to the
nature of the off-loading solution. The distributed log
to which writes are committed allows writes destined
to offline nodes to succeed, allowing those nodes to
remain powered down. Off-loaded data blocks can
be lazily reclaimed when the nodes are brought back
online, or synced in the background during low activity
periods. Sierra [55], SRCMap [56], and Rabbit [37] re-
sort to write-offloading for solving this problem. Other
power-proportional data placement strategies which do

not employ write off-loading but address data avail-
ability and write bottlenecks suggest on-demand power
up of nodes [35]. In our opinion this is an inferior
solution due to the expected latencies, which puts into
question whether this solution addresses availability at
all. Furthermore, no alternative solution for mitigating
the major power spike that would result from a single
node failure has been proposed so far.

5.1.5. Reliability
Reliability is another issue pertaining to hard disk
drives. Spinning up disks too often could adversely
affect their reliability [22, 23, 1]. This is an impor-
tant design aspect because hard disk usually have an
expected maximum number of start and stop cycles.
Coarse-grained power cycling strategies help reduce
the number of daily spin-ups, which ensures disks
reach the expected lifetime. Because all techniques ul-
timately end up powering disk drives on and off, this is
a problem which needs to be addressed by all solutions.
This is explicitly addressed by Sierra [55], SRCMap
[56], and GreenHDFS [34], all of which ensure that the
power up/down intervals are long enough.

5.1.6. Data classification
Data classification is a process of categorization
which can be used to differentiate data. In Table
3, it indicates whether data are being handled
equally. A power-proportional storage system can
use data classification to its advantage by employing
popularity-based replication, as SRCMap does [56].
This has the benefit of reducing replication space
overhead, reducing system capacity requirements and
avoiding unnecessary work and power consumption
when replicating data sets. However, data classification
entails additional system complexity and possible data
processing overheads, which have not been detailed in
depth by any of these works. GreenHDFS [34] relies
heavily on simple data access metrics for classifying the
data cluster into hot zone and cold zone, helping achieve
consolidation and yielding great power savings.

5.1.7. Heterogeneity
Heterogeneity is another property which can be taken
advantage of, as different hardware often offers different
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energy efficiency and power proportionality. Because
the whole point of a power proportional storage system
is being able to have only a subset of machines
working, leaving inefficient hardware powered off is
preferable. In spite of this, almost no technique
employs this strategy, with the exception of SRCMap
[56]. However, for this strategy to be effective one
would need to manually input energy efficiency and
power proportionality parameters for each range of
components, as hardware devices do not offer a way
for software to query these data.

5.1.8. Overview of power-proportional data placement
problems and solutions

Finally, an overview of problems and their correspond-
ing solutions is offered in Table 5, which summarizes
all the issues and proposals which have been detailed in
this section. Similarly, Table 6 provides an interesting
map, which relates which techniques and optimizations
are better suited for different types of workloads as far
as power proportionality is concerned. This table in-
cludes techniques described in other sections, which are
complementary to the ones described in this section.
Techniques such as write off-loading or opportunistic
spin-down can incur delays (for example, due to disk
spin-up times), which means that they are not suitable
for workloads which have short default timeouts and
are sensitive to peak response times. Solutions that
employ techniques such as consolidation or migration
might not be suitable for workloads which are unstable
(i.e. they can vary unexpectedly) due to their coarse-
grained operation. Workloads that require good storage
performance might not fare well with techniques such
as adaptive disk speeds and data de-duplication, which
can produce overheads which lengthen response times.

5.2. Energy-efficient file systems

File systems are used for organizing data in data storage
devices. Distributed file systems are widely employed
in large scale computing systems. In the context of high
performance computing, parallel file systems are widely
used. While all of them have been designed in order to
maximize performance, few of them have been designed
in order to target the problem of energy efficiency. Some
relevant examples are revised next.

While energy efficiency is not the primary goal,
GreenFS [1] is able to save up to a 60% of the peak
power related to storage. In order to accomplish this,
disks have to remain powered down in standby mode
as much as possible. GreenFS reads and writes are
preferably served over the network, at the GreenFS
server. This is due to the fact that network transfers
under a hundred megabytes are more power efficient
than disk transfers. Small network transfers being
the majority of I/O operations, GreenFS achieves disk
power savings for the clients. However, the system relies
on a remote parallel file system storage, from which all

clients pull data from, and whose power consumption
is not described in detail. Clients improve performance
and improve storage energy efficiency by reading and
writing to and from local flash storage. The flash
layer acts as a local cache and is the preferred layer
to read and write from due to its high energy efficiency
and power proportionality. The disk is spun-up only
periodically several times a day in order to synchronize
changes and maintain local persistency, and remains in
standby the rest of the time. The hard disk is only
used in the event of network failure or when network
performance is not sufficient. The roles of the backup
server and local storage are inverted in GreenFS, the
local disk is mostly used for data recovery scenarios,
while the remote server is used whenever local cached
data in the flash layer is missing. GreenFS achieves
overall storage power savings of 60% [1].

Blue File System’s (BlueFS) goal is to provide
ubiquitous access to shared and personal data [61].
This is similar to other distributed file systems such
as Coda [62] with a number of differences. Another
goal of BlueFS is to be power efficient. The system
optimizes data access performance when possible by
making use of meta-information about its configured
storage devices in order to maximize both performance
and power savings. The logic of how to gather requested
data and where to retrieve it from is performed by
a user-space process called Wolverine. For deciding
which device to access, both performance and power
are taken into account. A weighted sum of access
time estimation and energy cost is taken, resulting in a
read from the device which offers the best performance
and lowest energy cost, according to the weighted cost
function. In order to determine the energy usage of a
particular operation, BlueFS resorts to an offline device
characterization strategy which provides estimates for
each device operation. While less precise than on-
line power measurement strategies, power estimation is
far more simple and only requires each device to be
characterized once, if ever, due to device specifications
usually being of great help in providing good enough
estimates for selecting the right device.

Lastly, Ge [63] evaluates the energy efficiency of
network and parallel file systems. They observe that
application I/O access characteristics and data layout
are very influential factors for the energy efficiency of
a file system. In light of this finding, one can exploit
knowledge of application I/O characteristics in order
to specify the data distribution and layout strategy of
storage devices. The authors find PVFS2 to be more
efficient than NFS on writes.

5.3. Energy efficient data archival

As the world’s data grows exponentially [13], there is
an inevitable need for long-term data archival. For
businesses, data preservation is often mandated by
law, and cloud services which store user media file
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Problem Solution

Fine-grained proportionality Gear leveling,
Virtual disk mapping (SRCMap)

Avoiding bottlenecks in the event of replica failure Data placement that allows
reasonable rebuild parallelism

Hard disk reliability Avoid spin-ups through coarse-grained
consolidation intervals,
Write off-loading,
Caching

Write availability Write off-loading
Storage space replica overhead Less replicas of data not belonging

to working set
Fault tolerance and power proportionality Power up in incremental groups

e.g. Gear leveling

TABLE 5. Solutions which have been proposed to common problems are highlighted in this table.

Sensitivity to Avg.

Resp. Time

Sensitivity to Peak

Resp. Time
Stability of Workload

Techniques
C T S W A D

Yes
Yes

No
Yes x x

No
No x x
Yes x x x x

No No
No x x x x
Yes x x x x x x

TABLE 6. Techniques: C: Consolidation, T: Tiering/Migration, S: Opportunistic Spin-down/MAID, W: Write Off-loading,
A: Adaptive Disk Speeds, D: De-duplication. Data obtained from [38].

such as pictures must keep up with a growing need
for efficient and reliable long-term storage. While
traditional backups archives were designed for write-
once, read-rarely, newer archival solutions need to
address write-once, read-maybe workloads [64]. Tape
provides poor random-access performance, which is why
modern solutions resort to using hard disk drives.

Due to the fact that a large number of hard disk will
consume a great deal of energy [9], solutions exist which
arrange data in such a way that infrequently used data
reside in disks which are powered off, while hot data
will reside in a small subset of drives. The active data
set can either consist of cached data, such as in MAID
[65], or migrated data, such as in PDC [66]. Caching
has the benefit of not requiring data migration, which
can degrade energy savings for long migration intervals,
but determining the appropriate number of caching
disks is more difficult. Hibernator [10] leverages multi-
speed drives and focuses on meeting performance goals
by determining optimal disk speeds and even spinning
disks up when necessary. In contrast, Pergamum [64]
focuses much more on energy efficiency and reliability,
and less on performance. Their approach for improving
energy efficiency is to add flash-based NVRAM storage
to every node for persistent, low-latency metadata
storage. In addition, they rely heavily on low-power
CPUs, which manage data redundancy and integrity
checking in a distributed fashion. That way, storage
controllers and power-hungry high-class CPUs are
dispensed with. Power savings for these techniques are
as high as 85% when compared to traditional RAID
storage clusters [65]. Consequently, these techniques
might not be good enough for workloads which expect

Solution Approach to energy efficiency

Hibernator multi-speed disks
MAID caching
PDC data migration
Pergamum NVRAM, decentralized controllers

TABLE 7. This table highlights the different paths taken
by each technique in order to save energy.

a high number of Input/Output operations per second
(IOPS), due to the increased delay incurred by disk
activation, which is why they are mainly used for data
archival. In the context of most energy-efficient data
archival techniques, performance, while important, is
secondary to energy efficiency. However, each solution
is fine tuned for a different performance-efficiency trade-
off. Table 7 offers a summarizing overview of the main
approach to achieve energy efficiency used by the data
archival solutions discussed in this section.

6. FUTURE TRENDS AND UPCOMING
CHALLENGES

Providing energy efficient and power-aware storage
solutions is currently an active research field. There is
a growing number of optimizations and solutions which
deal with the problem of achieving energy efficiency in
large-scale storage systems. But in addition, there are
still a lot of pending research challenges. Nevertheless,
there still appears to be a lot of room for improvement,
as current solutions usually result in performance trade-
offs.

Current hardware components are not anywhere
near power-proportional. In light of this, a lot of
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software workarounds have been proposed instead.
System components that offer several power states
and different performance configurations are starting
to become available and this evolution will probably
continue throughout the next decade. The rise of
power-proportional hardware will need to be followed
by software solutions that appropriately exploit this
in order to achieve power-proportionality in large-
scale computing storage systems. This brings new
problems, because software will need to be developed
and optimized over time to take advantage of hardware
energy-saving features. Redesigning applications for
parallelization on a greater scale will be necessary for
making the leap to exascale computing systems as well
[67, 68].

Moreover, several solutions described in this paper
depend on specific hardware which accurately measures
power consumption in order to create adaptive power-
aware systems. Power meter devices are considered
too intrusive for most production-level environments.
Furthermore, power meters are not cheap, which
can produce important cost overheads for large-scale
storage systems, with over hundreds of nodes. Better
hardware support for software-level feedback of power
consumption might be a desirable goal for helping
software frameworks behave in a more power-aware
manner.

During the coming years, new kinds of memory
will have to be explored and evaluated. Non-volatile
solid state memories such as flash memory, phase-
change memory (PCRAM), and spin-transfer torque
memory (STT-RAM) are beginning to surface [19].
New opportunities for energy efficient storage will
come with them, and current systems and techniques
will have to be revised to take advantage of said
memories. In particular, flash memory storage
devices is already becoming quite popular due to the
decreased latencies, random access times, and power
proportionality. However, they are not expected to
entirely replace hard disks anytime soon [39, 40]. Price
and capacity of SSDs are the main concerns, especially
when taking into account the fact that the world’s data
is growing exponentially, essentially doubling every year
[13]. While they will remain too expensive to use for
everything, they will be popular as a form of fast,
temporary memory, while leveraging the capacity of the
slower hard disks. Therefore, larger, hierarchical and
tiered storage systems will be required for large storage
systems. This entails a lot of intelligent software which
has to aim for energy efficiency as well, while handling
the tiering and data placement.

Additionally, in scientific applications checkpointing
is a frequent process within supercomputing applica-
tions, and it needs to happen quickly in order not to
become a bottleneck. Because disks are not expected
to get significantly faster, and one can only write at a
maximum throughput which is the sum of each individ-
ual disks’s throughput, a lot of disks will be required.

While as mentioned before, SSDs could help mitigate
part of the problem, the growth in number of hard disk
drives and solid state drives seems inevitable. More
disks will mean more cost, more power, more failures,
and more rebuild and recovery scenarios. Robustness
and fault tolerance without sacrificing energy efficiency
will therefore be paramount for the storage systems of
the future.

Optimizing power usage of large storage systems is
not only desirable today due to the economic and
environmental cost, since building the supercomputers
of the future will also require a great investment in
energy efficient storage systems. In the context of
scientific computation, the technology required to build
the first Exaflop supercomputer is expected to arrive
this decade. According to the Exascale Study Group,
during the next 5 years data centers will reach a level
of energy efficiency that will still be off by a factor
of 100, and achieving the storage capacities exascale
applications are expected to need could result in real
difficulties related to power [68]. The International
Exascale Software Project has studied the challenges
that need to be addressed for achieving exascale systems
[69]. One of the main barriers is the non-computational
aspect of energy, which is mostly related to data,
not computation. Because today’s facilities require
20MW and it would be difficult to provide greater
power supply, that amount has been set as a design
target [68]. Consequently, systems need to reach an
energy efficiency of 50GFlop/Watt. Estimates suggest
that in the coming years data centers will reach a
level of energy efficiency that is still insufficient, and
achieving the storage capacities exascale applications
are expected to need could result in real difficulties
related to power, according to the Exascale Study
Group [68]. While many aspects need to be improved
in the context of energy efficiency, including low-power
electronics, memory, CPU, applications, cooling, and
the data center itself, data was found to be among the
biggest energy-related challenges.
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