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Abstract—The cloud has revealed as a promising paradigm
for hosting scalable Web systems serving a large number of
users with large workload variations. It makes possible to
dynamically add and remove resources to horizontally scalable
architectures in order to save costs, while maintaining the
quality of service. However, in order to achieve these goals the
resource management of a platform must include policies and
mechanisms for dynamically resizing the system, redistributing
content and redirecting user requests. In this work, we address
the problem of reconciling dynamic system sizing and content
locality.

There are three main contributions of our study. First,
we address the problem of determining the system size by
employing a hierarchical prediction framework that proactively
provisions resources based on statistical models of the incoming
workload. Second, we show how to employ the hierarchical
prediction framework for designing a dispatching mechanism
which can be used with any request distribution policy. Third,
we propose two novel prediction-based locality-aware request
distribution policies: Oblivious Locality-Aware Request Distri-
bution (OLARD) and Affinity-Based Locality-Aware Request
Distribution (ABLARD). We demonstrate the advantages of
using our hierarchical prediction framework and how our
approach achieves a high content locality, while adapting to
unexpected workload changes.

Keywords-cloud computing; forecasting; content locality;
resource provisioning;

I. INTRODUCTION

In the last years most Internet applications hosted in data
centers have experienced an ever growing amount of stored
data and traffic due to the increasing popularity of Web
2.0 applications such as social networks, multimedia, and
mashups. Several studies [1], [2], [3] have revealed that the
workload in these systems is highly variable depending on
seasonal factors (time of the day, day of the week), trends,
expected and unexpected events. Typical data center infras-
tructures overprovision resources in order to manage these
variations. It is known that in these data centers the average
utilisation of servers is between 10% and 50% [4], while
unexpected events may even exceed the current physical
resources.

The cloud paradigm is a good match to these variable
demand Internet applications, as the system dynamically

scales up and down its capacity on-demand, thereby reduc-
ing the overprovisioning and allowing a pay-per-use budget.
However, system resizing presents various challenges to be
addressed. First, the demand variability is only partially
predictable. A system has to include best effort strate-
gies for predicting dynamic resource requirements, while
providing security margins for unexpected variations and
reactive mechanisms for avoiding or reducing under- and
overprovisioning. On the other hand, system resizing has
a direct effect on content locality as scaling both up and
down involve redistributing content over the infrastructure.
Additionally, the addition and removal of resources incur
latencies due to factors such machine start-up times or data
redistribution.

In previous works [5], [6] we have partially addressed
some of the above issues by proposing novel uni-model
and multi-model prediction approaches for efficient dynamic
system sizing based on data grouping and placement. In
this work we study and address the relationship between
resizing a server infrastructure and the content locality over
the servers. The main contributions beyond the state-of-the-
art and the ideas presented in our previous works are the
following. First, we present a novel hierarchical prediction
framework, which integrates global models used for system
sizing and local models used for locality enhancements.
Second, we show how to employ the hierarchical prediction
framework for designing a dispatching mechanism which
can be used with any request distribution policy. Third, we
propose two novel prediction-based locality-aware request
distribution policies: Oblivious Locality-Aware Request Dis-
tribution (OLARD) and Affinity-Based Locality-Aware Re-
quest Distribution (ABLARD). Finally, we demonstrate the
advantages of using our hierarchical prediction framework
and how our approach achieves a high content locality, while
adapting to unexpected workload changes.

The remainder of this paper is organized as follows.
Section II gives an overview of the target system architec-
ture and of our approach. Section III describes the novel
hierarchical forecasting framework and the two locality-
aware request distribution techniques. Section IV presents
the evaluation dataset and the workload spike generation



methodology. Section V describes the experimental evalua-
tion. Section VI overviews related work. Finally, Section VII
concludes and discusses future work.

II. SYSTEM ARCHITECTURE

In this work we focus on locally distributed web systems
accessed by a large number of users with dynamically
evolving workloads. The most common architecture of these
systems is based on three layers [7]: dispatchers, content
servers and storage-backend. The dispatchers act as front-
ends redirecting users requests to content servers based
on request distribution policies. Content servers return de-
manded contents from their caches to users. In the case that
the item is not cached, the content server accesses the storage
backend to retrieve a copy.

The cloud paradigm facilitates to dynamically scale the
number of system resources. This is particularly suitable for
horizontally scalable architectures. Theoretically, all three
layers of our target platform can be dynamically scaled by
adding or removing resources. However, in this work, we
particularly focus on resizing the content servers layer. In
our approach, we add an extra control component in charge
of monitoring, controlling and configuring the system.

Figure 1 shows the three-layers architecture with the
control component and its three modules: system monitor,
adaptive system controller and system configurator. The
system monitor periodically collects information about the
state of the system. In particular, we distinguish two different
workload levels: global and local. The global workload
consists of the aggregated number of requests in the system,
while the local workload is the number of requests for a sub-
set of items. This information is employed by the adaptive
system controller in order to automatically define workload
models. These models forecast the expected workload for
a future time horizon. The generated predictions are used
in our approach for determining configuration parameters
such as the system size at machine granularity, content
distribution and request distribution policies. Finally, the
system configurator applies changes to the system according
to the prediction models.

In this paper, we address the problem of reconciling sys-
tem sizing and content locality by introducing a hierarchical
prediction framework, which is managed by the adaptive
system controller. This framework consists of two types of
models corresponding to the global and local workloads.
The global model (G) predicts the total workload of the
system, which permits to provision an adequate number of
content servers. At a second level, a set of local models
(L) predicts the expected number of requests for different
groups of items. This second level of prediction permits to
identify how the items should be dynamically assigned to
the content servers. This process is done according to the
capacities of the content servers, and the expected number
of requests per group, as discussed in the following section.

Dispatchers Content
Servers

Storage
Backend

System
monitor

Adaptive
system
controller

System
configurator

Figure 1. Proposed architecture

III. RECONCILING DYNAMIC SYSTEM SIZING AND
LOCALITY

This section describes how our proposed solution recon-
ciles locality and dynamic system sizing. The description
is structured into three interrelated parts. First, we explain
how the system is dynamically sized based on workload
prediction. Second, we present the design of the dispatcher.
Finally, we introduce two novel locality-aware request dis-
tribution policies.

A. Dynamic system sizing

In this work, we employ autoregressive models to predict
future workloads based on past values. For a workload
series x1, ..., xt, where xi is an observation at time i, an
autoregressive model generates x̃t+1, ..., x̃t+h predictions,
where h is the prediction horizon.

A global model (G), that accounts for the system total
workload, generates predictions x̃t+1, ..., x̃t+h. From these
predictions we take maxhG = max(x̃t+1, ..., x̃t+h) as the
reference value for system sizing. Given that a server has a
maximum capacity C and a target maximum load threshold
(thrL), we calculate the desired utilization of a server as
C · thrL. There are two reasons for using a maximum
load threshold. First, it provides a security margin for the
unpredicted workload increases. Second, it may not be
desirable to achieve a 100% load, as for large load values
the variance of response time increases [?]. Based on the
predictions and on C and thrL values we calculate the
number of machines to use during the horizon h (Mh) with
the formula:

Mh =

⌈
maxhG
C · thrL

⌉
(1)

The system periodically calculates Mh, the number of
machines to use for the next h time units. During this
interval, the error between the predicted workload and the
actual workload is calculated and the mean of all differences
is computed (MAE). If this error is larger than a configurable



Group Content Dispatching
servers probabilities

1 s1, s2, s3 0.25, 0.5, 1
2 s1, s2 0.5, 1
3 s2 1

Table I
DISPATCHING TABLE EXAMPLE WITH 3 GROUPS AND 3 SERVERS.

threshold (e.g. two standard deviations), a new model is
selected and fitted based on the previous t values.

B. Dispatcher

The dispatcher layer is in charge of redirecting user
requests to the content servers. In order to achieve this, the
dispatcher employs two data structures: the items catalog,
and the dispatching table. The catalog is a dictionary that
identifies which group an item belongs to. The dispatching
table contains information about which servers are in charge
of serving a particular group.

Table I shows an example of a dispatching table. This
table consists of three columns: group, content servers, and
dispatching probabilities. Each group is associated to a set
of servers with a dispatching probability. These probabilities
are stored in their cumulative distribution form. To determine
where to redirect a request, the dispatcher generates a
uniform random number between 0 and 1, and identifies
the server in charge based on the probability distribution
interval which contains that number. For example, assuming
a request for an item belonging to group 1, the dispatcher
generates a random number, e.g. 0.48. As this number
satisfies p(s1) < 0.48 ≤ p(s2), then the request is redirected
to s2.

Algorithm 1 shows the pseudocode to update the dis-
patching table. This approach permits to assign groups
to servers by taking into account the maximum capacity
of the servers. The co-existence of two levels of models
makes possible situations of disagreement in the number of
allocated machines when using the global estimation (Mh)
and the local estimation (mh). In order to adequate the
predictions from the local models, we calibrate them by
multiplying by the α factor which is the ratio between Mh

and mh.
The assignment of groups to servers can be modeled

as a bin-packing problem [8], where each bin is a server
with capacity C · thrL. Given that bin-packing problem is
known to be NP-Complete, we employ the greedy first-
fit approximation. A group having a predicted workload
higher than the available capacity of one server is assigned
to several servers. For each group, the dispatching prob-
ability to a given server is calculated as the fraction of
the predicted group workload assigned to that server. The
selectNextServer and assign functions can be configured
to support different requests distribution policies.

Algorithm 1 Dispatching table update.
//Compute the number of servers to provision according
to local models

mh =

⌈∑
imax

h
Li

C · thrL

⌉
//Compute α, the scaling factor when Mh 6= mh

α =Mh/mh

//Calibrate the predictions according to α
maxhLi

= α ·maxhLi
∀i

for each i in 1, ..., |L| do
toAllocate = maxhLi

while toAllocate 6= 0 do
j = selectNextServer()
assignedLoad = assign(toAllocate, j)
updateDispatchingProbs(j, assignedLoad)
toAllocate = toAllocate− assignedLoad

end while
end for

C. Locality-aware requests distribution

In this work we propose two locality-aware request dis-
tribution policies: Oblivious Locality-Aware Request Distri-
bution (OLARD) and Affinity-Based Locality-Aware Request
Distribution (ABLARD).

OLARD assigns the predicted workload of one group to
the first server with available content. A group may be
assigned to more than one server if one server does not have
enough capacity for the predicted workload. Additionally,
in order to avoid that a server is assigned only a group,
we set an upper threshold, which represents the maximum
percentage of a server capacity, which can be assigned to a
group. For example, if this threshold is 33%, no more than
33% of the server capacity can be assigned for serving one
group (therefore, a minimum of 3 groups will be assigned to
that server). As its name indicates, OLARD is oblivious to
the current assignment of groups to servers, i.e. when the re-
quest distribution is reconfigured, the previous configuration
of content distribution is not taken into consideration.

ABLARD improves the OLARD approach by taking into
account the groups previously assigned to a server. In order
to do this, the OLARD policy uses a content summary table.
This table contains the ratio of dispatched requests per group
and server. When assigning a group to a server, the summary
table is used to greedily select the server with the largest
previous assignment share of that group.

IV. DATA SET

For our experiments we use a set of Wikipedia traces
provided by the Wikimedia Foundation [9]. The traces
contain 10% of all the requests directed to their proxy caches
from September 19th 2007 to January 2nd, 2008 accounting
for 20.6 billion requests. Each request in the trace contains a
unique identifier, a time stamp and the URL of the request.
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Figure 2. Daily workload for the first two weeks.

The original traces contain requests for different projects
from Wikimedia, and also for different languages. For eval-
uation purposes, we only use the requests to the English
Wikipedia during the first two weeks. After filtering and
cleaning the original trace, these two weeks account for 145
million requests and about 6 million available items.

Figure 2 shows the number of requests per minute for
the first two weeks. The workload is clearly periodic and
similar to the one shown in [9]. There is a weekly pattern
according to which the workload diminishes on weekends.
During a single day, the number of requests doubles and
decreases again. This daily pattern is also found in other
systems [10], [11], confirming the existence of a low activity
period, followed by a large peak of load and then a workload
decrement.

Unexpected demand variations are known to be common
in the vast majority of server infrastructures [12]. We are in-
terested in studying how our solution behaves under different
workload spikes. We consider two types of spikes: volume
and data. The first one modifies the global workload, while
the second one changes the popularity of certain items (local
workload), while not necessarily varying the total volume
of requests. We synthetically modify the previous dataset to
include volume and data spikes following the methodology
described by Bodı́k et al. [12] for generation of spikes for
stateful services. From this work we select three significant
spikes based on real traces. These are the requests served by
Wikipedia after Michael Jackson’s death (s1), server demand
variations during the World Cup 1998 [13] (s2), and, finally,
a peak demand to Ebates.com servers [14] (s3).

According to this methodology, a spike is identified by
a tuple (t0, t1, t2, t3, M , V , H). The values t0, t1, t2,
and t3 indicate the times when the spike starts, when it
reaches its peak, the end of the peak period, and the end
of the spike, respectively. M is the magnitude of the peak
compared with the baseline workload. V is the variability
of the popularity of the hotspot items during the spike
compared to the baseline workload. We select V value to

Name t0 t1 t2 t3 M V H
s1 100 160 1360 1439 1.05 0.01 64
s2 900 1005 1065 1095 4.97 0.01 159
s3 400 455 1255 1400 2.43 0.01 50

Table II
CHARACTERIZATION OF THE SYNTHETICALLY GENERATED SPIKES

ACCORDING TO THE METHODOLOGY DESCRIBED IN [12].

indicate an exponential distribution. Finally, H is the number
of hotspot items that are responsible for the increment of the
traffic. Table II indicates the values of these parameters used
in s1, s2, and s3 and Figure 3 shows the resulting global
workloads. The shadowed area indicates the duration of the
spike. For s1 there is no significant change in the magnitude
of the spike, only the popularity distribution of items varies,
s2 is characterized by a fast growth and fast decay, and,
finally, s3 is characterized by a steady growth followed by
a moderately fast decay.

V. EXPERIMENTAL EVALUATION

We conduct our experimental evaluation in a discrete-
event simulator. The simulations are carried out on an Intel
Xeon E5645 2.40 GHz machine with 24 GiB of memory.

For the automatic definition and fitting of prediction mod-
els, we employ the Holt-Winters package described in [15].
The number of observations used to generate the models for
G and L are 720 and 360 minutes, respectively. Prediction
horizons are 5 minutes for both global and local models.
The computational overhead of model selection, fitting and
generating predictions for the Holt-Winters package was
smaller than 10 ms.

The maximum server capacity C is 2,000 requests per
minute and the load threshold thrL is 0.8. Each server
has enough memory to store 200,000 entries and the item
replacement policy is LRU. The memory of the servers are
cold when the simulation starts. The groups are defined by
randomly splitting the total number of items into 40 groups
of 150,000 items.

A. Benefits of using a hierarchical prediction framework

In this section we evaluate and discuss the benefits of
using a hierarchical prediction framework instead of single
models. We conduct these experiments using the unmodified
workload described in Section IV.

We first compare the accuracy of total workload prediction
for two cases: based on a global model and based on the sum
of local models. Figure 4 shows the mean absolute error
(MAE) using G and L models to predict the total workload
for different configurations. We observe that employing local
models produces a larger error, and the error increases with
the number of groups. This fact is a consequence of the
accumulation of errors through the the aggregation of several
predictions.

Even though global prediction appears to be more ap-
propriate for dynamic system sizing, it has the drawback
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Figure 3. Original workload and synthetically generated scenarios. The shadowed area indicates the duration and magnitude of the spike.
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Figure 4. Error of total workload prediction based on G and L models.

that it can not be used for comprehending the dynamics of
the workload at group level. Figure 5 shows the average
MAE value for local workload predictions at group level
when varying the number of groups. We note that the
prediction accuracy of local models increments with the
number of groups, while the standard deviation decreases.
This is explained by the fact that the workload variations
are more accurately captured by the predictions when the
granularity of the groups decreases.

In conclusion, the global models are more accurate for
predicting system size, while local models are more appro-
priate for detecting local workload variations. This indicates
that a global model is necessary and that it is necessarily
to decide the granularity of local models for which the
group prediction is accurate. In our opinion this last aspect
depends on each workload and must be empirically done. In
the future we plan to study the possibility of automatically
detecting proper group granularities.

B. Locality evaluation

In this section, we evaluate the effect of system resizing on
content locality for s1, s2 and s3. For comparison purposes,
we include a random request distribution policy (RRD) that
randomly assigns groups to servers. Figures 6, 7 and 8 show
the number of machines and hit rate when using RRD,
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Figure 5. Medium average error and standard deviation for group
predictions.

OLARD and ABLARD requests distribution policies. The
black line indicates the number of content servers and the
grey line the hit rate of the system.

We note that there is no significant difference in the
number of machines employed by the three solutions. This is
expected as all the policies use the same prediction method.
However, the hit rate is affected by the selected policy. At
the beginning, the hit rate increases as new requests arrive
and the content is stored in cache. This occurs until the first
resize at time 200. From this point on we appreciate clear
differences depending on the employed policy. RRD shows
a low hit rate variability in all scenarios, except during the
unexpected workload peak in s2. In contrast, for OLARD the
hit rate increases in all the scenarios when compared with
RRD. We observe that certain system size variations produce
short-term drops in the hit rate. This is due to the fact that
OLARD does not take into account past cache contents when
assigning the groups to the new servers. Finally, ABLARD
obtains a hit rate similar to the one obtained in OLARD
when no variations are present. However, ABLARD achieves
a higher hit rate stability during system size variations.
In particular, we observe that, when removing machines,
ABLARD gets up to 10% more hit rate than OLARD. In
summary, our proposed methods show high adaptability, in



that they rapidly recover the previous hit rate level. This
is due to the agile reconfiguration of the dispatchers as
discussed in Section III-B.

Finally, in order to provide a compact comparison of the
hit rates obtained by the different policies, Figure 9 shows
the mean hit rate of all three request distribution policies
(RRD, OLARD and ABLARD) for all three scenarios (s1,
s2, and s3). In all cases, OLARD and ABLARD obtain a
higher hit rate than RRD. In particular, the average hit rates
of OLARD and ABLARD are by 20% and 23% higher than
the average hit rate of RRD.

VI. RELATED WORK

Several works have proposed Web and data center work-
load modeling and prediction based on autoregressive mod-
els [1], [2], [3] for system sizing. Santana et al. [16], and
Krioukov et al. [17] propose to use workload forecasting
to dynamically modify CPU voltage/frequency in order to
reduce power consumption. Our approach shares the idea of
employing workload prediction models to improve resource
provisioning and utilization. Furthermore, we study how to
improve content locality through these predictions.

Other authors propose to use machine learning techniques
for dynamic system scaling. Bodik et al. [18] use machine
learning in a control loop to predict the system performance
and resize the system accordingly. In [19] authors propose
to employ neural networks as a method to predict CPU
performance. However, they do not explore how to identify
the system size using these predictions. Rao et al. [?]
design a reinforcement learning algorithm that collects the
resource demands of several virtual machines and defines
the system size. Our hierarchical prediction framework uses
a combination of prediction models and control approaches
for system sizing and supports novel policies for content
distribution and locally-aware request distribution.

Sastry and Crowcroft [20] group popular user-generated
content from an Internet workload onto few disks, allowing
other disks to be placed in low energy states, thus, saving
energy. Wildany and Miller [21] group data items likely to
be accessed together within a short time on the same disk,
and place underutilized disks in low power states. In [?] the
authors propose data grouping to improve data replication
in an elastic storage system. Their solution allocate data
groups across servers using a bin-packing approach to avoid
overloaded servers. Our work share the idea of increasing
content and spatial locality by grouping data. The solution
we propose differs from the previous approaches through
the employment of a prediction-based adaptive dispatcher
and content distribution policy, which are supporting two
novel locality-aware request distribution policies.

VII. CONCLUSIONS AND FUTURE WORK

In this work, we address the problem of reconciling
content locality and system resizing. We propose to use a

hierarchical prediction framework that automatically defines
models for global and local workloads. First, we show how
global prediction models are used for dynamic system sizing.
Second, we show how to employ the hierarchical prediction
framework for designing a dispatching mechanism which
can be used with any request distribution policy. Third, we
propose two novel prediction-based locality-aware request
distribution policies. We demonstrate the advantages of
using our hierarchical prediction framework and how our
approach achieves a high content locality, while adapting to
unexpected workload changes.

Future work includes extending our prediction framework
to storage back-end sizing. We also plan to investigate tech-
niques for automatically discovering the optimal granularity
of groups.
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Figure 6. Hit rate and number of content servers for s1
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(c) ABLARD

Figure 7. Hit rate and number of content servers for s2
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(c) ABLARD

Figure 8. Hit rate and number of content servers in s3

RRD OLARD ABLARD

s1

s2

s3

%
 h

it 
ra

te

40
50

60
70

80

Figure 9. Average hit ratio for all request distribution policies (RRD,
OLARD and ABLARD) and all workloads (s1, s2, and s3).

[9] G. Urdaneta, G. Pierre, and M. van Steen, “Wikipedia
workload analysis for decentralized hosting,” Comput. Netw.,
vol. 53, pp. 1830–1845, July 2009.

[10] D. Gmach, J. Rolia, L. Cherkasova, and A. Kemper, “Work-
load analysis and demand prediction of enterprise data center
applications,” in Workload Characterization, 2007. IISWC
2007. IEEE 10th International Symposium on, 2007, pp. 171
–180.

[11] P. Gill, M. Arlitt, Z. Li, and A. Mahanti, “Youtube traffic
characterization: a view from the edge,” in Proceedings of
the 7th ACM SIGCOMM conference on Internet measurement,
ser. IMC ’07. ACM, 2007, pp. 15–28.

[12] P. Bodik, A. Fox, M. Franklin, M. Jordan, and D. Patterson,
“Characterizing, modeling, and generating workload spikes
for stateful services,” in In Symposium on Cloud Computing
(SOCC), 2010.



[13] M. Arlitt and T. Jin, “A workload characterization study of
the 1998 world cup web site,” Network, IEEE, vol. 14, no. 3,
pp. 30–37, 2000.

[14] P. Bodik, G. Friedman, L. Biewald, H. Levine, G. Can-
dea, K. Patel, G. Tolle, J. Hui, A. Fox, M. Jordan et al.,
“Combining visualization and statistical analysis to improve
operator confidence and efficiency for failure detection and
localization,” in Autonomic Computing, 2005. ICAC 2005.
Proceedings. Second International Conference on. IEEE,
2005, pp. 89–100.

[15] R. J. Hyndman and Y. Khandakar, “Automatic time
series forecasting: The forecast package for r,” Journal of
Statistical Software, vol. 27, no. 3, pp. 1–22, 7 2008.
[Online]. Available: http://www.jstatsoft.org/v27/i03

[16] C. Santana, J. Leite, and D. Moss, “Power management by
load forecasting in web server clusters,” Cluster Computing,
vol. 14, pp. 471–481, 2011.

[17] A. Krioukov, P. Mohan, S. Alspaugh, L. Keys, D. Culler, and
R. Katz, “Napsac: Design and implementation of a power-
proportional web cluster,” in n Proceedings of the First ACM
SIGCOMM Workshop on Green Networking I, New Delhi,
India, August 2010.

[18] P. Bodik, R. Griffith, C. Sutton, A. Fox, M. I. Jordan,
and D. A. Patterson, “Statistical machine learning makes
automatic control practical for internet datacenters,” in In
Workshop on Hot Topics in Cloud Computing (HotCloud ’09),
2009.

[19] S. Islam, J. Keung, K. Lee, and A. Liu, “Empirical prediction
models for adaptive resource provisioning in the cloud,”
Future Generation Computer Systems, vol. 28, no. 1, pp. 155
– 162, 2012.

[20] S. N., A. Hylick, and J. Crowcroft, “SpinThrift: saving energy
in viral workloads,” in Communication Systems and Networks
(COMSNETS), 2010 Second International Conference on.
IEEE, 2010, pp. 1–6.

[21] A. Wildani and E. Miller, “Semantic data placement for
power management in archival storage,” in 5th Petascale Data
Storage Workshop Supercomputing, 2010.


