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Abstract—Workload variations on Internet platforms such as
YouTube, Flickr, LastFM require novel approaches to dynamic
resource provisioning in order to meet QoS requirements, while
reducing the Total Cost of Ownership (TCO) of the infrastruc-
tures. The economy of scale promise of cloud computing is a
great opportunity to approach this problem, by developing elastic
large scale server infrastructures. However, a proactive approach
to dynamic resource provisioning requires prediction models
forecasting future load patterns. On the other hand, unexpected
volume and data spikes require reactive provisioning for serving
unexpected surges in workloads. When workload can not be
predicted, adequate data grouping and placement algorithms may
facilitate agile scaling up and down of an infrastructure.

In this paper, we analyze a dynamic workload of an on-line
music portal and present an elastic Web infrastructure that
adapts to workload variations by dynamically scaling up and
down servers. The workload is predicted by an autoregressive
model capturing trends and seasonal patterns. Further, for
enhancing data locality, we propose a predictive data grouping
based on the history of content access of a user community.
Finally, in order to facilitate agile elasticity, we present a data
placement based on workload and access pattern prediction.
The experimental results demonstrate that our forecastingmodel
predicts workload with a high precision. Further, the predictive
data grouping and placement methods provide high locality,
load balance and high utilization of resources, allowing a server
infrastructure to scale up and down depending on workload.

I. I NTRODUCTION

The last years have shown a significant increase in both
the amount of data available on-line and in the associated
traffic. This trend has put a considerable pressure on service
infrastructures, which are required to serve large data amounts
with low latency and high throughput, while providing avail-
ability. Additionally, the infrastructure providers aim to reduce
the total cost of ownership (TCO) including hardware, energy,
administration and maintenance costs.

One of the main concerns of Web service providers is
that their servers are underutilized, due to the fact that they
have to provide margins for load variations including peaks
when volume or data spikes occur. In many cases, the server
utilization is between 10% and 50% [1] and energy bill is
considerably increased due to an inefficient use of resources.

On-line applications such as YouTube, Flickr, LastFM show
dynamic workloads depending on diverse factors such as
popularity, marketing, periodic patterns, fads, trends, events,
etc. Some predictable factors such as trends, periodicity or

scheduled events allow for proactive resource provisioning
in order to meet variation in workloads. However, proactive
resource provisioning requires prediction models forecasting
future load patterns. On the other hand, unexpected volume
and data spikes require reactive provisioning for serving
unexpected surges in workloads. When workload can not be
predicted, adequate data grouping and placement algorithms
may facilitate agile scaling up and down of an infrastructure.

Cloud computing has numerous advantages for offering
a back-end infrastructure for both proactive and reactive
resource provisioning [2]: the appearance of virtual infinite
resources on-demand, agile scaling up and down depending
on workload, pay-per-use, economy of scale due to large data
centers. However, in order to exploit these advantages, data
have to be grouped for both adapting to future predictable
accesses and allowing an agile elasticity in presence of unex-
pected variations of access load.

This paper aims to explore the benefits of leveraging access
patterns and workload history in predicting the load and
organizing content in an Internet service infrastructure in order
to achieve high resource utilization, locality and elasticity. The
main contributions of this paper are the following.

• Analyze a dynamic workload of an on-line music portal
with social networking capabilities and propose an elastic
infrastructure for serving user requests.

• Apply autoregressive models for history-based load pre-
diction. This model is able to predict growth trends
and seasonal patterns and allows for proactive resource
provisioning.

• Predictive data grouping based on consumption affin-
ity. The consumption affinity is estimated based on the
history of content access of a user community. Data
grouping has the goal of increasing the access locality.

• Data placement based on workload and access pattern
prediction. The goal of data placement is facilitating up
and down scaling (elasticity) based on workload predic-
tion, while preserving locality based on access prediction.

• The experimental results demonstrate that: (1) an au-
toregressive model achieves a high precision in forecast-
ing trends and seasonal patterns (2) our data grouping
method provides high locality and high concentration of
affine popular content on replicated servers (3) the data
placement provides load balance and a high utilization of



resources, allowing a server infrastructure to scale up and
down depending on workload, while preserving locality.

The remainder of this paper is organized as follows. Sec-
tion II presents a motivating application, which will be used
throughout the paper for evaluating our solution. An overview
of the system model is described in Section III. Section IV
details the algorithms and techniques employed in our system.
Section V presents evaluation results. Section VI discusses
related work. Finally, we conclude in Section VII.

II. M OTIVATING APPLICATION

The work on this paper is motivated by the need to provide
an elastic cost-efficient infrastructure to data intensiveon-line
Internet applications. In particular we chose as object of study
LastFM site. LastFM is one of the largest music portals with
social networking features. LastFM community has currently
more than 30 million users from more than 200 countries [3].
Labels and authors can freely share music on the portal. Users
can listen to radio stations or to previews in either full-length
or as 30 second samples. A radio station is created by LastFM
based on different criteria: user library, recommendation, loved
tracks, similar artists, tracks sharing the same tag etc. Track
order play in radio can not be controlled by the users. Previews
are generally free, while radio is a subscriber feature in most
countries. Users have the possibility of connecting each other
through friendship relationships. LastFM records play counts
on a daily base in order to generate charts for artists and tracks.

We crawled LastFM data analyzed in this paper through
LastFM API by using a distributed crawler deployed in cluster
over 20 machines. We traversed the friendship graph in a
breadth first search manner and extracted the profiles of a set
of 250,000 users including the listened artists, daily for the
period between January1st to May 22nd, 2009 (142 days).
The extracted social graph has an average degree of 14.9, a
diameter of 8, an average path length of 4.37, and an average
clustering coefficient of 0.17. The total number of artists users
listened to was 2,390,970, amounting to a total play count
of 780,579,318. A limitation of our trace is the fact that we
can reconstruct only the aggregate daily load of the system.
Therefore, the trace does not contain load variation at minute
and hour granularities.

Figure 1 shows the load evolution for the 142 days of
our data trace. The first days coincide with the beginning
of the year (starting January1st), when the system load
was apparently lower. The long-term evolution shows clear
periodic pattern with slightly increasing and decreasing trends.
The ACF (autocorrelation function) analysis confirms a weekly
seasonal pattern with decreasing activity during week-ends and
maximum traffic in the middle of the week.

Figure 2 shows the popularity distribution of the extracted
artists for the whole trace duration. The distribution has
a long tail, with a few very popular artists and with the
majority of artists in the long tail. This type of distribution
is commonly found on social networks referred to different
characteristics, as shown in previous studies such as [?], [?]
or [?]. For our study we have selected two different data sets
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Fig. 1. Total play count in the system.
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Fig. 2. Artist popularity distribution accumulated for thewhole trace period.

based on the popularity distribution shown in Figure 2. The
first data set (set 1) is a heterogeneous sample of the total
distribution containing 600 artists chosen from three regions
of the distribution: 200 most popular artists, 200 from around
the median of the distribution, and 200 poorly popular users.
The second data set (set 2) consists of the most popular 1000
artists.

III. SYSTEM MODEL

Figure 3 shows an Internet service architecture organized
into three tiers. We assume that users request objects that are
persistently stored on the back-end storage. Each object has a
number of attributes, which can be used for classifying them
in categories. In LastFM system, the objects are songs. Each
song has various attributes including an artist name attribute,
which is to be considered a category in our evaluation.

A dispatcher layer consisting of a variable number of servers



C Set of categoriesci, i = 1, ..., n classifying objects stored
in the system

aij Affinity between categoriesci andcj
U t
i Set of users requesting objects fromci at time t

U t
ij Set of users requestingci and cj at time t

R(u, ci, t) Number of requests of useru for ci at time t
S Set of servers in the system
thrL Maximum load capacity per server, measured in number

of requests
thrC Minimum number of assigned categories per server
Lt Total system load at timet, measured in number of

requests
L̃t Predicted total system load at timet, measured in number

of requests
ls Load on servers, measured in number of requests
l̃s Predicted load on servers, measured in number of requests
lci Load corresponding to categoryci, measured in number

of requests
l̃ci Predicted load corresponding to categoryci, measured in

number of requests
pci(sk) Probability of dispatching the requests for categoryci

to serversk

TABLE I
SUMMARY OF NOTATIONS USED THROUGHOUT THE PAPER.

Fig. 3. Multiple tier Internet service architecture.

receives requests from the users. The dispatcher distributes
user requests to Web servers. A request distribution can be ran-
dom, round-robin, load-aware [?], locality-aware [4], content-
based [?], energy-aware [5]. The request distribution policy
proposed in this paper is content-based, locality-aware, load-
aware and elasticity-oriented. We assume that each dispatcher
node keeps in memory a table containing entries, each of
which containing an access counter and a map of the category
to one or several servers depending on the category popularity.
The map of the category to Web servers is represented as a set
of numbers between 0 and 1, summing to 1 and representing
the probability that a request will be forwarded to the respec-
tive Web server. Each time a request for given content category
is received, the dispatcher increments the access counter by
one and simply uses the probability distribution in order to
forward it to one of the Web servers. The access counter is
used by the prediction algorithm. Table II shows an example of

Category Access counter Probability distribution
(sk, pci(sk))

c0 130 (s0, 0.4)
(s1, 0.4)
(s2, 0.2)

c1 130 (s0, 0.4)
(s1, 0.4)
(s2, 0.2)

c2 30 (s2, 1)

TABLE II
EXAMPLE OF DISPATCHER TABLE FOR3 CATEGORIES AND3 SERVERS

dispatcher table for 3 categories. The categoryc0 is dispatched
to 3 serverss0, s1, s2 with a probability distribution 0.4, 0.4,
0.2 respectively.

The Web servers receive and serve the requests forwarded
by the dispatchers. We make the simplifying assumption that
Web servers include the application logic. The Web servers are
stateful [6], that is they retrieve application data on-demand
from the storage back-ends and they cache them locally [7].
Consequently, popular items are likely to be cached on the
Web servers.

A system controller is in charge of running the load pre-
diction model, data grouping and data placing algorithms,
updating the request distribution parameters on the dispatcher
and switching Web servers up and down depending on load.

The notations used throughout the paper are summarized in
Table I.

Based on this architecture this paper targets to design a
system which: (1) leverages the access history in order to
predict the future system load (2) provides a Web server data
layout facilitating agile elasticity (3) increases the average
utilization of the Web servers and (4) increases the Web server
data locality.

IV. SYSTEM DESIGN

This section presents the algorithms and techniques em-
ployed for addressing the design goals of our system. First,
we propose a forecasting model based on time series, which is
used to predict workload based on access history. Second, we
present two complementary data grouping and data placement
algorithms targeting to increase the locality, while preserving
a high server utilization. Third, we propose algorithms for
scaling the system up and down, depending on expected
workloads.

A. Workload forecasting

Our data placement strategy is based on a load prediction
model based on access history. The accuracy of the model
is estimated based on the residuals computed as a difference
between the predicted and observed values. Any accurate load
prediction model could be employed in the same way as in [8].

For our motivating application, Figure 4 shows that the
two selected data sets are representative for the global pattern
shown in Figure 1, where the load shows a weekly periodic
behavior. In order to predict the load in the system at timet we
use a multiplicative seasonal autoregressive moving average



model (ARMA model) denoted byARMA(1, 0)× (1, 1)7 [9]
defined by the formula:xt = αxt−1 + φxt−7 + θεt−7 + εt,
where εt−1 and εt are independent identically distributed
random variables from a normal distributionN(0, σ2). We
have determined the configuration of the ARMA model after
the analysis of the autocorrelation (ACF) and partial autocor-
relation (PACF) functions. The weightsα, φ, and θ modify
the importance of the past time values for the prediction. We
apply the conditional sum of squares (CSS) and maximum
likelihood [10] method for weight discovering using the known
load history at timet−1. The first 14 days are used for training,
then no forecasting is done until day 15.

Figure 4 shows the observed and predicted load for the two
sets under study. The relative error in both cases is within
±4%. The value of the normalized root mean square deviation
is 6.6% and 5.8% for sets 1 and 2 respectively. Based on these
error values, we conclude that the model is a suitable candidate
for our purposes.

B. Predictive data grouping and placement

We propose a data grouping and placement strategy that is
composed of two main phases. First, we group data based
on a similarity metric. Second, we determine how data is
placed in different servers according to capacity and amount
of categories thresholds.

Our solution is based on an affinity metric capturing the
relationships between two categories [?]. The affinity aij
represents the probability of a user consuming a storage object
from categoriesci to consume an object from categorycj . The
affinity matrix A is a square matrix of size|C| × |C|, where
|C| is the total number of categories in the system.

The valuesaij at timet are calculated using a version of the
Jaccard coefficient. In particular, we calculate the probability
of a user consuming storage objects from categoryci to
consume objects from categorycj.

aij =
|U t

i ∩ U t
j |

|U t
i ∪ U t

j |
(1)

U t
i contains the set of users consuming content fromci at

time t.
At this point, it is important to highlight an important

design decision. Our affinity metric is calculated for the object
category, not for the objects itself. While it is possible an
object to have its own category, we are interested in grouping
objects by category, whenever a category is probable to reflect
potential spatial and temporal locality patterns. In the LastFM
case, our objects are the songs that will be listened to by
users, while categories can be associated with the artist ofthe
song. In this example, it is likely to expect a user to listen to
more than one song from the same artist or to songs of related
artists. This is due to the fact that an important mechanismsof
LastFM are radio stations, which can for example broadcast
songs of an artist or related artists. The affinity metrics are
calculated by the system controller based on a configurable
time window (in our case 7 days).
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(a) Observed and predicted values for Set 1
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(b) Observed and predicted values for Set 2

Fig. 4. Forecasting results on studied sets

The algorithm 1 represents the predictive data grouping,
used to assign affine categories to logical servers. This step
assures that every server contains at leastthrC different
categories, avoiding situations where a popular category is
exclusively allocated on one server. First, we select the most
popular category of the system as seed for the algorithm.
Iteratively, we select a set of categories that maximizes the
sum of the mutual affinities of its members and reaches a
desired server utilizationthrL. This process is repeated until
all categories have been assigned. This method targets to
place together the most affine categories, while increasingthe
predicted server utilization.

For selecting groups of categories maximizing the sum of
their mutual affinities, we use a greedy algorithm that selects
the pair with maximum affinity and adds it to an empty result
set. Subsequently, iteratively selects from the remainderpairs
the pair, which maximizes the affinity of the result set. This
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(a) Relative error for predicted load for Set 1
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(b) Relative error for predicted load for Set 2

Fig. 5. Forecasting relative errors

algorithm has a complexity ofO(g|C|2), whereg is the size
of the grouping. The grouping algorithm is to be applied only
at the head of a popularity distribution tail. This approach
drastically reduces the number of categories considered for
grouping. Intuitively, grouping the categories from the long
tail does not bring substantial benefit to locality, as they are
only sporadically accessed.

Subsequently, we map logical servers on physical servers,
by replicating the logical servers, whose load is larger than the
maximum desired loadthrL. Algorithm 2 starts by selecting
servers with a predicted workload greater thanthrL. For
each server, we calculate the number of replicas required to
distribute the load withinthrL. Each replica is assigned the
same set of categories as the original with an access probability
proportional to the predicted workload on that replica. The
algorithms calculate the request distribution probabilities for
each category and each server.

Algorithm 1 Predictive data grouping
k = 0
pending = C

while pending 6= {∅} do
k ← k + 1
sk ← new server
l̃k ← 0
Select a subsetT of thrC categories such that the sum
of their mutual affinities is maximized
Assign the selected subset to the current serversk
Remove subset frompending
/* Calculate the predicted load on serversk */
for all ci ∈ T do
l̃ci ← lci ×

L̃t+1

Lt

l̃k ← l̃k + l̃ci
end for
while l̃k < thrL do

Select a categoryci that maximizes the mutual affini-
ties with the categories assigned tosk
Assign the category tosk
Remove category frompending
/* Update the predicted load on serversk */
l̃ci ← lci ×

L̃t+1

Lt

l̃k ← l̃k + l̃ci
end while

end while

Algorithm 2 Replicate servers and calculate probability dis-
tribution

for all sk : l̃k ≥ thrL do
/* Calculate the number of replicas */
numServers← ⌈ l̃k

thrL
⌉

for i ∈ 1...numServers do
s′k ← new server
S = S

⋃
{s′k}

for all ci assigned to serversk do
if (i == numservers) ∧ (thrLmod(l̃k) > 0)
then
pci(sk)← thrLmod(l̃k)

else
pci(sk)←

thrL
l̃k

end if
end for

end for
end for



Algorithm 3 Consolidate servers
SortS by decreasing order of capacity
for all sk : l̃k ≤ thrL do

if ∃ sm : l̃k + l̃m ≤ thrL then
Consolidatesk andsm on sk
for all categoriesci assigned tosm do
pci(sk) = pci(sm)

end for
end if

end for

Algorithm 3 consolidates any pair of underloaded servers,
whose aggregate workload remains underthrL and reassigns
the dispatching probabilities. The implementation is based on
the first-fit heuristic used to tractably solve the bin-packing
problem, known to be NP-complete.

Algorithm 4 Server workload reassignment.
Predict workload.
Calculate predictive grouping (Algorithm 1)
Replicate servers (Algorithm 2)
Consolidate servers (Algorithm 3)
Update dispatcher nodes

Finally Algorithm 4 is used to reassign workload by going
through all the stages described previously. First, it usesthe
prediction model to forecast the workload evolution. Second,
based on the forecast evolution Algorithm 1 calculates the
predictive data grouping. Third, Algorithm 2 calculates a
replication map of overloaded servers. Forth, Algorithm 3
computes a consolidation map of underloaded servers. Finally,
the dispatcher nodes are updated with the new reassignment.

Algorithm 4 can be called either periodically or whenever
a change in workload volume or workload composition is
detected. The approach is independent of the employed pre-
diction model.

V. EVALUATION

Our evaluation is based on the LastFM trace presented in
Section II. In Section IV-A we have already demonstrated that
an autoregressive model achieves a high precision in workload
forecasting. The objective of this section is to provide sup-
porting evidence that: (1) our data grouping method provides
high locality and high concentration of affine popular content
on replicated servers, (2) the data placement provides load
balance and a high utilization of resources, allowing a server
infrastructure to scale up and down depending on workload,
while preserving locality.

A. Dynamics of content locality

The objective of this section is to evaluate the dynamics
of content locality of our approach. Locality is especially
important for popular workloads, for which caching may bring
a considerable benefit in latency, by reducing the access to the
back-end storage.
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Fig. 6. Long-tail popularity distribution of the artists from set 2.

For evaluating the dynamics of locality we use the data set
of the most popular artists (set 2). The popularity distribution
has a long tail as shown in Figure 6. For this data set we
analyze the evolution of content distribution for every server.
We assume that the content is mapped on servers every day
by the Algorithm 4. For the first day the algorithm returns
30 servers and the mapping of content to logical servers. For
simplification we analyze the evolution of content mapping
only on these 30 initial servers, even though the number of
servers scaled up and down during the trace as shown in the
next section.

For evaluating the day by day difference in locality in a
server, we calculate the average Jaccard coefficient for the
categories assigned to a server over time. If the value of this
metric is close to 1, then we have a good temporal stability
of content. If the value is close to 0 we have little temporal
stability. Figure 7 shows for each of the 30 servers the mean
of the values of this metric over the whole trace duration and
the associated standard deviations.

The figure shows that most servers have a high temporal
stability. The first 18 servers show a value larger than 0.8,
demonstrating that the popular and affine artists have a high
locality and a high temporal stability. The value decreases
with affinity for the servers 19, 20, 21. These servers are
likely to store contents that are popular but less affine than
the content stored on servers 1 to 18. Therefore this content
is more likely to migrate between servers. Finally, the long
tail of the distribution (including also less affine content), i.e.
the less popular content is mapped on the last servers. The
high temporal stability of this less popular content is explained
by the fact that a large amount of categories are mapped on
the very same server. The migration of a small number of
categories does not have any relative impact on the temporal
locality. A similar high temporal stability of most popular
content has been observed in other studies [11], [6].

The high stability of content on the servers has two main



implications: (1) popular content is likely to be cached on the
servers (2) dispatcher table is likely to show as well a high
stability.
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Fig. 7. Dynamics of content locality per server using Jaccard coefficient. For
each server we plot the average Jaccard coefficient of the assigned categories
per server at timet and t+ 1.

B. Server utilization and load balance

The objective of this section is to demonstrate that, in
addition to locality, our approach provides a high server
utilization and high load balance. We present results for both
data sets 1 and 2 introduced in Section II. We assume that each
server has a capacity of serving 100,000 daily items (songs in
LastFM case) and we set the desired server utilization to 70%,
i.e for our strategythrL = 70000. We set the minimum size
of the data grouping tothrC = 14 (a LastFM user listens on
average to 14 artists per day). We contrast our approach to
an inelastic content-based request distribution, for which the
content categories are randomly distributed over the servers
and the dispatchers forward the requests according to content
location. We denote this strategyrandom. For random we
empirically determine the number of servers that are supposed
to serve the average daily load for the whole trace period using
a 70% of the server capacity.

Figures 8 and 9 show the daily per-server load for the
whole trace duration for data sets 1 and 2, respectively. Each
line corresponds to the total number of requests assigned to
a server. In the case of the affinity method some lines may
disappear and appear as the number of servers scales up and
down.

Table III shows a summary of the simulation statistics for
the last 128 days of the trace. The first 14 days are used for
the forecasting learning process.

For a server capacity of 100,000 daily requests,random

requires 35 and 70 servers for data sets 1 and 2, respectively.
For both data sets, our method starts with an initial number
of 30 servers, which are scaled up and down based on
the algorithms presented above. For data sets 1 and 2 the

Data set 1
random affinity

Avg. Utilization 38% (± 18) 68% (± 9)
Avg. number of servers 35 20
Avg. saved servers per day 15.64 (± 0.76)
Total Additional Servers in 128 days 26 8
Avg. additional servers per day 0.2 (± 0.4) 0.06 (± 0.24)

Data set 2
random affinity

Avg. Utilization 37% (± 14) 69% (± 10)
Avg. number of servers 70 37
Avg. saved servers per day 32 (± 1.40)
Total Additional Servers in 128 days 8 44
Avg. additional servers per day 0.06 (± 0.24) 0.34 (± 0.51)

TABLE III
SIMULATION STATISTICS FOR THE LAST128DAYS OF THE TRACE.

average number of servers used by our method is 20 and 37,
respectively.

Figures 8 and 9 show that our method achieves a good load
balance around 70% of the total server capacity. The average
server utilization is 68% with a standard deviation of 10%
for data set 1 and 69% with a standard deviation of 10% for
data set 2. In contrast therandom approach shows a larger
variability in load, showing a server utilization is 33% with
a standard deviation of 17% for data set 1 and 33% with a
standard deviation of 14% for data set 2.

Both random and our approach show spikes in the requests
dispatched to certain servers. These spikes are likely to bedue
to sudden increases in popularity of particular data items (flash
crowds) and are to be addressed by a reactive mechanisms at
a lower granularity than a day. Usually data spikes can not
be predicted, may increase in terms of minutes and have to
be addressed by reactive mechanisms [6]. LastFM does not
make available the access history at a granularity lower than a
day. Therefore, it is not possible to exactly track the evolution
of data spikes. For our available data sets we have calculated
the number of additional servers that are needed for serving
data spikes reactively. For the last 128 days of the trace, our
method required 8 additional servers for data set 1 (0.06 per
day) and 44 additional servers for data set 2 (0.43 per day).
The random approach required 26 additional servers for data
set 1 (0.2 per day) and 8 additional servers for data set 2 (0.06
per day). As it can be appreciated, on average the additional
number of servers per day are in all cases less than 0.5, which
represents a small amount.

VI. RELATED WORK

Bodik et al. [8] propose to use statistical machine learning
techniques for modeling the workload of Internet applications.
A control loop predicts the performance, estimates the number
of servers required to handle the predicted workload, detects
deviations in the performance model, and, if necessary, esti-
mates a new performance model. The model is built in function
of workload, by abstracting away data. In our work we
construct a performance model for a content-based application
and we take into account data locality and data popularity.
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(a) Random distribution using 35 servers.

0 20 40 60 80 100 120 140

2
0
0
0
0

4
0
0
0
0

6
0
0
0
0

8
0
0
0
0

1
2
0
0
0
0

Day

P
la

y
c
o
u
n
ts

(b) Execution withthrL = 70000 and thrC = 14.

Fig. 8. Comparison of two simulations with data set 1. The wider line
indicates the maximum capacity.

Armbrust et al. [12] present a storage architecture providing
efficient scale-up and scale-down of social computing appli-
cations based on user declared queries.

Zhang et al. [13] decompose a dynamic application work-
load into two components: a base workload showing a pre-
dictable pattern and a trespassing load generated upon the
arrival of load spikes. The load is assigned to a hybrid cloud
in the following manner. When the load is lower than a load
threshold, all the data items are served from the private cloud.
When the load becomes higher than the threshold, the most
popular items are assigned to an external cloud provider. In[6]
the authors classify workload spikes into volume spikes (the
unexpected increase of aggregate workload) and data spikes
(the unexpected increase of workload of individual data items).
The authors propose a model for generating spikes, constructed
through the superposition of volume and data spikes. In the
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(a) Random distribution using 70 servers.
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Fig. 9. Comparison of two simulations with data set 2. The wider line
indicates the maximum capacity.

same direction Lassnig et al. [?] propose a model and metric
to measure burst predictions with an average based model.

Our work proposes a predictive data grouping scheme
targeting to improve global average server utilization, load
balance and access locality. Our approach provides elastic-
ity, by consolidating affine content and allowing servers to
be shut up and down depending on utilization. Sastry and
Crowcroft [14] group popular user-generated content from an
Internet workload onto few disks, allowing other disks to be
placed in low energy states, thus, saving energy. Wildany and
Miller [15] group data likely to be accessed within a short
time of each other on the same disk, and place underutilized
disks in low power states. Our approach differs from the two
previous techniques in that our scheme groups data based on
both popularity and access affinity, while providing elasticity
and high utilization. Krioukov et al. [16] present a design of a



power-proportional cluster, in which a cluster manager runs a
knapsack algorithm in order to provision an optimal number of
servers. Our approach targets to provision an optimal number
of servers under the additional constraints of data locality and
data popularity.

Padmanabhan et al. [11] found out that there is significant
temporal stability in file popularity in a busy Web server. Our
study confirms these findings in a workload of a popular Web
site one decade later. Our approach leverages this characteristic
for increasing locality and for simplifying the replication of
popular content.

VII. C ONCLUSIONS ANDFUTURE WORK

In this work we present algorithms and techniques for
predictive data grouping and placement for cloud-based elastic
server infrastructures. There are three main contributions of
this paper. First, we present a load forecasting model based
on an autoregressive moving average model (ARMA), which
helps enforcing a more efficient resource provisioning. Our
experiments demonstrate the suitability of applying autore-
gressive models to global load forecasting for a 142 day trace
from LastFM, a music on-line service. For this workload the
prediction error was around 6%. In addition, the utilization
of a prediction algorithm allows to scale up and down the
number of required servers. Our approach brings a saving of
up to a 44% of servers compared with a random content-based
distribution policy. Second, this paper proposes predictive data
grouping and placement methods based on the access history
and load prediction model. These methods place related and
popular contents on the same server and achieve a high tem-
poral stability. Third, the algorithms and techniques presented
in this paper target to improve the server utilization and load
balance by replicating and consolidating resources based on a
configurable utilization threshold. The evaluation shows that
the average utilization ratio accurately matches the intended
utilization threshold within a small margin. Additionallyour
approach achieves a good load balance with a standard devi-
ation of server utilization of 9%.

Future work includes the study of a reactive system con-
troller in charge of adapting the number of servers to volume
and data spikes. Additionally, we plan to study the impact of
our locality preserving techniques on the load of the back-
end storage tier. Finally, we would like to extend our study to
other workloads, including traces providing access patterns at
smaller time granularities.
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