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Abstract In the last years the Wireless Sensor Networks’ (WSN) technology has
been increasingly employed in various application domains. The extensive use of
WSN posed new challenges in terms of both scalability and reliability. This paper
proposes Sensor Node File System (SENFIS), a novel file system for sensor nodes,
which addresses both scalability and reliability concerns. SENFIS can be mainly used
in two broad scenarios. First, it can transparently be employed as a permanent stor-
age for distributed TinyDB queries, in order to increase the reliability and scalability.
Second, it can be directly used by a WSN application for permanent storage of data
on the WSN nodes. The experimental section shows that SENFIS implementation
makes an efficient use of resources in terms of energy consumption, memory foot-
print, flash wear levelling, while achieving execution times similarly with existing
WSN file systems.
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1 Introduction

The last years have shown a substantial increase in the employment of Wireless Sen-
sor Networks (WSN) in a large variety of applications. WSN consist of intercon-
nected autonomous tiny devices (motes), which use several sensors for monitoring
environmental phenomena. WSN may monitor an environment for larger periods of
times, in which they must continue operation without human intervention. In a typi-
cal application, the motes collect data from the sensors, select them and transfer them
through the radio network to a base station for further transformation. The motes must
self-manage their scarce resources such as power and RAM memory in an efficient
way.

The motes are typically running TinyOS [9], which has become the standard
de facto of operating systems for WSN. WSN data selection process has been sub-
stantially facilitated by TinyDB. TinyDB [13] is a distributed query processor running
on the motes of a sensor network. TinyDB project focuses on acquisitional query
processing techniques. Acquisitional query processing differs from other database
query techniques for WSN in that it does not simply postulate the a priori existence
of data, but it focuses also on location and cost of acquiring data. The acquisitional
techniques have been shown to reduce the power consumption in several orders of
magnitude and to increase the accuracy of query results.

A typical query of TinyDB is active in a mote for a specified time frame and is
data intensive. Additionally, several queries may be pending in the same time. The
results of a query may produce communication or be temporarily stored in the RAM
memory. However, the motes of a sensor network have a limited memory. In some
cases due to hardware failures of environmental conditions the radio network of a
mote may become unavailable, while the query is still active. Both in the case of
large data sets production and network failure it is important that enough memory
space is available, more than available RAM, and that the query data can be reliably
stored on persistent storage.

In this paper we present SENFIS, a novel file system for motes, designed with
the goal of increasing the scalability and reliability of TinyDB queries. SENFIS as-
sociates queries and materialization points of TinyDB with files stored in the flash
memory. In this manner, the query data production can scale beyond the size of the
RAM. In the same time, upon failure detection, the results of a query are permanently
stored on flash for subsequent recovery. Additionally, SENFIS contains a novel wear
levelling technique that matches the write append nature of query data production.
SENFIS can be also used as a stand-alone file system, for permanent storage of ap-
plication data.

The remainder of this paper is organized as follows. Section 2 presents the basics
of this work. In Sect. 3, a summary of related work is presented. Section 4 defines the
architecture of SENFIS. In Sects. 5 and 6, the design and implementation details of
SENFIS are described, and the high-level API used by the applications is explained.
Experimental results are analyzed in Sect. 8. Conclusions and future works are dis-
cussed in Sect. 9.
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2 Prerequisites

This section presents the characteristics of sensor networks and system software for
sensor networks. We detail the context where WSN are employed and how the use of
a local file system can increase the overall platform performance.

2.1 Sensor networks

Wireless Sensor Networks (WSN) are composed of autonomous tiny devices or motes
communicating to each other through a radio network. The motes are controlled by a
small processor. For instance, the Mica2 motes [14] used as implementation platform
in this paper, contain a 7 MHz processor and a radio running at 38.4 KBit/s. Network
messages are variable, with maximal sizes around 29 bytes in TinyOS 1.x.

The motes are battery powered, therefore, an efficient power consumption policy
is of critical importance in order to increase the life time. The motes typically op-
erate in cycles of snoozing (low power mode), processing and transmitting. Radio
transmitting is the operation that consumes most energy. In fact, transmitting one bit
consumes about as much power as executing 800–1000 instructions [8].

The motes have limited local storage resources: a small RAM (4 KB for Mica2),
a small internal EEPROM (4 KB), an internal flash memory (128 KB) and an exter-
nal flash memory (512 KB).1 Flash memories are divided in pages of fixed size. The
access unit of a flash memory is one page. For instance, for Mica2 platform the page
size is 256 bytes plus an extra 8 bytes for metadata or error correction codes. The
access time is comparable with the disk access time (milliseconds). However, flash
write operations consume more time and energy than read operations. Additionally,
there is a limit on the number of times a page can be written, typically around 10,000
times. The last properties makes necessary a special technique, which insures a uni-
form distribution of writes over all the pages of a flash. This technique is called wear
levelling.

2.2 TinyOS

TinyOS is the de facto standard for operating systems for WSN and it has been ported
to vast majority of commercial sensor nodes. TinyOS is written in nesC, a C-based
component-oriented programming language. The components in nesC communicate
between each other through bi-directional interfaces. A nesC application is build
through a configuration component, which declares the components and their con-
necting interfaces. A TinyOS application can be viewed as a combination of con-
figuration and implementation components, whose behavior and state is distributed
through several interconnected components. The components might implement dif-
ferent abstraction levels starting from the hardware, such as physical devices (e.g.
sensors, radio or flash chips) up to the application level, such as network protocols
and remote network programming [11, 12, 16].

1Our experiments were performed for Mica2 motes. For this reason, technical information is relative to
this model.
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2.3 TinyDB

In TinyDB the sampled values of the various sensor attributes (e.g. temperature, light)
are stored in a table called sensors. The columns of the table represent the sensor
attributes and the rows the instant of time when the measure was taken. Projections
and transformations of sensor table are stored in materialization points. A material-
ization point is a type of temporal table that can be used in subsequent select opera-
tions. Materialization points are declared by the users and correspond to files in our
system.

TinyDB query syntax is similar to SQL SELECT-FROM-WHERE-GROUPBY clause,
supporting selection, join, projection and aggregation. In addition TinyDB provides
SAMPLE PERIOD clause defining the overall time of the sampling called epoch and
the period between consecutive samples. The materialization points are created by
CREATE STORAGE POINT clause, associated with a SELECT clause, which selects
data either from the sensor table or from a different materialization point.

A TinyDB query works in the following way: A user or an application propagates
the query throughout the sensor network. The query reaches the motes, where it ex-
ecutes for the time specified in the SAMPLE PERIOD clause. The produced results
stream to the root of the network, where they are gathered for processing.

2.4 Target applications

This work is intended to a set of WSN applications, which for different reasons need
to store data temporally.

In [3] an overview of WSN applications is presented. The potential applications
are classified into four categories: infrastructure security, environment and habitat
monitoring, industrial sensing and traffic control. In the cases of the infrastructure
security and industrial sensing, the direct approach consists of a sensor network
connected by a fixed communication network with external (and unlimited) power
sources. However, wireless networks could be used for providing more use flexibil-
ity and accesses. In these cases, external power sources could not be guaranteed. In
the environment and habitat monitoring scenario, and partially, in the traffic control
scenario, the sensor networks are configured using wireless ad-hoc networks with
self-contained power sources. In these conditions, energy saving is critical for a large
life time. Our approach targets this kind of configurations: the produced data is not
necessary transferred out of the sensor node; instead, they can be temporary stored in
the flash memory. Subsequently, the pieces of information associated with external
queries or filtered by the mote internal application can be selected and sent through
the wireless network to the central control unit.

In [5] the expected lifetime of a sensor network using centralized data collection is
compared with the local file system approach for three equivalent scenarios. Results
show a dramatic increase of the expected lifetime in about one order of magnitude
with the use of a local file system. Based on this study, we can conclude that the use
of SENFIS contributes to increase the sensor network durability.
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Table 1 Comparison among different file systems for sensor nodes. Features: 1 Operating system; 2 Sen-
sor platforms; 3 Memory allocation; 4 Memory chips used; 5 Metadata size; 6 Number of files opened;
7 Types of files

Feature ELF Matchbox LiteFS SENFIS

1 TinyOS TinyOS LiteOS TinyOS

2 Mica2 Mica Family
Motes

MicaZ Mica Family
Motes

3 Dynamic Static Dynamic Dynamic

4 RAM, EEPROM,
Flash

Flash RAM, EEPROM,
Flash

RAM, EEPROM,
Flash

5 14 bytes
(per flash page)

8 bytes
(per flash page)

8 bytes
(per flash page)

8 bytes
(per flash page)

14 bytes 168 bytes RAM 1062 bytes flash

14 bytes per node
(RAM)

2080 bytes ROM 208 bytes
RAM/EEPROM

6 Unlimited 2 (Read/Write) 8 64

7 Sensor Data Data files Data Data stream

Configuration
Data

Binary
applications

Binary
applications

Binary program
Image

Device Drivers

3 Related work

Several works in literature have addressed the problem of local storage in sensor
nodes. These file systems has been implemented either over TinyOS or LiteOS oper-
ating systems.

We have analyzed different file systems for sensor nodes. Table 1 shows an
overview of their characteristics. We encountered similar features for all of them,
such as implementation of wear levelling, CRC techniques, and basic operations for
file and directory management. Matchbox [7] was the first file system for sensor
nodes. It is implemented for the Mica family motes (Atmel AT45DB041B flash mem-
ory chip). The major goals of Matchbox are reliability (detection of data corruption)
and low resource consumption. Matchbox offers operations for directories and files.
Files are unstructured and are represented simply as a sequence of bytes. Matchbox
allows the applications to open different files simultaneously, but it supports only
sequential reads and appending writes and it does not allow random access to files.
It also provides a simple wear levelling policies. The Matchbox code size is small,
around 10 KB. The minimum footprint is 362 bytes and increases when the number
of files grows. For each flash memory page a CRC checksum is used to verify the
integrity of the file during recovery from a system crash.

LiteOS [2] is a UNIX-like multi-threaded operating system with object-oriented
programming support for WSN. It includes a built-in hierarchical file system
(LiteFS), which support both file and directory operations. LiteFS opened files are
kept in RAM. Directory information is stored in the EEPROM and the serial flash
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stores file metadata. Furthermore, LiteFS implements two wear levelling techniques,
one for the EEPROM chip and the other one for the serial flash.

ELF [4] is a file system for WSN based on the log file system paradigm [10].
The major goals of ELF are memory efficiency, low power operation, and support
for common file operation (such as reading and appending data to a file). The data
to be stored in files are classified in three categories: data collected from sensors,
configuration data and binary program images. The access patterns and reliability
requirements of these categories of data is different. Typically, the reliability of sensor
data is verified through the CRC checksum mechanism. For binary images a greater
reliability may be desirable, such as recovery after crash. Typically, traditional log-
structured file systems group log entries for each write operation into a sequential log.
ELF keeps each log entry in a separate log page due to the fact that, if multiple log
entries are stored in the same page, an error on this page will destroy all the history
saved till that moment. ELF provides also a simple garbage collection mechanism
and crash recovery support.

Some works propose distributed storage solutions. In [17] the authors propose
data-centric techniques, in which the data is stored based on the content rather than
based on location. Data-centric techniques presented there may be used together with
our approach in order to increase the reliability and scalability of the system. In [6]
and [15] the authors propose specific file systems solutions targeting adjustable reso-
lution applications.

4 System overview

SENFIS is a file system for sensor motes. SENFIS can be used in two scenarios, such
as the Fig. 1 shows. First, it can transparently be employed as a permanent storage
for distributed TinyDB queries, in order to increase their reliability and scalability.
Second, it can be directly used by a WSN application for permanent storage of data
on the motes.

In the first case, SENFIS transparently stores query data and metadata in case
of RAM and network contention or if the network becomes temporary unavailable.
TinyDB queries and materialization points are associated with files, which are persis-
tently stored in the flash, when the mote is put in low-energy mode.

Fig. 1 SENFIS architecture
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In the second case SENFIS offers applications basic file and directory operations,
which can be used for storing content in a persistent way.

SENFIS uses the flash for persistent storage and RAM as a volatile memory. The
RAM is used for run time file system structures. The flash is divided into segments,
whose pages are accessed in a circular way, guaranteeing an optimal intra-segment
wear levelling. The global wear-levelling is a best-effort algorithm: a newly created
file is always assigned the lowest used segment.

5 SENFIS design and implementation

This section presents the main data structures involved in the SENFIS implementa-
tion.

5.1 Flash data structures

The flash data structures of SENFIS are the superblock, the segment table, the in-
ode table and the file name table. Figure 2 shows the organization of the metadata
structures in SENFIS file system.

Fig. 2 SENFIS organization of metadata structures
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The superblock is stored starting from the first byte of the first page of the partition.
It contains metadata of the file system, bitmaps for inodes and segments and the
necessary information for locating the other structures of SENFIS: the segment table,
the inode table, and the file name table. A segment bitmap indicates which segments
have been assigned to files and which segments are available. Similarly, the inode
bitmap indicates, which inodes are assigned and which are available.

In SENFIS, the flash is organized in segments. For instance, for Mica2 the flash
may consist of 64 segments of 32 pages each. Each segment may be assigned to at
most one file but a file can use an arbitrary number of segments.

A segment is written always sequentially in a circular way. The sequential writing
corresponds to streams of data, the way queries and materialization points are gener-
ated. For implementing this behavior a pointer to the last written page is kept in the
segment metadata structure which is stored in a segment table. The segment metadata
contains the following fields:

struct segment{
uint8_t writeCounter : 14;
uint8_t firstPagePtr : 5;
uint8_t nextSegmentID : 6;
}

The writeCounter indicates the number of times the pages of this segment
have been written. The firstPagePtr is a circular pointer: when it reaches the end
of the segment, the pointer is assigned again at the beginning of the segment and the
write counter is incremented. In case a file to which the current segment was assigned
is deleted, the current pointer value is kept for a future file assignment. In this way, a
perfect wear levelling may be achieved inside each segment for the write streams such
as the files generated by queries and materialization points. The nextSegmentID
is used as an additional level of indirection for the files that require more than one
segment.

In the case of Mica2 the total size of the segment metadata fits in a 256 bytes page:
(14 bits + 5 bits + 6 bits) × 64 segments = 200 bytes.

The inode table is an array of the inode structures. An inode structure stores the
metadata of one file and contains the following fields:

struct inode{
uint8_t type : 1;
uint8_t firstSegmentId : 6;
uint8_t brotherInode;
uint8_t childInode;
}

The type indicates if the inode corresponds to a file or to a directory. The
firstSegmentId identifies the first segment of the current file. The
brotherInode and childInode are two inodes corresponding to the brother
and child nodes in the name space tree.

The file name table is an array of file names of 8 bytes. This array is indexed by
the inode number. The file names are separated by inode structures, in order to keep
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the inode structure compact and to concentrate the modifications of inode structures
in a small number of pages.

5.2 RAM data structures

The RAM memory stores operational data structures used for SENFIS file access.
The open file table is an array of structures, containing information about the

opened files. Each structure contains an inode identifier, the current file offset and
a flag indicating if the file has been open for writing, reading or both.

The query table is an array of structures mapping TinyDB operations onto files.
Each entry consists of a query identifier and an associated inode. An entry is created
when a query reaches the mote and it is deleted when it finishes.

The RAM is used also for caching and updating flash structures (segment, inode
and file name tables). The modifications of these structures are performed in RAM
and the update process is performed periodically.

A sensor mote is typically active a small amount of seconds each minute. In the
remainder of the time the mote is placed in a low-energy mode, in which the RAM
content is lost. In SENFIS the RAM structures are backed up on EEPROM and are
recovered on demand when the mote is activated.

5.3 SENFIS name space

SENFIS offers a hierarchical directory name space. The name space is embedded in
the inode structure. The brotherInode points to a file or directory located in the
same directory as the file represented by the inode structure. The childInode is
used for non-empty directories: it points to an inode structure of a file or directory
located in the directory of the current directory. Figure 3 shows an example of a
SENFIS name tree implementation. The root inode contains three directories a, b

and c. File a is associated with inode 0. The brother of a is b (inode 1) 3and its first
child is d (inode 3).

6 SENFIS operations

Table 2 shows the POSIX-like SENFIS API. This section describes only a subset of
relevant SENFIS operations. Operations such as stat, lseek and rename have been
implemented and are not further discussed here.

Open. The open function uses the lookup operation for locating the file inode. The
file path lookup is an internal operation employed by file open. It works in the fol-
lowing way: it traverses a height level of the tree looking for a components among
the right-brothers of a file/directory. If it does not find it the lookup fails. If a node is
found, the lookup descends to the child and the search continues in the same way. The
number of files in a mote is expectedly low, tens of files and directories, therefore, the
cost of this simple approach is low. If it is found, it retrieves the inode and reserves
the first free available entry in the open file table of the corresponding partition and
returns a reference to it (file descriptor). This file descriptor will be used for identi-
fying the file in subsequent accesses. If the file does not exist, it is created. When a
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Fig. 3 SENFIS name space
example

Table 2 Basic high-level interface for SENFIS

Primitive Prototype Description

int8_t open (char *filename, uint8_t mode) Open a file

result_t close (uint8_t fd) Close a file

int8_t write (uint8_t fd, char *buffer, int8_t length) Append data to a file

int8_t read (uint8_t fd, char *buffer, int8_t length) Read from a file

result_t rename(char *oldname, char *newname) Rename a file

result_t lseek (uint8_t fd, uint32_t ptr) Update the offset of a file

result_t stat(uint8_t fd, struct inode *inode) Obtain metadata of a file

result_t delete (uint8_t fd) Delete a file

file is creation adds a brother node to the right-most brother of a tree level, therefore
it implies the modification of an inode and the allocation of a free inode.

Close. The close function frees the entry in the open file table associated with the
file.

Delete. File deletion updates the inode of the brother and father of the current
directory and frees the current inode.

Write. The write operation appends data to the end of a file. The modification is
done in a small buffer cache in RAM and it is committed to the flash either when a
page is completely written or when the RAM is full. The first case tries to avoid that
a page is committed to flash several times for small writes.

Read. This operation reads the data from the flash to an application buffer. If the
data is already in the small buffer cache, it is copied to the application buffer from
there.
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7 TinyDB and SENFIS

In the existing solutions the intermediary query results of TinyDB and the materi-
alization points are not permanently stored on the flash memory. One of the usage
scenarios of SENFIS is to transparently offer a permanent storage space for interme-
diary query results and materialization points.

This process works in the following way. When the RAM memory becomes full,
or when the network transmission queue increases beyond a threshold, the query table
is used and the query data is written to the corresponding SENFIS file. Later, either
on demand for materialization points or upon availability of the radio network for
queries, the query results are restored in the RAM, and the transmission is restarted
by reinserting the query in the network transmission queue. The whole process is
done transparently from the TinyDB users.

It can be noticed that this approach contributes both to the scalability and reli-
ability of TinyDB. As the flash memory is much larger than the RAM (for Mica2,
512 KB versus 4 KB), several queries can be executing in the same time. The re-
liability is increased in that in case of outages of radio network, the query data is
persistently saved, and, subsequently, restored upon recovery.

8 Experimental results

In this section we present an evaluation of the SENFIS prototype. SENFIS has been
implemented on TinyOS and is based on the Atmel AT45DB [1] flash memory
chip, employed in Mica and Telos A motes. TinyOS provides different mechanisms
of accessing the flash memory chip, depending on the abstraction level. For SENFIS,
we have used PageEEPROM component of TinyOS, because as a low-level driver is
the most efficient in terms of both energy and computation.

8.1 Applications footprint

In order to estimate the RAM and EEPROM memory consumption of SENFIS we
have compiled a simple TinyOS application containing one file open operation for
SENFIS, ELF and Matchbox file systems. Tables 3 and 4 show the memory footprint
in bytes for RAM and EEPROM, respectively. We note that overall SENFIS requires
more RAM space than ELF and Matchbox. This is due to the fact that in the current
implementation we have simply chosen to keep a copy of the whole metadata in the
RAM, therefore, the memory consumption reported here is for the worst case. How-
ever, the RAM memory space can be reduced in at least two ways. First the necessary

Table 3 RAM footprint
Footprint (bytes) Mica Mica2 MicaZ Telos

SENFIS 1282 1572 1572 1257

Matchbox 422 420 420 422

ELF 887 888 888 Platform not
supported
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memory can traded off with the maximal number of files. Second, the query table is
not necessary in an application, which does not use TinyDB. Even though SENFIS
consumes more RAM, Table 4 shows that the amount of employed EEPROM space
is considerable lower.

8.2 Performance evaluation

In order to evaluate the implementation of SENFIS, we have used the Avrora [18]
toolkit (version 1.7.106). Avrora is a set of simulation and analysis tools for pro-
grams written for the AVR microcontroller produced by Atmel and the Mica2 sensor
nodes. The evaluations were performed for SENFIS and ELF file systems. In the ex-
periments SENFIS used the flash driver of TinyOS, while the ELF a dedicated flash
driver implemented by the same research team.

In order to evaluate the data accesses we have developed a benchmark that gen-
erates write and read accesses of different granularities starting from 1 byte upto
16 KBytes (corresponding to a file of 64 flash pages). Figures 4 and 5 show the re-
sults for write and read operations of SENFIS and ELF.

In order to reduce the number of writes on flash, SENFIS aggregates small writes
to the same file block in an internal buffer cache of size equal to the page size. The
buffer cache is written to the flash memory either when is full or when the sensor node
goes into the standby mode. This explains the better throughput of SENFIS writes
with respect to ELF. For access sizes multiple of page sizes the write throughput
results of SENFIS and ELF are similar.

The benefits of SENFIS simple implementation are more evident in the read
throughput evaluation for both small and large access granularities. The best through-
put is obtained by SENFIS for accesses, which are small multiples of flash pages,
while for ELF for access sizes equal to a flash page.

Table 5 shows the execution time in milliseconds for the other SENFIS primitives.

Table 4 EEPROM footprint
Footprint (bytes) Mica Mica2 MicaZ Telos

SENFIS 1622 4812 4842 2868

Matchbox 13426 13112 13142 12358

ELF 10022 9094 9140 Platform not
supported

Table 5 Execution time of
SENFIS operations SENFIS primitive Time (ms)

open 3,53

close 0,05

stat 0,134

rename 0,94

lseek 0,045
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Fig. 4 Write throughput for
SENFIS and ELF for different
access sizes

Fig. 5 Read throughput for
SENFIS and ELF for different
access sizes

As we can notice the more expensive operation is file open, which involves the
creation of open file structures, which are immediately committed to the final storage.
All the other operations have an overhead lower than 1 ms.

8.3 Energy evaluation

The direct evaluation of energy consumption with Avrora revealed a simulator bug
(as of version 1.7.106). The flash energy consumption increased linearly with the
simulation time, although the number of reads and writes stay constant. Additionally,
the reported energy consumed by flash appeared to be up to three orders of magnitude
larger than the one defined in the specifications. Therefore, we choose to use the
available information, such as the number of flash accesses and the number of CPU
execution cycles in order to make a rough estimate of energy consumption.

We have first investigated the number of flash accesses that SENFIS and ELF
perform for one file access. Except for small granularities, for which SENFIS accu-
mulates all small writes to a single flash page into a buffer, SENFIS and ELF perform
the same number of flash operations. Therefore, the flash energy consumption of
SENFIS and ELF is roughly similar. The number of execution cycles for different
access sizes, used for computing the throughputs of write and read operations from
Figs. 4 and 5, is similar for writes and better for reads. We can conclude that ELF and
SENFIS consume roughly the same amount of energy for writes, while the SENFIS
spends slightly less energy for read operations, due to the smaller processor time.
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8.4 Wear levelling evaluation

We have evaluated the wear levelling efficiency by means of a simulation of the
SENFIS file system mounted on a Mica2 mote with 512 KB flash memory. We have
modeled the flash memory access pattern for the following scenario of operations:

• Initially, the file system is empty.
• When the simulation starts, new files are created and allocated in the SENFIS

file system. These files represent data produced by the sensors and stored in the
local file system. The file size consists of a random integer between 1 and 32 (the
maximum number of pages per segment), representing the number of 256-byte
flash pages.

• When the file system utilization reaches 60%, for each new created file, an existing
file is randomly selected and deleted. With this strategy we simulate the dynamic
behaviour of a lossy storage model [6], for which the stored data have a limited
lifetime depending on their characteristics. The lifetime is modelled by means of a
random function.

• For every 10,000 accesses, a 24 KB file is created. This file represents the dynamic
reprogramming during the mote operational life. These files are deleted immedi-
ately after their creations, given that are transferred to the mote internal memory.

• This procedure is repeated until one flash memory page is accessed 10,000 times,
reaching the limit of its operational life. Once this condition is reached, the simu-
lation ends.

Figure 6 shows the results of our simulation in terms of number of accesses of
each flash page. We can observe that all of them have a similar number of accesses,
very close to the limit of accesses.

Figure 7 shows the histogram of accesses for flash pages. Note that the dispersion
of the accesses is very small. More specifically, we obtained a mean value of 9997.4
with a standard deviation of 0.8982. Based on these results we conclude that for
the considered scenario, the wear levelling policy of SENFIS obtains a uniform and
distributed use of the flash memory close to optimum values.

Fig. 6 Number of accesses per
page
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Fig. 7 Histogram of accesses
for memory pages

9 Conclusions and future work

In this paper we have proposed SENFIS, a novel flash-based file system for sensor
nodes. SENFIS can be transparently employed as a persistent storage for distributed
TinyDB queries, in order to increase their reliability and scalability. Additionally,
SENFIS can be directly used by WSN applications for persistent storage of data on
the motes.

SENFIS organizes the flash in segments, and uses RAM and EEPROM memories
to provide rapid and reliable data access. The segment pages are accessed in a circular
way, guaranteeing an optimal intra-segment wear levelling. The global wear-levelling
assigning files to the lowest used segments provides a uniform distribution of flash
accesses.

SENFIS contributes to extend the capacity of systems which use the RAM mem-
ory as a store of temporal data, especially in extreme conditions such as contention
or network failures. TinyDB has been presented as a prominent example of this
kind of applications, employing the limited space of RAM as a buffer of queries.
SENFIS transparently associates the TinyDB queries to SENFIS files, providing
queries longer lifetimes and capacity. In this way, a scalable, robust, and persistent
system of storing is provided for Wireless Sensor Networks.
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