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Abstract. This paper presents an implementation of the MPI-IO in-
terface for GPFS inside ROMIO distribution. The experimental section
presents a performance comparison among three collective I/O imple-
mentations: two-phase I/O, the default file system independent method
of ROMIO, view-based I/O, a file system-independent method we
developed in a previous work and a GPFS specific collective I/O imple-
mentation based on data-shipping. The results show that data shipping-
based collective I/O performs better for writing, while view-based I/O
for reading.
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1 Introduction

The last years have shown a substantial increase in the amount of data produced
by the parallel scientific applications and stored persistently. Parallel file systems
(PFS) such as PVFS [1], Lustre [2] and General Parallel File System (GPFS) [3]
offer scalable solutions to this ever increasing demand.

The large majority of large scale scientific parallel applications are written in
Message Passing Interface (MPI) [4], which has become the de-facto standard for
programming scalable distributed memory machines. MPI parallel applications
may access parallel file system, through the MPI-IO interface [5]. The most
popular MPI-IO implementation is ROMIO.

The goal of this paper is to present an implementation and evaluation of
an MPI-IO interface for GPFS. A previous work [6] has presented an MPI-
IO implementation for GPFS inside the IBM MPI. This implementation was
proprietary and, to the best of our knowledge, has never been released to the
public domain. This work targets to fill this gap and, additionally, to present an
evaluation of the new implementation for two well-known benchmarks.

The remainder of the paper is organized as follows. Section 2 discusses some
related work. Section 3 summarizes basic concepts of MPI-IO and the GPFS
parallel file system, necessary for understanding the design and implementation
our solution. Implementation details are discussed in Section 4. The experimental
results are presented in Section 5. Section 6 contains our conclusions and our
future plans.
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2 Related Work

A large number of researchers have contributed through the years with parallel
I/O optimizations. The collective I/O techniques merge small requests into larger
ones before issuing then to the file system. If the requests are merged at the
I/O nodes the method is called disk-directed I/O [7]. If the merging occurs at
intermediary nodes or at compute nodes the method is called two-phase I/O [8].
MPI-IO/GPFS collective I/O [6] leverages GPFS data shipping mode by defining
at file open a map of file blocks onto I/O agents. A heuristic allowsMPI-IO/GPFS
to optimize GPFS block prefetching through the use of GPFS multiple access
range (MAR) hints. In order to mitigate striping overhead and benefit from the
collective I/O accesses on Lustre [9], the authors propose two techniques: split
writing and hierarchical striping.

Several researchers have contributed with optimizations of MPI-IO data op-
erations: data sieving, non-contiguous access [10], collective caching [11], coop-
erative write-behind buffering [12], integrated collective I/O and cooperative
caching [13]. Packing and sending MPI data types has been presented in [14].

3 Background

This section gives a short overview of GPFS and ROMIO.

3.1 Overview of GPFS File System

GPFS is a PFS for supercomputers or clusters. Its architecture is based on the
Virtual Shared Disks (VSD), which are mounted at all client nodes. The data
and metadata reside on VSDs and might be cached in clients cache. In order to
guarantee data coherency, GPFS relies on a distributed locking manager. Locks
are acquired and kept by clients while caching data. The granularity of locking
in GPFS is at the byte-range level, consequently, writes to non-overlapping data
blocks of the same file can proceed concurrently.

GPFS is highly optimized for large-chunk I/O operations with regular ac-
cess patterns (contiguous or regularly strided). However, its performance for
small-chunk, non-contiguous I/O operations with irregular access patterns (non-
constant strided) is not sufficiently addressed. GPFS provides as an access al-
ternative data-shipping. This technique binds each GPFS file block to a single
I/O agent, which will be responsible for all accesses to this block. For write op-
erations, each task sends the data to be written to the responsible I/O agents.
I/O agents in turn issue the write calls to GPFS. For reads, the I/O agents read
the file first, and ship the data read to the appropriate tasks.

Thisapproach is similar to the two-phase I/O,described inSection3.2). It ismore
effective than the default locking approach, when fine-grained sharing is present.

3.2 ROMIO

ROMIO is a freely available, high-performance, portable implementation of MPI-
IO. The architecture of ROMIO allows the virtualization of MPI-IO routines on
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Fig. 1. Parallel I/O Software Architecture

top of concrete file systems through the abstract I/O interface ADIO [15], as
shown in the lower part of Figure 1. ADIO consists of a file-system independent
layer, where optimizations such as collective I/O or efficient non-contiguous I/O
(data sieving) are implemented, and a file-system specific part, whose interface
is a small set of basic functions for performing file I/O, such as open, close, write,
read, fcntl, etc. It is this interface that a developer has to implement in order to
add support for a new file system.

The collective I/O operations are typically implemented in the file-system in-
dependent layer. In this paper we will compare the collective I/O for GPFS with
two collective I/O implemented at this layer: two-phase I/O, the original opti-
mization of ROMIO and view-based I/O [16], an optimization we have described
in the previous work.

Two-phase I/O [8] consists of an I/O phase and a shuffle phase. Data is gath-
ered or scattered at a subset of compute nodes, called aggregators in the shuffle
phase. The file system access is performed in the I/O phase in contiguous chunks
by aggregators. View-based I/O is a collective I/O optimization that leverages
the MPI-IO file view mechanism, for transferring view description information
to aggregators at view declaration. In this way, view-based I/O avoids the ne-
cessity of transferring large lists of offset-length pairs at file access time as the
present implementation of two-phase I/O. Additionally, this approach reduces
the cost of scatter/gather operations at application compute nodes.

4 ADIO for GPFS

In this Section we describe details of the implementation of the ADIO interface
of GPFS, data-shipping I/O. The whole implementation was done in the file
system dependent layer. This includes the collective I/O optimization, due to
the fact that it is based on data-shipping (described in Subsection 3.1), a GPFS-
specific hint. Some of the file operations map on the GPFS POSIX interface
in the same way as for a local POSIX-based UNIX file system. Therefore, we
describe here only the file access operations, which differ, namely the collective
operations.

The data-shipping mode is activated in GPFS through a blocking collective
operation offered by the GPFS library. This call is issued inside ADIO if the
corresponding user hint is passed when the file is opened. Subsequently, GPFS
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assigns each file block to one I/O agent (by default round-robin), and all file
I/O goes through these agents. Therefore, no read-modify-write operations are
needed at the client (for instance for incomplete written blocks).

The user can control other parameters of data-shipping through hints: the num-
ber of I/O agents, the file block assignment to I/O agents, the sizes of file blocks.

Another interesting GPFS hint is Multiple Access Range (MAR). This hint
is used for enforcing a user-defined client cache policy for both prefetching and
write-behind. The user can define the file ranges that are to be used for prefetch-
ing. Unlike data-shipping, which is helpful for collective access operations, MAR
is more suitable to the independent read or write operations. Inside GPFS-
specific ADIO calls for read and writes, the access MPI data type is converted
into a list of offset-lengths, which is passed as a hint to GPFS. The evaluation
of this functionality is subject of future work.

5 Evaluation

The evaluation of our implementation was performed on NEC Cacau Xeon
EM64T cluster at HLRS Stuttgart. This cluster has the following character-
istics: 200 biprocessor Intel Xeon EM64T CPU’s (3.2GHz) compute nodes with
2 GBytes of RAM memory interconnected by Infiniband network. The file system
uses the fast Infiniband network infrastructure. IBM GPFS parallel file system
version 3.1.0 was configured with 8 I/O servers and 512 KBytes file block size.
The MPICH2 distribution was MPICH2 1.0.5. The communication protocol of
MPICH2 was TCP/IP on top of the native Infiniband communication library.
We ran all tests with one process per compute node.

5.1 GpfsPerf Benchmark

First, we have used an IBM benchmark called gpfsPerf in order to evaluate the
GPFS library outside ROMIO. GpfsPerf writes and reads a collection of fixed-
size records to/from a file with three different types of access patterns: sequential,
strided, and random. Here we show the results for strided access pattern. The
benchmark uses the POSIX standard I/O interfaces in order to accomplish this.
In all cases the size of the produced file was 250 MBytes per execution.

Figure 2 shows a comparison between aggregate throughputs for data-shipping
and POSIX write and read operations. We show results for two representa-
tive cases: stride sizes of 256K and 512K and record sizes of 8K and 128K.
Data-shipping is expected to achieve the highest throughput rate because of the
absence of locking overhead. For write, we observe that data-shipping version
outperforms POSIX in most of the cases. Additionally, the improvement in-
creases with the number of compute nodes. Data-shipping shows the largest
performance benefit for strided writes and small record sizes. For small records
(8K), the reads show better results with data-shipping than for large records
(128K). We expect that in these cases the MAR approach works better. How-
ever, for the scope of this paper we have chosen data-shipping, due to the fact
that the two benchmarks issue small granularity accesses.
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Fig. 2. Gpfsperf performance for strided pattern access

5.2 BTIO Benchmark

NASA’s BTIO benchmark [17] solves the Block-Tridiagonal (BT) problem, which
employs a complex domain decomposition across a square number of compute
nodes. Each compute node is responsible for multiple Cartesian subsets of the
entire data set. BTIO class B issues 40 collective MPI collective writes followed
by 40 collective reads. We use 16 to 64 processes and a class of data set sizes
B (1697.93 MBytes). For class B, the access pattern of BTIO is nested-strided
with a nesting depth of 2 with a granularity of 2040 bytes.
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Fig. 3. BTIO performance for class B

Figure 3 compares the time results of two-phase I/O, view-based I/O and
data-shipping I/O. We can see that data-shipping I/O was more effective for
write operations. View-based I/O writes were between 3% to 33% slower and 40%
to 69% slower for two-phase I/O. The main reason for this behavior is the fact
that both view-based I/O and two-phase I/O used the POSIX interface for access
to the final storage, and, therefore, they paid the overhead of locking. However,
when we use a small set of clients, view-based I/O writes were between 21%
to 32% faster than data-shipping I/O. Data-shipping I/O reads were between
13% to 47% faster than two-phase I/O for a large number of compute nodes.
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Additionally, data-shipping I/O reads were between 9% to 30% slower than
view-based I/O.

BTIO only reports a total time including the write and file close time (the
read time is not included). However, if we add the read time to the overall
execution time, view-based reduced its execution time by 7% to 36% compared
to two-phase I/O and 2% to 13% compared to data-shipping I/O. View-based
I/O outperforms the other approaches in most of the cases. However, the best
approach for writes was data-shipping I/O.

5.3 FLASH I/O Benchmark

The FLASH code is an adaptive mesh refinement application that solves fully
compressible, reactive hydrodynamic equations. The FLASH I/O benchmark
simulates the I/O pattern of FLASH. The benchmark recreates the primary
data structures in the FLASH code and produces a checkpoint file, a plot-file for
centered data, and a plot-file for corner data, using parallel HDF5. The access
pattern is non-contiguous both in memory and in file, making it a challenging
application for parallel I/O systems.
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Fig. 4. FLASH I/O performance

Figure 4 plots the aggregate throughput for writing the checkpoint file. We use
1 to 64 processes and two classes of data set sizes: the 8x8x8 case each processor
outputs approximately 8 MB and the 16x16x16 case approximately 60 MB per
compute node.

As shown in the graph, we compared two-phase I/O, data-shipping I/O and
view-based I/O. The graph on the left shows that, for a small problem size,
the benchmark reaches file write throughputs of up to 83 MBytes/sec for data
shipping I/O. Additionally, it is important to note that from 16 processes, the
difference between data-shipping I/O and view-based I/O grows significantly.
When compared to view-based I/O, data-shipping I/O improves FLASH I/O
write time between 3% and 44%. Also, when compared to two-phase I/O, data-
shipping I/O improves write time between 63% and 82%.

For the 16x16x16 case, we note that the view-based I/O performs better for
large files. The 16x16x16 write performance results for 64 compute nodes show
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that view-based I/O attains a 92% improvement compared to two-phase I/O
and a 94% for data-shipping I/O. This is due to the fact that all the data fit in
the cache and are flushed to the file system at close time.

6 Conclusions

In this paper we presented an implementation and evaluation of a MPI-IO in-
terface for the GPFS parallel file system. Our experimental results show that
data-shipping I/O can significantly reduce the total run time of a data inten-
sive parallel application by reducing I/O cost. For example, data shipping I/O
reduced the BTIO overall execution time by 25%. The FLASH IO performance
results prove that data-shipping I/O outperforms two-phase I/O significantly.
In addition, we show that our previous work outperforms two-phase I/O using
GPFS. Finally, the benchmarks show that our approaches bring satisfactory re-
sults for large files. Unlike indicated in [6], we showed that certain performance
enhancement can be obtained for both write and read operations when data-
shipping is enabled.

In the future, we plan to further evaluate the file access performance of the
MPI/IO interface based on additional factors: prefetching and write-back policy,
number of data-shipping agents, file block size and file block mappings.
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