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Computer Science Department
Carlos III University of Madrid

28911 Leganés, Spain
{desingh,florin,acaldero,fgarcia,jcarrete}@arcos.inf.uc3m.es

Abstract

This paper presents Multiple-Phase Collective I/O, a
novel collective I/O technique for distributed memory mul-
tiprocessors. Multiple-Phase Collective I/O is a refinement
of two-phase collective I/O technique. The communication
phase is structured into several steps, which progressively
increase the locality of the data to be written to a file sys-
tem.

Besides the description of Multiple-Phase Collective I/O,
our paper addresses two additional objectives. First, we
target to improve the efficiency of the Sulphur Transport
Eurelian Model 2 (STEM-II) application. STEM-II is an
air quality model that simulates transport, chemical trans-
formations, emission and deposition processes in a unified
framework. Due to the large amount of processed data,
I/O becomes a critical factor for the application perfor-
mance. Multiple-Phase Collective I/O, considerably en-
hances the performance of the I/O stage in particular and,
consequently, of the whole application in general. Second
objective consists of evaluating and comparing the perfor-
mance of Multiple-Phase Collective I/O with that of other
well known parallel I/O techniques.

1 Introduction

Nowadays, air pollution related to high populated or
industrial areas is a topic of increasingly social interest.
In particular, it is especially useful the use of simulation
tools for providing feedback mechanisms that allow limit-
ing the pollutant levels. STEM-II [2] is an air quality model
that simulates transport, chemical transformations, emis-
sion and deposition processes in an integrated framework.
This model was successfully used for the control of the
emissions of pollutants produced by the Endesa power plant
of As Pontes (Spain). In addition, STEM-II was chosen as
case of study in the European CrossGrid project, proving
its relevance for the scientific community from an industrial

point of view as well as its suitability for the high perfor-
mance computing.

In terms of application performance, STEM-II is a com-
putationally intensive application that requires a multipro-
cessor environment for performing simulations in a rea-
sonable response time. In [8] several parallelization ap-
proaches were presented proving that STEM-II can be ef-
ficiently executed on a multiprocessor environment. In [3]
the parallelization of the I/O stage was studied. Several I/O
techniques were evaluated and compared, proving the im-
portance of the I/O stage for the whole application perfor-
mance.

In this paper we present a novel collective I/O technique,
called Multiple-Phase Collective I/O. This technique con-
sists of two phases: a communication phase, in which pro-
cessors exchange subdomains of their assigned data, and
an output phase, in which data are transferred to disk with
a high locality degree. The communication phase groups
processors and communications in several stages, accord-
ing to a hierarchical scheme. This approach maximizes the
parallelism (allowing to overlap independent communica-
tion operations), thus drastically reducing the communica-
tion cost. The communication phase allows increasing data
locality of output operations, enhancing their performance.
The overall result is an efficient collective I/O technique.

This paper is organized as follows: Section 2 describes
the air quality model STEM-II, presenting its internal struc-
ture as well as its parallel implementation. Section 3 gives
an overview of parallel I/O techniques. Section 4 introduces
our proposal. Its performance is analyzed in Section 5,
where it is compared with other I/O parallel techniques. Fi-
nally, Section 6 summarizes the main conclusions of this
work.

2 STEM-II air quality model

STEM-II is a 3D grid-based model that simulates
SOx/NOx/RHC multiphase chemistry, long-range trans-
port and dry plus wet acid deposition. This application is
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Input1 Input time independent data
DO t = 1, Ntime steps

Input2 Input time dependent data
Scatter Data distribution by root processor
DO x = 1, Nx

PARALLEL DO y = 1, Ny

DO tt = 1, Nt

Parallel Kernel Includes Nz , Nl and Nph loops
END DO

END PARALLEL DO
END DO
Parallel Output Parallel disk output phase
Gather Data gathering to root processor
Sequential kernel Horizontal transport

END DO

Figure 1. Pseudocode of STEM-II

used for calculating the distribution of pollutants in the at-
mosphere from specified emission sources such as cities,
power plans or forest fires under particular meteorological
scenarios. The prediction of the atmospheric pollutants be-
havior includes the simulation of a large set of phenomena,
including diffusion, chemical transformations, advection,
emission and deposition processes. A detailed mathemat-
ical description of the physical and chemical mechanisms
included in this model can be found in [2].

STEM-II code structure is complex, consisting of more
than 150 functions and 13.000 lines of Fortran code. Fig-
ure 1 shows the structure of the parallel version for dis-
tributed memory systems, coded in Fortran 77 and using the
MPI standard library for implementing communications.
This is a multiple nested structure. The outmost loop (t)
is the temporal loop that controls the simulation time. The
root process sequentially loads and initializes the applica-
tion data (Input1 and Input2 routines). In each time
step, several matrices are distributed among processors by
means of a scatter operation. The loops x and y traverse
the horizontal mesh dimensions. Loop tt is used for a fine-
grain time step required in the liquid-phase chemistry sim-
ulation. The parallel kernel is executed for each time step
and spatial coordinates. This kernel includes loops that tra-
verse z, l and ph dimensions of data arrays. After this stage,
a parallel output operation is performed, in which parts of
these data are transferred to disk. Finally, some data are
subsequently gathered to compute the sequential part of the
kernel. In our experiments, each time step corresponds to a
minute of real time.

In [8] a detailed dependence analysis was performed.
Results show that x, y and z loops are fully parallel,
whereas the rest of them present true dependences that pre-
vent their parallelization. In addition, in this work different

parallelization schemes were tested, taking into consider-
ation the parallelization of these loops. As a conclusion,
the most efficient approach is the one, for which y loop is
full parallel (using a block scheduling) and all the other
loops are fully sequential. In this case a better exploita-
tion of the memory hierarchy is obtained. Note that further
performance improvements could be obtained by means of
reshaping all data structures and swapping the x and y di-
mensions. This would allow the parallelization of the x
loop, while obtaining the best data locality. However, in
practice this optimization can not be done because the code
complexity is considerable (in terms of number of lines of
code as well as number of data structures) and given that
numerical algorithms used in the kernel are specially de-
signed for these data structures. Consequently, these opti-
mizations would imply the complete application redesign,
which turns to be a costly task. For those reasons we opted
for a minimal-intrusive modification of the code, adopting
the STEM-II with the single parallel y loop as the basic ver-
sion for the execution in a multiprocessor environment.

Regarding the I/O phase, the output routine is used in
two different scenarios: for storing arrays that contain the
distribution of chemical species for their further visualiza-
tion and for writing the complete system state as part of
a checkpoint operation. Both cases involve intensive disk
use that significantly affects the parallel application perfor-
mance. For example, sequentially storing in each iteration
the contents of the data structures considered in this paper
represents about 30% of the overall execution time for a two
processor execution.

This overhead can be reduced by diminishing the num-
ber of checkpointing operations or performing the I/O phase
in parallel with the computation phase. These solutions are
complementary to our proposal (aimed to improve the per-
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(a)

(b)

Figure 2. Examples of output techniques: (a)
parallel disk access, (b) reordered parallel
disk access.

formance of the I/O stage). The parallelization of the input
routines was not considered given the small volume of read
data.

3 Parallel I/O overview

The processes of a parallel application frequently access
a common data set by issuing a large number of small non-
contiguous I/O requests. Collective I/O addresses this prob-
lem by merging small individual requests into larger global
requests in order to optimize the network and disk perfor-
mance. Depending on the place where the request merging
occurs, two collective I/O methods have been proposed. If
the requests are merged at the I/O nodes the method is called
disk-directed I/O [6, 10]. If the merging occurs at interme-
diary nodes or at compute nodes the method is called two-
phase I/O [4, 1]. Two-phase I/O consists of an access phase,
in which compute nodes exchange data with the file system
according to the file layout, and a shuffle phase, in which
compute nodes redistribute the data among each other ac-
cording to the access pattern.

The multiple-phase I/O technique presented in this paper
is a generalization of the two-phase I/O for regular applica-
tions. In our approach the shuffle phase is performed in a
binary communication tree instead of using an expensive,
contention causing all-to-all communication.

The two phase-method was extended by Thakur and
Choudhary [11] by balancing the load on the processors
that perform I/O and by reducing the number of requests
by data sieving. Extended two-phase I/O is an optimization

of ROMIO [12], an implementation of MPI-IO interface,
which we use for the evaluation in this paper.

Disk-directed I/O has several advantages over two-phase
I/O: data is sent only once over the interconnect, commu-
nication overlaps with disk transfers during the whole op-
eration, no additional memory is needed at compute nodes
for permuting the data. The main drawback consists in the
potential of generating many small messages for the trans-
fer from the client to server. Additionally, a large number
of small messages may overwhelm the file system and seri-
ously hurt performance.

Many existing file systems’ interfaces are based on the
Portable Operating System Interface(POSIX) [5]. The main
limitation of POSIX is that it is not addressing the require-
ments of high-performance parallel applications.

List I/O [13] is an interface for describing non contigu-
ous accesses both in file and in memory. Non-contiguous
accesses are specified through a list of offsets of contigu-
ous memory or file regions and a list of lengths. A list I/O
implementation can be found in the PVFS file system [7].

MPI-IO [9] is a standard interface for MPI-based paral-
lel I/O. MPI data types are used by MPI-IO for declaring
views and for performing non-contiguous accesses. A view
is a contiguous window to potentially non-contiguous re-
gions of a file. After declaring a view on a file, a process
may see and access non-contiguous regions of the file in a
contiguous manner.

4 Multiple-Phase Collective I/O

The output subroutine is an excellent candidate for be-
ing parallelized given that data are previously distributed
among the processors. In [3] a basic approach was pre-
sented based on the use of MPI-IO library and PVFS file
system. Figure 2(a) shows an example of that technique.
This proposal is based on the construction of data types that
contain all the entries allocated to each processor. For in-
stance, in the example from the figure, each data type cor-
responds to the colored entry set of each processor.

In [3] the efficiency of this approach over the sequential
version was evaluated and a significant performance im-
provement was reported. However, the optimization there
presents an important drawback: the existence of low local-
ity disk accesses. This effect is illustrated in Figure 2(a),
where each processor accesses small non-contiguous phys-
ical parts of the disk. One solution, presented in [3], is
based on the modification of the disk layout (shown in Fig-
ure 2(b)). This technique allows each processor to store
all its data in contiguous pieces. However, the data storage
order is modified, and the new layout must be known by
the external applications, making the solution non-portable.
The technique presented in this paper consists of a collec-
tive I/O operation that increases data file locality, while pre-
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Figure 3. Examples of array distribution for 2 processors distribution of SL1 with dimensions Nx = 2,
Ny = 4, Nz = 2, Nl = 1 and Nph = 1.

serving the original layout.
STEM-II uses multidimensional arrays for storing the

information of the chemical species that are being simu-
lated. More specifically, it includes array structures with
up to five dimensions. An example is SL1 array, defined as
SL1(x, y, z, l, ph). Indices x, y and z refer to spatial coor-
dinates of a 3D mesh in Km, l is the number of considered
chemical species and ph is the number of chemical phases
(liquid, gaseous, etc.) that are simulated.

The parallel version of STEM-II implies the distribution
of the data among the processors. If we consider the main
arrays related to the 3D meshes (for instance, SL1), each
processor only computes the entries associated with the as-
signed y iterations. Another aspect to take into account is
the column-order Fortran storage scheme. Figure 3 shows
an example for a two processor data distribution of a simpli-
fied array. Each box of SL1 represents a single array entry.
For each entry, the associated x, y and z values are shown.
Note that, as mentioned before, y entries are assigned using
a block distribution (depicted with grey colors), whereas
the rest of the dimensions are not partitioned. Note that,
only the entries across x dimension are consecutive whereas
two consecutive Ny entries have a stride of Nx, two con-
secutive z entries have a constant stride of Nx ∗ Ny and so
on. This figure also shows the SL1 distribution for each
processor. Note the existence of unused gaps in the data
distribution. Also note that each processor has aligned data
in the same manner; this characteristic will be exploited by
our technique.

The main idea of Multiple-Phase Collective I/O is the
progressive increase of data locality by means of point-to-
point communication between the processors. The commu-
nication phase is multi-staged and can be customized to per-
form any desired number of steps. Figure 4 shows a graphic
example of our technique for a four processor data distri-
bution of a simplified array. Initially, each processor has
a regular distribution of entries spaced at a given distance
(stride).

In each communication phase the following steps are
performed:

1. Data type generation. Given that STEM-II performs
a regular data distribution, data types can be easily gen-
erated as a sequence of offset + length elements.
The particular values of the elements depend on the
data dimension (Nx, Ny , Nz , Nl and Nph parameters)
and number of processors (Np parameter).

2. Selection of the target processor. Our technique uses
a hierarchical organization of the compute nodes in a
binary tree. The number of communication phases (de-
noted as Nph) is given by: Nph = log2(Np). Given
a particular processor p and a communication phase
ph, the target processor (p′) is chosen by the algorithm
shown in Figure 5. For example, for Np = 4 two
communication operations can be executed. Processor
p = 0 exchanges data with processors 1 and 2, during
phases 0 and 1, respectively.

3. Data exchange. Each processor sends half of its data
to the target processor and receives the same amount.
Convenient offsets are applied in order to obtain con-
tiguous data distributions. In our implementation we
use the unassigned memory entries for storing the ex-
changed data.

After the communication phase, data is transferred to
disk. Again, a specific data type is produced. In case of
performing Nph communication phases (like in Figure 4),
the resulting data type is a consecutive block of entries.

In terms of performance, the communication scheme
generates an extra overhead, but its value is small given
the following observations: For each communication phase,
each processor exchanges data with only one processor,
thus avoiding contention. In addition, the amount of ex-
changed information is the same in each stage. More specif-
ically, each processor exchanges an amount of data equal to
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Figure 4. Examples of Multiple-Phase Collective I/O for 4 processors distribution of SL1 with dimen-
sions Nx = 1, Ny = 4, Nz = 4, Nl = 1 and Nph = 1.

half of its assigned data. In our experiments the number of
exchanged entries (NEE) is given by Equation 1.

NEE =
Nx ∗ Ny ∗ Nz ∗ Nl ∗ Nph

2 ∗ Np
(1)

Note that, as remarked before, the number of commu-
nication phases can be defined by the user. The larger the
number of phases, the higher is the disk data locality that
each processor reaches.

5 Performance analysis

We performed our experiments on a cluster of PCs
consisting of 16 dual processor nodes interconnected by
Myrinet and FastEthernet networks. Each node consists of
two Intel Pentium III at 800MH, 256KB L2 cache, 1GB
memory. The operating system is Linux 2.4.19. The For-
tran compiler is GNU f77 version 2.95.4 using optimiza-
tion level -O3. For the Myrinet network we have used
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Begin algorithm:

Input: p Source processor rank
ph Communication phase

Output: p′ Destiny processor rank

IF p%(2ph+1) < 2ph

p′ = p + 2ph

ELSE
p′ = p − 2ph

END IF

End algorithm

Figure 5. Algorithm for computing the com-
munication processor rank.
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Figure 6. Disk write performance for SL1, 16
I/O servers and 16 I/O Clients (PVFS).

the MpichGM 2.7.15 distribution. For FastEthernet, Mpich
1.2.6 was used. The parallel file system was PVFS (v1.6.3)
[7] with the default striping factor of 64KB.

In our experiments, we use three different arrays. Ta-
ble 1 shows their characteristics. In particular, SL1 corre-
sponds to a real matrix extracted from simulation environ-
ments. The rest of them where synthetically generated for
evaluating the impact of data locality and matrix size in the
I/O performance.

We have compared the performance of the following I/O
techniques:

• Individual parallel disk writes (Non-collec).

• Our technique using 1, 2 and 3 communication phases
(1 Phase Collec, 2 Phases Collec and 3 Phases Col-
lec). The larger the number of communication phases,
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Figure 7. Disk write performance for SL2, 16
I/O servers and 16 I/O Clients (PVFS).
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Figure 8. Disk write performance for SL3, 16
I/O servers and 16 I/O Clients (PVFS).

the bigger data locality stored to disk. In particular,
when 3 communication phases are performed, each
processor stores a single block of data composed by
consecutive entries (reaching a maximum locality).

• The ROMIO’s 2 Phase I/O.

• The sequential write over a NFS file system (Sec NFS).

• The sequential write over a private file system (Sec
/tmp). This file system corresponds to local ext3 par-
tition of Linux.

All parallel techniques use MPI library calls (using view
operations) and write to the PVFS file system. Sequen-
tial techniques perform Fortran write operations and use
network-mounted remote file systems or local file systems.
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Figure 9. Multiple-Phase Collective write per-
formance for SL1v1 using Myrinet network,
16 I/O servers and 16 I/O Clients (PVFS).

0.000

0.200

0.400

0.600

0.800

1.000

1.200

1.400

1.600

Non-Collec 1 Phase Collec 2 Phases Collec 3 Phases Collec

T
im

e
(s

e
c
.)

I/O 1st level 2nd level 3rd level

Figure 10. Multiple-Phase Collective write
performance for SL1v1 using FastEthernet
network, 16 I/O servers and 16 I/O Clients
(PVFS).

Both sequential techniques require additional communica-
tion operations for gathering the data (as shown labeled with
1st Level in the figures).

Initially, we evaluated the performance of these tech-

Name Nx Ny Nz Nl Nph Size

SL1 61 61 15 56 3 35.7MB
SL2 61 61 15 56 6 71.4MB
SL3 92 61 15 56 3 53.9MB

Table 1. Matrices used in our experiments.

niques using Myrinet network both for communicating
among the compute nodes (in case of performing MPI com-
munications) and for transferring data from compute nodes
to I/O nodes (in case of using PVFS).

Figure 6 shows the execution times of the disk write for
SL1 array. Results show that Multiple-Phase Collective
technique obtains the best performance, reducing the disk
write execution time when the number of communication
phases increases. Note that non-parallel output operations
are inefficient due to the communication costs where the
data is gathered at a single node. This represents an im-
portant bottleneck. For our technique, the communication
costs are much smaller, given that they are performed be-
tween pairs of processors (point-to-point communication)
in parallel. Also, the amount of transferred data is smaller
than in the sequential approach.

Figure 7 shows the execution time for SL2 array. We
can observe that doubling the size of data structure implies
a proportional increase in the I/O time of all techniques. The
reason is that when we increase Nph dimension, the access
size is the same as for SL1 (given that it depends only of
Nx and Ny dimensions). Consequently, the bandwidth is
the same for both matrices, thus doubling the problem size
implies doubling the I/O time.

In contrast, for SL3 we change the Nx dimension (Fig-
ure 8) increasing the data block size and thus improving the
data locality. In this case, the behavior is different than in
the previous experiment. On one hand, the I/O execution
time of the methods 3 Phase Collective, SEC nfs and SEC
/tmp is proportional to the amount of transferred data (like
with the SL2 array). This is due to the fact that all these
methods store a single block of data (consecutive disk en-
tries), thus they are independent of the access locality. On
the other hand, methods that store non-consecutive blocks
of data (the rest of them) exhibit a performance improve-
ment in the I/O disk access1. Consequently, when the data
locality decreases, the performance of 3 Phase Collective
enhances compared to methods that do not access to con-
tiguous disk entries. This gain is smaller when data locality
increases.

Regarding the communication phases, we compared the
communication costs when using two different network
technologies: Myrinet and FastEthernet. In both exper-
iments, PVFS uses Myrinet for communication between
compute nodes and storage nodes. For this reason, I/O disk
access cost does not change.

Figure 9 shows a detailed view of the cost of each stage
of our technique using Myrinet network. Note that the cost
of each communication stage is approximately the same.
Figure 10 represents the same costs for an equivalent ar-
chitecture based on a FastEthernet network. In contrast, we

1Take into account that the amount of data is increased in 1.5 times and
the I/O time is almost the same than for SL1 array.
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can see that communication costs increase, limiting the per-
formance of the third communication phase. For our tech-
nique, a larger number of communication phases implies a
significant reduction in the disk write time. However, in the
general case, there is a trade-off between communication
cost and performance gain in the disk write. In our exper-
iments, the use of the complete number of communication
phases (Nph) conduces to a better performance of the com-
plete technique.

6 Conclusions

In this paper we presented a novel collective I/O tech-
nique, called Multiple-Phase Collective I/O consisting of a
multiple-phase shuffle communication step and a parallel
I/O step. The technique is a generalization of two-phase
I/O for regular accesses.

We identified the following advantages of our proposal.
First, for Myrinet network, the communication cost is re-
duced and does not increase with the number of stages.
However, this cost depends of the interconnection network
technology. For other networks, as for example FastEth-
ernet, the addition of communication stages limits the algo-
rithm performance. Second, our proposal is highly scalable,
given that the communication cost decreases with the num-
ber of processors (the volume of exchanged data decreases).
Third, an arbitrary number of communication phases can be
used. The upper bound on the number of phases is Nph, for
which all the data are clustered in consecutive blocks. This
allows for flexible solutions according the most suitable de-
gree of disk access locality.

In the future we plan to develop a architecture-based
decision tree for determining the optimal number of
communication phases. Several parameters, such as the
number of processors, the problem size and the architecture
characteristics should be taken into account. Another
direction is to extend our proposal to handle generic data
distributions. Finally, it is also interesting to evaluate
our proposal with other applications, parallel libraries
(MPICH2) and file systems (PVFS2).
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