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Abstract—This paper presents the design and implementation
of a new file system independent collective I/O optimization based
on file views: view-based collective I/O. View-based collective
I/O has been implemented and evaluated inside ROMIO im-
plementation of MPI-IO standard. The evaluation section shows
that view-based I/O outperforms the original two-phase collective
I/O from ROMIO in most of the cases for three well-known
parallel I/O benchmarks. This is especially due to a smaller
cost of scatter/gather operations, a reduction of the metadata
overhead, and a smaller number of collective communication
and synchronization primitives used in the implementation.

I. INTRODUCTION

The recent advances in storage technologies and high per-
formance interconnects have made possible in the last years
to build more and more potent storage systems that serve
thousands of nodes. The majority of the storage of clusters
and supercomputers from top 500 list [1] is managed by one
of three scalable parallel file systems: GPFS [2], PVFS [3]
and Lustre [4].

The large majority of large scale scientific parallel ap-
plications are written in Message Passing Interface (MPI)
[5], which has become the de-facto standard for scalable
distributed memory machines. One part of the MPI standard is
related to I/O and has among its main goals the portability and
efficiency of file system accesses. All of the above mentioned
parallel file systems may be accessed also through the MPI-IO
interface.

The most popular implementation of the MPI-IO standard
is ROMIO [6]. ROMIO is part of several MPI distributions:
MPICH [7], LAM [8], MPI-HP, MPI-NEC, MPI-SGI, etc.
ROMIO contains various optimizations which address some
of the characteristics of data intensive parallel scientific appli-
cations [9], [10] such as interleaved file access, spatial locality,
small access granularity, etc. One of these optimizations is a
version of the two-phase collective I/O [11] .

In this paper we propose and evaluate an alternative to the
two-phase collective I/O implementation of ROMIO called
view-based collective I/O. View based I/O targets the perfor-
mance improvement of MPI-IO collective I/O by addressing
the following goals: reducing the cost of data scatter-gather
operations, minimizing the overhead of file metadata transfer,
decreasing the number of conservative collective communica-
tion and synchronization operations.

The remainder of the paper is organized as follows. Section
II discusses some related work. Section III summarizes basic
concepts of MPI-IO and various techniques and optimization
of ROMIO distribution, necessary for understanding the design

and implementation of view-based I/O. Section IV gives an
overview of the approach. Design and implementation is
discussed in Section V. Section VI presents the experiments
we performed. Section VII contains conclusions and our future
plans.

II. RELATED WORK

A large number of researchers have contributed through
the years with parallel I/O optimizations. Several collective
I/O implementations are known. Disk-directed I/O [12] is
a technique for optimizing data transfer given a high-level,
collective interface. In this method, the description of the
complete collective, high-level request is passed to the I/O
processors, which examine the request, make a list of disk
blocks to be transferred, sort the list for efficient disk transfer,
and transfer the data to the disks.

Two-phase I/O was first proposed in the context of accessing
distributed arrays from files. If the entire I/O access pattern of
all processes is known to the implementation, the data can be
accessed efficiently by splitting the access into two phases. The
advantage of this method is that, by making all file accesses
large and contiguous, the I/O time is reduced significantly. The
added cost of inter-process communication for redistribution
is small compared with the savings in I/O time. More details
about the implementation of two-phase I/O in ROMIO are
given in section III.

Panda[13] uses a server-directed I/O strategy to implement
collective I/O operations. When compute nodes make collec-
tive I/O requests to Panda, a selected compute node (the master
client) sends to a selected I/O node (the master server) a
short high-level description of the in-memory and on-disk
distributions for the arrays. The master server then provides
all the other servers with the distribution information and each
server independently plans how it will request or send its
assigned disk chunks of the array data to or from the relevant
clients.

In order to mitigate striping overhead and benefit from the
collective I/O accesses on Lustre [14], the authors propose
two techniques: split writing and hierarchical striping. In split
writing, a file is created as separate sub-files, each of which
is striped to only a few storage devices. They are joined as a
single file at the file close time. Hierarchical striping builds on
top of split writing and orchestrates the span of sub-files in a
hierarchical manner, in order to avoid overlapping and achieve
the appropriate coverage of storage devices. Together, these
techniques can avoid the overhead associated with large stripe

Eighth IEEE International Symposium on Cluster Computing and the Grid

978-0-7695-3156-4/08 $25.00 © 2008 IEEE
DOI 10.1109/CCGRID.2008.85

409



width, while still being able to combine bandwidth available
from many storage devices.

Data sieving [15] is a non-contiguous read optimization of
ROMIO and consists of bringing a contiguous file zone in a
memory buffer and filtering out the chunks of interest.

Several researchers have contributed with optimizations of
MPI-IO data operations: data sieving [15], two-phase I/O [16],
non-contiguous access [11], write-behind collective buffering
[17], collective caching [18], integrated collective I/O and
cooperative caching [19].

Packing and sending MPI data types has been presented in
[20]. In our previous work [21] we have implemented the view
I/O technique in Clusterfile [22] parallel file system, which
uses a data representation equivalent to the MPI data types.

III. BACKGROUND

This section introduces some basic concepts of MPI (data
types, views, I/O operations, file model) and presents the
ROMIO architecture.

A. MPI data types

MPI data types are access patterns of memory or file. They
can express regular or irregular patterns, with or without gaps
between the data. The basic data types are the same as in
traditional programming languages like C. The derived data
types are built from basic data types or recurrently from other
derived data types. Vectors are examples of derived data types.

B. MPI-IO file model

The data of an MPI-IO file is mapped on a file of an
underlying file system. The processes of an MPI application
can logically partition the MPI-IO file by means of MPI data
types. This mechanism is called view. An example can be seen
in Figure 1 for the file depicted in the lower part. For example,
compute node 0 has declared a view and it “sees” contiguously
at view offsets 0, 1, 2, 3 (the upper left box) the file offsets
0, 4, 8, 12. This can be accomplished by using a MPI vector
data type with block length of 1 element of type MPI BYTE,
stride=4 (the distance to the next element) and count=4 (the
number of repeating elements).

A view offers several advantages: non-contiguously stored
data is “seen” contiguously facilitating the programmer’s task
and allowing non-contiguous I/O optimizations. In the same
time a view is a hint about the future access pattern of the
application, which can be used for optimizing the access.

C. ROMIO architecture

The architecture of ROMIO [6] allows the virtualization
of MPI-IO files on top of files of concrete file systems
through ADIO. ADIO [23] is the abstract I/O interface, which
can be specialized for specific file system implementations.
The main goal of ADIO is to facilitate a high-performance
implementation of new parallel I/O API or new file-system.
ADIO consists of a small set of basic functions for performing
parallel I/O. Any parallel I/O API (including a file-system
interface) can be implemented in a portable fashion on top of

ADIO. In other words, ADIO separates the machine-dependent
and machine-independent aspects involved in implementing
an API. The machine-independent part can be implemented
portably on top of ADIO. The machine-dependent part is
ADIO itself, which must be implemented separately on each
different system.

The ADIO interface contains typical functions for han-
dling files: open, close, fcntl, read, write, etc. The
read/write access operations may be individual or collective.
For instance the two-phase collective I/O is implemented at
this level. MPI-IO interface is mapped on ADIO functions.

The processing of MPI-IO operations can be controlled via
the MPI API using file hints. A file hint can affect how the
MPI-IO library accesses the file. It can set buffer sizes, turn
special optimizations on and off or provide specific parameters
to each particular MPI-IO implementation.

D. Collective I/O

In MPI-IO data is moved between files and processes by
issuing read and write calls. The data access routines can be
individual or collective. A collective routine, as opposed to
individual routines, processes are coordinated with each other
to optimize access to I/O device. Collective I/O combine small
individual petitions of the compute nodes in larger requests,
thus, optimize I/O device and network operations.

Two-phase I/O of ROMIO distribution performs two steps as
illustrated in the Figure 1 for the collective write case: shuffle
phase and I/O access phase. Four compute nodes shown in the
upper part have previously declared views on the file depicted
on the lower part of the figure. Compute node 0 “sees” only the
dark gray bytes of the file, compute node 1 only the hashed,
and so on. The access of each process is non-contiguous:
for processor 0, the bytes 0, 1, 2, 3 of the view maps on
bytes 0, 4, 8, 12 of the file. In the shuffle phase, the data
is gathered in contiguous chunks at a part of the compute
nodes that act as aggregators. In this example we have used
two aggregators (compute nodes 1 and 2). In general, the
number of aggregators can be decided by the user with a hint
(by default all compute nodes are aggregators). In the first
part of shuffle phase, the interval to be accessed (16 bytes
between offsets 0 and 15) in split among aggregators: (0,7)
and (8,15). Then the (offset, length) lists, which correspond to
the mapping between each view and the file, are sent from all
compute nodes to aggregators. For instance, compute node 0
sends (0,1), (4,1) to aggregator 0 and (8,1), (12,1) to aggregator
1. Finally, the view data is transfered to the aggregators and
scattered into contiguous chunks by using the offset length
lists. In the access phase, the contiguous chunks are transfered
to the file system. The access phase is fast, because only
contiguous transfers are requested to the file systems. The I/O
access phase is implemented through an ADIO function call,
which in turn calls file system access functions.

We note that, at each access, the compute nodes must agree
on the interval splitting and must build and send the (off-
set,length) lists to the aggregators. These operations involve
collective communication and synchronization. Additionally,
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I/O phase

File
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Fig. 1. Two phase I/O write example.

Fig. 2. Parallel I/O Software Architecture.

for small granularities, the offset-length lists may become
substantially large.

IV. OVERVIEW

As two-phase I/O, view-based I/O is a file system indepen-
dent collective I/O implementation. As two-phase I/O, it also
uses aggregators in order to scatter/gather non-contiguous data
from/into contiguous file blocks. However, there are several
differences between the two methods. We will discuss these
differences after presenting a short overview of view-based
I/O.

View-based I/O consists of the following steps.
At view declaration, the view MPI data type is sent by all

compute nodes to all aggregators, where it is kept for the
future accesses. The MPI data type is nothing else than the
compact representation of all the classes of file accesses that
can be performed for its associated view. Therefore, all the
offset/length lists can be generated from this data type and
have not to be sent at each access as in two-phase I/O.

View-based I/O access phase is implemented starting from
the assumption that the file is mapped round-robin on the
aggregators, with a stripe that can be set through an MPI hint
and, whose default value is the same as the collective buffer

size for two-phase I/O. This avoids the file interval splitting
step from two-phase I/O.

At access time, a compute node sends to the aggregator
only the view data plus the extremities of the view interval
corresponding to the aggregator. For instance, in the example
from Figure 1, the file is assigned statically 2 aggregators by
using a stripe of 8. Therefore, the compute node 0 sends to the
aggregator 0 (compute node 1) the start and end offsets of the
view, (0,1) and the corresponding data and to the aggregator
1 (2,3) and the corresponding data. Each aggregator, uses
the previously stored data type to scatter the data into the
collective buffer.

Each aggregator manages a pool of collective buffers. The
size of this pool (the number of available collective buffers)
may be controlled by a user hint. Whenever all the collective
buffers are used and a new one is requested, a LRU replace-
ment policy is used. The collective buffers are flushed when
the file is closed. The future work will contemplate on-line
flushing policies.

In summary, the main differences between two-phase I/O
and view-based I/O are the following:

• At view declaration, view-based I/O sends the view data
type to aggregators, while two-phase I/O stores it locally
at the application nodes.

• View-based I/O assigns statically the file domain to
aggregators, while two-phase I/O dynamically.

• At access time, two-phase I/O sends the offset-lists to
the aggregators, while view I/O transfers only the view
access interval extremities.

• The collective buffers of view-based I/O are cached
across collective operations. A collective read following
a write, may find the data already at the aggregator.

• For write operations, the collective buffers of view-based
are written to the file system when the collective buffer
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pool is full or when the file is closed. For two-phase I/O,
the collective buffers are flushed to the file system when
they are full or at the end of each write operation.

V. IMPLEMENTATION DETAILS

Our solution is implemented in the ADIO layer and respects
all portability criteria imposed by the MPI standard. All
of our modifications to ROMIO reside in the ADIO layer,
making them file system independent and hence available on
all platforms. To implement the solution we have modified
open, close, write, read and set view ADIO primitives.

The existing MPI-IO optimizations are not affected by the
modifications in ROMIO. A hint allows the user to select the
either two-phase I/O or view-based I/O.

The following subsections describe the building blocks of
our approach: views, data access operations, the collective
buffers and the parallel I/O scheduling module.

A. Views

We have implemented a view mechanism alternative to
the one from ROMIO. Unlike in two-phase I/O, upon view
declaration, each compute node decodes the view data type.
This is achieved by a recursive top-down traversal of the
date type tree, which reconstructs the steps employed by
the original application for data type creation. This data
type structure is packed and transferred to all aggregators,
which store data belonging to the file. Upon reception, the
aggregators reconstruct the original application view data types
and store it for subsequent use.

B. Data access operations

In the implementation of read and write operations each
compute node manages several task queues, one for each
aggregator.

For write operations the following steps take place.
First, each compute node maps the view interval onto

aggregators. In the example from Figure 1, compute node
0 maps the interval (0,1) onto the aggregator 0 and the
interval (2,3) on the aggregator 1. For each of these intervals
a communication task is created and placed in the queue of
its corresponding aggregator.

Second, view-based I/O uses a network buffer for perform-
ing the communication tasks. If data from several commu-
nication tasks fit in same network buffer, they are coalesced
and sent through only one MPI call. The order in which the
compute nodes send data to the aggregators is guided through
a parallel I/O scheduling policy [24], which tries to increase
parallelism (by trying to enforce that each compute node sends
data to a different aggregator). The description of this policy
is beyond the scope of this paper. The aggregators receive
the data from the compute nodes and scatter them into the
collective buffers.

Finally, when replacing a collective buffer from the co-
llective buffer pool, or when the file is closed, the collective
buffers are written to the file system.

For read operations, the following steps are performed.

First, as for write, the same mapping and task creation
operations are performed.

Second, the read requests are sent to the aggregators. In
general case each aggregator receives read requests from
several compute nodes. The aggregators gather the data from
the collective buffers and send them to the corresponding
compute node. As for write, the order in which the aggregators
deliver the data to the compute nodes is decided through a
parallel I/O scheduling policy.

Finally, upon receiving, the compute nodes finish the tasks
from the queues by transferring the data into user buffers.

C. Collective buffers

In view-based I/O the collective buffers are managed by
aggregators. The files are statically mapped onto aggregators
round-robin by using a user-configurable (through a hint)
block size.

For write, when an aggregator receives a message from a
compute node, it checks if it has already cached its corre-
sponding collective buffer. If yes, the data is scattered by the
view data type to the collective buffer. If not, the buffer is
first read from the file system (for an existing file) and then
the scatter operation is performed. For read, the collective
buffer is read from the file system at the first request of a
compute node. Subsequent accesses find the data in the cache.
It can be noticed that this approach targets the spatial locality
characteristic of the parallel scientific applications [9], [10].

There are two main differences between the implementa-
tions for collective buffers of view-based I/O and ROMIO two-
phase I/O. First, if the aggregators have the data cached, only
one network transfer is necessary, while in ROMIO two-phase
I/O at least two transfers are performed (one for shuffle and
one for file I/O). Second, in ROMIO, the collective buffers are
not reused across different collective operations. Consequently,
workloads that show temporal locality cannot take advantage
of the data already cached. In contrast, in view-based I/O,
the collective buffers are stored in the local cache of the
aggregators and can be reused across different collective I/O
operations.

In order to access the file system, aggregators employ the
ADIO contiguous primitives. The amount of bytes write/read
operations depends of collective buffer striping factor (how the
file intervals are statically mapped onto aggregators). Different
striping factors can determine better or worse performance
according to the file system accessed.

VI. EVALUATION

The evaluation of our implementation for view-based collec-
tive I/O was performed on NEC Cacau Xeon EM64T cluster at
HLRS Stuttgart. This cluster has the following characteristics:

• 400 Intel Xeon EM64T CPU’s (3.2GHz).
• 160 nodes with 1 GByte of RAM memory and 40 nodes

with 2 GBytes of RAM memory.
• An Infiniband network interconnecting the compute

nodes.
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Fig. 3. BT-IO performance for class B and C.

The parallel file system has been PVFS2 [3] version 2.6.3,
running 8 servers, from which all 8 were I/O nodes and one
metadata node. The files were striped over all I/O servers
round-robin with a block of 64 KBytes. The PVFS servers
and the application compute nodes were running on disjoint
nodes. The communication protocol of PVFS2 was TCP/IP
on top of the native Infiniband communication library. The
MPI distribution was MPICH2 1.0.5. We ran all tests with
one process per compute node.

View-based I/O as well as two-phase I/O had a network
buffer of 4 Mbytes. In addition, view-based I/O had a co-
llective buffer pool of maximum 64 Mbytes. We present the
results for three benchmarks: NASA’S BTIO, MPI-Tile-IO and
collperf.

A. BTIO benchmark

NASA’s BTIO benchmark [25] solves the Block-Tridiagonal
(BT) problem, which employs a complex domain decomposi-
tion across a square number of compute nodes. Each compute
node is responsible for multiple Cartesian subsets of the entire
data set. The execution alternates computation and I/O phases.
Initially, all compute nodes collectively open a file and declare
views on the relevant file regions. After each five computing
steps the compute nodes write the solution to a file through a
collective operation. At the end, the resulted file is collectively
read and the solution verified for correctness. We use 4 to
64 processes and two classes of data set sizes: B (1697.93
MBytes) and C (6802.44 MBytes). The benchmark reports
the total time including the time spent to write the solution to
the file. However, the verification phase time containing the

reading of data from files is not included in the reported total
time. For ROMIO-based collective operations, BTIO explicitly
sets the size of the collective buffer to 1 MByte and assigns
all compute nodes for two-phase aggregators or view-based
aggregators.

Figure 3 compares the time results of view-based I/O and
two-phase I/O. It shows the results for classes B and C,
respectively. The first column shows the total time (in seconds)
spent in writing the file. The total time spent in reading from
the file is plotted in the second column. Finally, the graphs
in the last column depict the final time as reported by the
application, including the computation and the times to open
the file, set the view, write the file and close it (the read time
is not contained).

We observe that view-based I/O outperforms the native
approach in most of the cases. Additionally, the improvement
increases with the number of compute nodes.

This performance improvement can be attributed to several
causes: the reduction of the transfered offset-length lists, the
improvement of scatter-gather operations, the smaller number
of collective interdependencies, the usage of collective buffers.
In view-based I/O, the collective buffers are cached at the
aggregators across collective I/O operations. If the caches are
large enough, subsequent read operations will find the buffers
in the cache.

However, it is important to note here that, in the actual
implementation, the write operations of view-based I/O are
flushed to the file system when the file is closed.

We can see that view-based I/O was more effective for both
problem sizes. In BTIO class B, writes were between 89% and
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121% faster and reads were between 3% to 109% faster than
two-phase. Compared to BTIO class C, the results show that
our approach was between 25% to 310% faster for writes and
between 4% to 23% for reads. As explained earlier, BTIO
application reports a total time including the write and file
close time (the read time is not included). However, if we add
the read time to the overall execution time, view-based reduced
its execution time by 8% to 50% for class B and 14% to 38%
for class C. However, a significant time of BTIO execution is
spent in compute phases (around 80%), therefore, the actual
improvement of the I/O phase is even more significant.

Table I lists the overhead of length-offset transfers. The table
shows the total amount of transfered lists (in bytes) by two-
phase I/O and view-based I/O. The BTIO performs 40 write
and read iterations, thus, in two-phase the lists of length-offset
pairs are transfered 80 times. On the other hand, in view-based
I/O, the lists of length/offset pairs are generated and transfered
twice. The table shows that, for 64 processes, two-phase I/O
transfers ten times more than view-based I/O.

TABLE I
THE OVERHEAD OF LISTS OF LENGTH-OFFSET PAIRS (IN KILOBYTES) OF

BTIO CLASS B.

N. Processes Two-phase I/O View-based I/O

25 8128.12 229.30

36 9753.75 475.87

49 11379.46 881.61

64 13005.00 1504.00

Figure 4 gives more insight about the execution of two-
phase I/O and view-based I/O, by showing the breakdowns of
the total time spent in computation, communication and file
access of collective write and read operations, for class B from
4 to 64 processes.

For write, two-phase I/O is largely affected by commu-
nication in write and read operations (up to 86% in overall
execution time). On the other hand, view-based I/O spent less
time for communication, reporting maximum times of 31.4
seconds, as opposed to two-phase I/O, that spent 62.4 seconds.
For two-phase I/O, the parallel write time is 84.5 seconds, of
which 25.3% are spent in computation and 72.4% in com-
munication. View-based needed only 31.5 seconds, of which
1.0% are spent in computation and 99.0% in communication.

For read, view-based I/O employed the most time in com-
munication. View-based spent 26.5 seconds in communication
while two-phase I/O spent 53.4 seconds. Our implementation
brings down the cost of communication dramatically. As
well, view-based I/O eliminates the contention of metadata
operations.

When writing, notice that, starting with 36 processes, there
is no file access time in the breakdown. As we explained,
this is due to the fact that all the data fit in the cache and
is flushed to the file system at close time. However, the flush
time is included in the total time reported in the right hand
side of Figure 3.

B. MPI-Tile-IO benchmark

MPI-Tile-IO [26] is an MPI-IO benchmark testing the
performance of non-contiguous data access. In this application,
data I/O access is non-contiguous and is issued in a single
step by using collective I/O. It tests the performance of
concurrently accessing a two-dimensional dense data set, sim-
ulating the type of workload that exists in some visualization
and numerical applications. In our experiments, each process
renders a 1x1 tile with 2048x1536 pixels and the size of
each element is 8 bytes. Figure 5 shows the read and write
throughputs with the MPI Tile I/O benchmark on Cacau. In
this case, the size of the file was kept constant and the number
of processors was varied, leading to a file size of 1534 MBytes
per execution.

Figure 5 shows the results of write and read throughput,
respectively. Also, the bottom graph depicts the time spent
(in seconds) in file closing compared with writing time of the
file. It is important to notice here that, the collective buffers are
not cached at the aggregators across collective I/O operations,
because this benchmark closes the file between write and read
operations. Subsequent read operations do not find data in
the cache, thus, for this benchmark, view-based I/O does not
benefit from cached collective buffers. In spite of that, view-
based I/O performs considerable better, for both reads and
writes. The upper graph shows that, for a large number of
processes, the benchmark reaches file write throughputs of up
to 570 MBytes/sec. However, it is important to note that for 36
processes, the aggregators stored all the data into the collective
buffers, and, subsequently, did not flush data to the file system
until the file is closed. The lower graph shows the overall time
spent in write and close operations and we note that the view
I/O performs better in three of the four scenarios. As shown in
the graph, when compared to two-phase I/O, view-based I/O
improves MPI-Tile-IO write time between 44% and 59%.
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Fig. 5. MPI-TILE-IO performance.

Although read operations do not take advantage of collective
buffers, the view-based collective I/O performance is better
than the one for two-phase I/O in all cases. The MPI-Tile-IO
benchmark read performance results show that our approach
attains a 87% improvement compared to two-phase I/O for
eight compute nodes and a 36% for 64 compute nodes. This
is due to the efficient implementation of views and non-
contiguous accesses.

C. Collective performance benchmark

The ROMIO test suite consists of a number of correctness
and performance tests. We chose the collperf.c test from
this suite for comparing the two collective I/O methods. The
collperf.c test measures the I/O throughputs for both file read
and write operations for accessing a three-dimensional block-
distributed array. The partitioning of data is done through
the assignment of a number of processes on each Cartesian
dimension. The arrays are first written to a file, then read back
into the compute nodes and finally the throughput is reported.
For ROMIO-based collective I/O, all the compute nodes play
the roles of aggregators and the size of the collective buffer
is 4 MBytes (the default behavior). The network buffer and
the stripe size of view-based is set to 4 MBytes, as well. The
three-dimensional array tested, has 512 x 512 x 512 elements,
with an element size of an integer (4 bytes), resulting in a file
of 512 MBytes.
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The measurements for 8, 16, 32 and 64 processors are
plotted in Figure 6. By default, the benchmark closes the file
between the write and read operations. In order to show the
effect of collective buffer, we have also evaluated a slightly
modified version of this benchmark, which does not close the
file between writes and reads (shown as CB in the graphs).

As shown in Figure 6, compared to two-phase I/O, view-
based I/O improves collperf write bandwidth by 286% and
633%. On the other hand, collperf read bandwidth is improved
by about 36% and 66% without collective buffer effects and
by about 44% and 445% with it.

In order to understand better the results, we traced the
collperf benchmark by using the library MPE [27]. We picked
up the execution with 8 and 64 processes, because these were
the cases for which the performance differed significantly.
Table II shows the number of point-to-point and collective
MPI calls of all processes.

We note that the number of collective collective communi-
cations and synchronization operations performed by the two-
phase implementation is considerably higher. In two-phase I/O
the collective buffering is done at compute nodes, which need
to perform expensive all to all operations in the shuffle phase:
first of all in order to get the list of file offset-length pairs and
then in order to get the data.

VII. CONCLUSION

We have presented view-based collective I/O, a file system
independent collective I/O optimization based on file views.

View-based I/O leverages the MPI-IO file view mechanism,
for transferring view description information at aggregators
at view declaration. In this way, view-based I/O avoids the
necessity of transferring large lists of offset-length pairs at file
access time as the present implementation of two-phase I/O.
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TABLE II
THE COUNT OF MPI POINT TO POINT AND COLLECTIVE

COMMUNICATIONS IN COLLPERF BENCHMARK. THE TABLE COMPARES

THE RESULTS FOR TWO-PHASE I/O (TP) AND VIEW-BASED I/O (VB) FOR
8 AND 64 PROCESSORS.

MPI call TP I/O 8 VB I/O 8 TP I/O 64 VB I/O 64

MPI Send 0 0 0 0

MPI Recv 0 512 0 12288

MPI Isend 288 576 2560 16384

MPI Irecv 288 64 2560 4096

MPI Waitall 656 8 9472 64

MPI Bcast 528 0 64 0

MPI Barrier 528 16 8448 128

MPI Allreduce 61 16 962 128

MPI Alltoall 528 0 962 0

MPI Allgather 32 0 8448 0

Additionally, this approach reduces the cost of scatter/gather
operations at application compute nodes. View-based I/O
reads can take advantage of collective buffers managed by
aggregators, which, unlike in two-phase I/O are cached across
collective operations. A collective read following a previous
read or write, may find the data already at the aggregator.

Our experimental results show that view-based I/O can
significantly reduce the total run time of a data intensive
parallel application, by reducing both I/O cost and implicit
synchronization cost, while requiring no extra communication
time. For example, view-based I/O reduced the BTIO overall
execution time by 40%. The MPI-Tile-IO performance results
prove that view-based I/O outperforms two-phase I/O, even
without caching the collective buffers. Finally, the benchmarks
show that, the write-on-close approach brings satisfactory
results in all cases.

In the future, we plan to implement and evaluate on-line
flushing policies of the collective buffers, that would allow to
overlap the computation, communication and I/O and should
further increase the overall performance of the applications,
especially for write operations.

ACKNOWLEDGMENT

We are grateful to the High Performance Computing Center
Stuttgart (HLRS) for the offered support , especially to Rainer
Keller and Alexander Schulz.

REFERENCES

[1] http://www.top500.org, Top 500 list. [Online]. Available:
http://www.top500.org

[2] F. Schmuck and R. Haskin, “GPFS: A Shared-Disk File System for
Large Computing Clusters,” in Proceedings of FAST, 2002.

[3] W. Ligon and R. Ross, “An Overview of the Parallel Virtual File
System,” in Proceedings of the Extreme Linux Workshop, Jun. 1999.

[4] C. F. S. Inc., “Lustre: A scalable, high-performance file system,”
Cluster File Systems Inc. white paper, version 1.0, November
2002, http://www.lustre.org/docs/whitepaper.pdf. [Online]. Available:
http://www.lustre.org/docs/whitepaper.pdf

[5] MPI: A Message-Passing Interface Standard, Message Passing Interface
Forum, 1995.

[6] R. Thakur, W. Gropp, and E. Lusk, “On Implementing MPI-IO Portably
and with High Performance,” in Proc. of the Sixth Workshop on I/O in
Parallel and Distributed Systems, May 1999, pp. 23–32.

[7] MPICH website, http://www-unix.mcs.anl.gov/mpi/mpich/.
[8] LAM website, Indiana University, http://www.lam-mpi.org/.
[9] N. Nieuwejaar, D. Kotz, A. Purakayastha, C. Ellis, and M. Best,

“File Access Characteristics of Parallel Scientific Workloads,” in IEEE
Transactions on Parallel and Distributed Systems, 7(10), Oct. 1996.

[10] H. Simitici and D. Reed, “A Comparison of Logical and Physical Parallel
I/O Patterns,” in International Journal of High Performance Computing
Applications, special issue (I/O in Parallel Applications), 12(3), 1998.

[11] R. Thakur, W. Gropp, and E. Lusk, “Optimizing Noncontiguous Ac-
cesses in MPI-IO,” Parallel Computing, vol. 28, no. 1, pp. 83–105, Jan.
2002.

[12] D. Kotz, “Disk-directed I/O for MIMD Multiprocessors,” in Proc. of the
First USENIX Symp. on Operating Systems Design and Implementation,
1994.

[13] M. Winslett, K. Seamons, Y. Chen, Y. Cho, S. Kuo, and M. Subra-
maniam, “The Panda library for parallel I/O of large multidimensional
arrays,” in Proceedings of Scalable Parallel Libraries Conference III,
October 1996.

[14] Weikuan Yu and Jeffrey Vetter and R. Shane Canon and Song Jiang,
“Exploiting Lustre File Joining for Effective Collective IO,” in CCGRID
’07: Proceedings of the Seventh IEEE International Symposium on
Cluster Computing and the Grid. Washington, DC, USA: IEEE
Computer Society, 2007, pp. 267–274.

[15] R. Thakur, W. Gropp, and E. Lusk, “Data Sieving and Collective I/O in
ROMIO,” in Proc. of the 7th Symposium on the Frontiers of Massively
Parallel Computation, February 1999, pp. 182–189.

[16] R. Thakur and A. Choudhary, “An extended two-phase method
for accessing sections of out-of-core arrays,” Center for Advanced
Computing Research, Caltech, Tech. Rep. CACR-103, 1995. [Online].
Available: citeseer.nj.nec.com/thakur96extended.html

[17] W. keng Liao, K. Coloma, A. N. Choudhary, and L. Ward, “Cooperative
Write-Behind Data Buffering for MPI I/O.” in PVM/MPI, 2005, pp.
102–109.

[18] W. keng Liao, K. Coloma, A. Choudhary, L. Ward, E. Russel, and
S. Tideman, “Collective Caching: Application-Aware Client-Side File
Caching,” in Proceedings of the 14th International Symposium on High
Performance Distributed Computing (HPDC), July 2005.

[19] F. Isaila, G. Malpohl, V. Olaru, G. Szeder, and W. Tichy, “Integrating
Collective I/O and Cooperative Caching into the “Clusterfile” Parallel
File System,” in Proceedings of ACM International Conference on
Supercomputing (ICS). ACM Press, 2004, pp. 315–324.

[20] A. Ching, A. Choudhary, W. K. Liao, R. Ross, and W. Gropp, “Efficient
Structured Data Access in Parallel File Systems,” in Proceedings of the
IEEE International Conference on Cluster Computing, December 2003.

[21] F. Isaila and W. Tichy, “View I/O:improving the performance of non-
contiguous I/O,” in Third IEEE International Conference on Cluster
Computing, Dec. 2003, pp. 336–343.

[22] ——, “Clusterfile: A flexible physical layout parallel file system,” in
First IEEE International Conference on Cluster Computing, Oct. 2001.

[23] R. Thakur, W. Gropp, and E. Lusk, “An abstract device interface for
implementing portable paralllel-I/O interfaces.”

[24] R. Jain, K. Somalwar, J. Werth, and J. C. Browne, “Heuristics
for scheduling I/O operations,” IEEE Transactions on Parallel and
Distributed Systems, vol. 8, no. 3, pp. 310–320, March 1997. [Online].
Available: http://www.computer.org/pubs/tpds/1997/310.pdf

[25] P. Wong and R. der Wijngaart, “NAS Parallel Benchmarks I/O Version
2.4,” NASA Ames Research Center, Moffet Field, CA, Tech. Rep. NAS-
03-002, January 2003.

[26] MPI tile I/O, http://www-unix.mcs.anl.gov/pio-benchmark/.
[27] W. Gropp, E. Karrels, and E. Lusk, “MPE graphics: scalable X11

graphics in MPI,” in Proceedings of the 1994 Scalable Parallel Libraries
Conference: October 12–14, 1994, Mississippi State University, Missis-
sippi. 1109 Spring Street, Suite 300, Silver Spring, MD 20910, USA:
IEEE Computer Society Press, 1995, pp. 49–54.

416


